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Abstract

Logging is used for representing state of a system in a human readable way. If properly done,

logging provides valuable information for system maintenance. However, badly produced log-

ging can be an extra overhead on resources and confusing for end users. Researches and prac-

titioners have often considered logging to be trivial. But a close inspection of logging proves

that in real world applications it is not that simple. In this thesis we have defined some guiding

principles to characterize usage of logging functionality. Based on these principles we tried

to characterize logging functionality usage using an aspect-oriented programming language.

When that approach failed due to limitations of the aspect-oriented programming language,

we tried to characterize logging functionality usage using anti-unification. Anti-unification

provides a formal model for generalizing structure, which we used to come up with a set of

generalized patterns to characterize logging functionality usage. This approach has been im-

plemented as a prototype tool, that extracts pattern from source code and generalizes them

over multiple iteration. An empirical study was conducted to determine the efficacy of the

approach.
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Chapter 1

Introduction

Software systems are rarely perfect. Application modules can malfunction from time to time,

leading to the need for a tracing mechanism to help diagnose internal behaviour. Such diagnosis

is important but often difficult due to (1) the unavailability of users’ input, and (2) the difficulty

in reconstructing the exact same execution environment [Gupta, 2005]. For example, consider a

program that opens a connection to write something to a database. If at any point the connection

link fails, the transaction will not be completed. If the program runs as a service, there is no

graphical feedback to the user. Application logging comes to the rescue in this sort of situation.

1.1 Application logging

“Logging is a systematic and controlled way of representing the state of an application in a

human-readable fashion” [Gupta, 2005]. Logging is used in an application to record the state

of the system at specific points during runtime [Barham et al., 2004]; it helps in problem

diagnosis, quick debugging, and easy maintenance of system software. For example, a fault

(the actual error in the software) often does not immediately evidence itself, but the system

temporarily enters an erroneous state, which leads to a failure at a later time. If used judiciously

for debugging, logs can help to record the absence or presence of the erroneous state, thereby

helping to localize the instructions which caused the erroneous state.

The usefulness of logging in a particular situation depends on how logging is applied within

an application [Gupta, 2005]. Typically logs are produced for debugging and day-to-day main-

tenance of an application. But logging information has value in analyzing an application’s

performance: detailed logs can be used by system administrators to monitor the performance
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of the system. Moreover an application’s internal state can be bundled and stored in a struc-

tured manner for future use [Yaghmour and Dagenais, 2000]. Thus, implementing logging in

a systematic manner and getting it right is important for software development.

But logging also places extra overhead on resources, due to the generation of logging in-

formation, and on developers, because it requires writing, debugging, and maintaining extra

code. Badly produced logging information can cause confusion, misleading developers and

impeding system performance. For example, programmers may log debug information during

development, but in production systems such log information can be unnecessary, annoying,

and confusing for end users.

Logging should tell when, where, and how a problem occurred—that is, the time stamp

of when the problem occurred, the location of the problem within the source code, and how

the problem occurred. To support logging, an application’s source code needs to call certain

logging functionality at certain locations. Based on well chosen locations, the log traces can

produce useful information about the application.

1.2 Logging and crosscutting concerns

A software system can be seen as a set of structural modules, each module representing a

concern, i.e., a piece of system functionality or a requirement. “Programming languages pro-

vide mechanisms that allow the programmer to define abstraction of the system sub-units, and

then compose those abstractions in different ways to produce the overall system” [Filman and

Friedman, 2001]. A good software modularization should possess three important properties

[Parnas, 1972]: changeability, whereby changes to the internal implementation of a module

are unlikely to impact other modules; comprehensibility, whereby the purpose and abstract

behaviour of an individual module can be understood in isolation; and parallelizability of de-

velopment, whereby multiple developers can work on different modules in parallel. Object-
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oriented programming has long been the de facto industrial standard for developing software

applications, because it is generally seen to support the three modularity properties better than

classic procedural programming [Parnas, 1972].

Unfortunately, even in object-oriented programs, modularity often breaks down in unavoid-

able ways. “The composition mechanism provided by object-oriented programming languages

is not suitable for modelling functionalities which must compose differently yet be coordi-

nated” [Filman and Friedman, 2001]. Stated more simply, consider a set of object-oriented

modules that implement various functionalities in a system. There will always be some other

functionality whose implementation has to be scattered across these modules, and tangled

with the implementations of the base concerns provided by those modules. Such functionali-

ties are called crosscutting concerns. Classic examples of crosscutting concerns include most

non-functional requirements (e.g., security, synchronization, distribution, performance, trans-

actions, etc.), although various functional requirements can lead to crosscutting as well (e.g.,

many design patterns involve coordinated classes). Crosscutting concerns are seen as problem-

atic because they impede all three modularity properties: a change to one module is more likely

to impact others involved in the same crosscutting concern (lack of changeability); to under-

stand the crosscutting concern, it is necessary to understand multiple modules and it is difficult

to understand a base concern because of the presence of crosscutting concerns within the same

module (lack of comprehensibility); and the crosscutting concern will require coordination of

the development of different modules (lack of parallelizability of development).

Logging generally involves inserting appropriate log method calls at various locations

throughout the source code. Such a code structure contradicts software design guidelines that

instruct us to modularize software in such a way that “(1) each module is cohesive in terms

of the concerns it implements, and (2) interfaces between modules are simple” [Filman et al.,

2004]. Software that complies with these principles tends to be easier to produce, more natu-

rally distributed among different programmers, easier to verify and test, and easier to maintain,
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reuse and evolve to future requirements. Yet the logging code comprises functionality that is

very different from the base functionality provided by the modules in which it occurs—logging

is a crosscutting concern.

If the developer needs to change the implementation of the logging functionality for a cer-

tain application, he will need to apply changes to all locations where the logging functionality

was used. Such a process demands three steps: (a) searching through all the source code for

the logging calls, (b) modifying those calls, and (c) verifying that the logged application still

conforms to its requirements after such a change. Though these steps are doable, they demand

program understanding in addition to a lot of minor modifications [Kapur et al., 2010]; such a

task is onerous: its tedium leads to the potential for error injection at each small step.

1.3 How can the crosscutting nature of logging be dealt with?

Aspect-oriented programming (AOP) has been proposed as an alternative modularization ap-

proach for crosscutting concerns [Kiczales et al., 1997]. Aspect-oriented programming lets the

developer make quantified statements like “if a certain condition occurs, perform this certain

operation”. Proponents of AOP claim [Filman and Friedman, 2001, Kiczales et al., 2001, Fil-

man and Havelund, 2002, Douence and Südholt, 2002] that this sort of quantified statement lets

developers modularize crosscutting concerns, separating them from the base concerns, into ad-

ditional modules termed aspects; each aspect specifies how it interacts with the base concerns,

and the aspect compiler integrates instructions of the base concerns and aspects to form a com-

plete system. Of course, to maintain the key modularity properties, such a specification must be

as generic as possible, ideally referring explicitly only to visible interfaces and as few modules

by name as possible.

In arguing for the necessity and benefits of aspect-oriented programming, the most com-

mon example cited by practitioners and academics is logging [Jacobson and Ng, 2004]. In
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various aspect-oriented programming references, statements like “an example of an obvious

crosscutting concern is logging” can be found [Filman et al., 2002, Canditt and Gunter, 2002,

Laddad, 2002, Lopes, 2004]. And the most common approach for characterizing such claims

is to say, “logging is done at the start and end of a method declaration” [Clarke et al., 1999a,b,

Clarke, 2001]. If this characterization of logging usage is correct, aspect-oriented program-

ming should be ideal to modularize logging functionality, since statements like “log at the start

of all method executions” or “log at the end of all method executions” are the kinds that AOP

specifically targets.

Such claims illustrate the academic mindset that usage of logging is straightforward within

a system and unchanging across versions of a software system. But the question is, in real world

applications, is logging so simple? To begin investigating this question, we built a simple tool

to see whether logging is really used mostly in the beginning or end of method declarations.

Table 1.1 shows the result of this simple experiment on three Java-based applications that use

logging functionality. Here we can see that in reality, only a small fraction of log method

invocations are actually at the start or end of method declarations for these systems.

System Total logging calls Logging at beginning or
end of method declaration

jEdit 343 11
jBoss 923 61

Tomcat 1103 16

Table 1.1: Log method calls occurring at the beginning or end of method declarations.

In real life usage, logging seems not to be as simple as implied in the AOP literature. On

the contrary, the benefits of having a good logging mechanism and the problems that badly

planned logging can cause suggest that getting it right is not simple.
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1.4 Broad thesis overview

Through this research we have tried to characterize the usage of logging functionality. For

characterization purposes, two different approaches were tried. In the first approach, we refac-

tored logging functionality into an industrially-relevant aspect-oriented programming language

(AspectJ). But this approach could not characterize all the logging functionality of an applica-

tion system correctly, due to some limitations of the aspect-oriented programming language.

So an alternative method was tried using structural correspondence. In this approach, anti-

unification [Cottrell, 2008] was used to come up with a generalized characterization of logging

functionality usage. An empirical study was done using this characterization across three ver-

sions of a software system. We then analyzed the results from the empirical study to answer

the research questions.

The main research questions of this thesis are:

• RQ1: Can usage of logging functionality be characterized?

• RQ2: Does usage of logging change over time?

• RQ3: Can logging be aspectified?

1.5 Thesis statement

In addressing the research questions mentioned earlier, the thesis supports the following claim:

The locations at which logging occurs in real systems can be automatically detected and sum-

marized into a set of rules that can be compared against other systems.

1.6 Structure of thesis

The remainder of the thesis is structured as follows. Chapter 2 motivates the problem of char-

acterizing logging through a concrete example, and defines the requirements that a solution
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must meet. Chapter 3 describes our attempt at constructing an experimental apparatus for

characterizing logging through the use of AspectJ, and why we ultimately abandoned this ap-

proach. Chapter 4 describes our second attempt at constructing such an apparatus, this time

using anti-unification; Chapter 5 delves into an empirical study that we conducted with this

latter apparatus to investigate our research questions. Chapter 6 presents work related to our

research problem and our solution, demonstrating the novelty of our contributions. Chapter 7

discusses the limitations of our study and remaining issues. Chapter 8 summarizes our prob-

lem, our experimental apparatuses, and our empirical findings, details the novel contributions

of this thesis, and outlines prospects for future work.
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Chapter 2

Characterization of Logging

In this chapter we discuss what is meant by “characterizing the usage of logging functionality”

and the necessary constraints that exist on any method that automates it. We first show concrete

examples that use logging functionality; through these examples we sketch what characteriza-

tion of logging functionality usage would involve. Then we present a high level view on some

methodologies that could be used as a possible tool for characterization.

2.1 Examples and principles

Characterization involves a number of facets of varying detail: where the logging functionality

occurs, what information gets logged there, and how that logging information is categorized.

Although all such details will matter for complete logging, we choose to restrict our focus to a

specification of where, as a necessary but not sufficient specification of logging as a whole:

A characterization of logging is a set of rules whereby satisfaction of the rules

suggests the presence of an invocation of logging functionality and lack of such

satisfaction suggests its absence.

The use of the weak term “suggests” is deliberate: we will see that a characterization may

falsely indicate the presence or absence of logging functionality. This suggests also that the

quality of a characterization can be evaluated, which point we examine further in later chapters.

Figure 2.1 shows an example source code snippet, written in the Java programming lan-

guage, where logging functionality is used (line 4). For characterizing its usage, consider its

location. The log method invocation is inside a Java method declaration. There is an assign-

ment statement (line 2) preceding it and an if conditional statement block (lines 6–9) following
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1 private static void initMisc () {
2 jEditHome = MiscUtilities .resolveSymLinks(jEditHome);
3

4 Log.log(Log.MESSAGE, jEdit.class, ”jEdit home directory is ” + jEditHome);
5

6 if ( settingDirectory == null) {
7 jarCacheDirectory = MiscUtilities .constructPath(settingsDirectory , ” jars−

cache”);
8 new File(jarCacheDirectory).mkdirs();
9 }

10 }

Figure 2.1: A snippet of Java source code utilizing logging, Example 1.

it. From the details of the code fragment (such as the message being logged), it is clear that

logging has been used to log the value of the jEditHome variable after its assignment.

Principle 1 A log method invocation can be characterized as being in a position relative to

certain operations or statements, e.g., immediately before or after.

Figure 2.2 shows another example snippet of Java code that uses logging. Unlike in the

previous example, there is no specific statement preceding or following the log method invoca-

tion (line 10), so we must look further into the structure of the source code. We see that the log

method is invoked from within a try/catch exception handling block. The try part (lines 1–8)

holds the code fragment where an exception can be thrown; the catch part (lines 9–11) handles

the response when any exception happens. Inside the try part there is an if conditional block

(lines 3–6) and two method invocations (lines 5 and 8). The if conditional block contains

two assignment statements (lines 4 and 5). The catch part holds the log method invocation

(line 10). The question would be which part of the try/catch structure is relevant for charac-

terizing logging functionality usage. As the catch part of the structure holds the log method

invocation and the logging functionality outputs information related to the exceptional flow,

we can say that logging is done to capture the exception handling part of the structure.
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1 public void invoke(TextArea textArea) {
2 try {
3 if (cachedCode == null) {
4 String cachedCodeName = ”action ” + sanitizedName;
5 cachedCode = bsh.cacheBlock(cachedCodeName, code, true);
6 }
7

8 bsh.runCacheBlock(cachedCode, textArea, new NameSpace(bsh.
getNameSpace(), ”BeanShellAction.invoke()”));

9 } catch(Throwable e) {
10 Log.log(Log.ERROR, this, e);
11 }
12 }

Figure 2.2: A snippet of Java source code utilizing logging, Example 2.

Principle 2 Usage of logging functionality can be characterized as being embedded within a

particular structure.

Let us now consider another example, that of Figure 2.3. For characterizing this log method

invocation (line 12), consider applying our first principle: we see that an assignment is done

just before the log method invocation, and we could postulate that logging is always done just

after an assignment. But there is another such assignment in line 9 without a corresponding log

method invocation. Analyzing the source code, we see that it is the conditional if structure that

defines the context for why logging is used. Thus, we could postulate that (as per our second

principle) assignment operations embedded with an if conditional block are followed by log

method invocation. But again the same is true for the assignment operation of line 9, where

there is no actual log method invocation. So to characterize this sort of logging operation

we must more carefully apply our second principle of structure to take into account nesting

structure. For the case of Figure 2.3, a characterization can be made of the form: an assignment

statement contained in the else– if part of an if conditional structure is followed by a log

method invocation.
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1 public boolean checkDependencies() {
2 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
3 if (pluginDepends.what.equals(”jdk”)) {
4 if (pluginDepends.optional && StandardUtilities.compareStrings(System.

getProperty(”java.version”), pluginDepends.arg, false) < 0) {
5 jedit .pluginError(path, ”plugin−error.dep.jdk”, args);
6 ok = false;
7 }
8 } else if (pluginDepends.what.equal(”plugin”)) {
9 int index2 = pluginDepends.arc.indexOf(’ ’) ;

10 if (index2 == −1) {
11 ok = false;
12 Log.log(Log.ERROR, this, name + ” has an invalid dependency”);
13 }
14 }
15 }
16 }

Figure 2.3: A snippet of Java source code utilizing logging, Example 3.

So now we have two principles that tell us how to go about characterizing log method usage.

So the question is how to decide on which principle to use. Here we would try to come up with a

unifying principle for deciding on how to use these principles. The first principle has a simpler

representation but is inadequate for representing characterization where there are no preceding

and following elements. The second principle considers structure of the source code, so it gives

a more detailed reference for characterization. But this makes representation more complex.

But for accuracy and generality, a better idea is to use the two principles together. When using

the two principles together, provision for Principle 1 can be kept as optional because we have

seen that in some structures we may not find a preceding or following statement of log method

invocation.

Principle 3 Usage of logging functionality can be characterized as being embedded within a

particular structure together with a certain operation or statement immediately before or after

if present.
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Using this principle we can characterize the log method invocation of Figure 2.1 by con-

sidering the method declaration as an embedding structure. So this becomes “a method decla-

ration holds a log method invocation preceded by an assignment operation and followed by an

if control flow block”. Similarly for Figure 2.2 the characterization becomes “a method decla-

ration holds an exception handling block that embeds a log method invocation”. For Figure 2.3

characterization will be “a log method invocation contained in the else– if part of an if condi-

tional structure, which is contained in a while structure contained in a method declaration, is

preceded by an assignment statement”. These characterizations fully identify the log method

invocations correctly—at least when the set of possibilities consist of only these examples!

2.2 Balancing precision and simplicity

Thus far we have identified some principles that will (hopefully) help us to correctly iden-

tify where logging functionality is used and thus characterize usage of logging functionality.

But following such an approach will lead to verbose characterizations: one, possibly complex

rule for each instance of a log method invocation. A more useful characterization ought to

reduce this set to eliminate redundancies and to generalize similar rules, thereby simplifying

the overall model. Of course, simplification can be pushed too far, and so the quality of a char-

acterization will need to take into account both its ability to accurately describe where logging

functionality does or does not occur, and the size and complexity of the characterization itself.

For example, consider the case of Figure 2.4. Here a characterization similar to that of

Figure 2.3 is possible. Using the principles stated before, a characterization of logging here

can have the form: a while loop that has an if condition structure that has an else– if part

enclosing an if conditional block holds a logging method invocation followed by a continue

statement. This characterization can be combined with the characterization for Figure 2.3 by

replacing “followed by a continue statement” with “preceded by an assignment statement or
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1 public static Set<String> getDependencySet(String name) {
2 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
3 if (plugin.what.equals(”jdk”) ) {
4 return null ;
5 } else if (plugin.what.equals(”plugin”) ) {
6 int index2 = pluginDepends.arg.indexOf(’ ’) ;
7 if (index2 == −1) {
8 Log.log(Log.ERROR, PluginJAR.class, name + ” has an invalid

dependency”);
9

10 continue;
11 }
12 }
13 }
14 }

Figure 2.4: A snippet of Java source code utilizing logging, Example 4.

followed by a continue statement”. With this combination, one characterization statement

will be enough to identify correctly both log method invocations. This type of reduction of

more than one rule yields a generalized set of rules that gives an abstraction of how logging

functionality is used in a system. This particular transformation does not alter the accuracy

of the characterization and only reduces its verbosity slightly; other potential transformations

might reduce the accuracy while increasing the simplicity more markedly.

For example when considering the code fragments of Figures 2.3 and 2.4, we see that they

share a common if –else control flow structure. A generalization scheme can choose to omit

the control flow structure and just keep the characterization as “preceded by an assignment op-

eration or followed by a continue statement, there is a log method invocation”. This combined

characterization will be able to correctly identify log method invocation for the both cases. In

this case the characterization statement can be simplified by the omission of common control

flow structure. But this characterization will falsely claim that log method invocation occurs

after line 9 of Figure 2.3. So though this generalization scheme simplifies the characterization,

it is less accurate.
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Another consideration for a generalization approach is when two characterizations should

actually be combined into a generalized characterization. We have already seen that keeping

structural information is important for accuracy when proceeding with generalization. So for

example if we try to generalize the code fragment of Figure 2.2 with the code fragment of

Figure 2.3, the resulting characterization would be something like “a catch block holds a log

method invocation or a while loop that has an if condition structure that has an else– if part

enclosing an if conditional block holds logging preceded by an assignment operation”. While

this sort of generalization reduces the total number of characterizations, they are not very use-

ful: without any sort of commonality between the structures this sort of generalization does

not aid in answering the research questions of this thesis. Generalization involves “taking into

account a large number of specific observation, then extracting and retaining the important

common features that characterize class of that observation” [Mitchell, 1982]. For answering

our research questions commonality between structures that encloses log method invocation is

an important common feature. So a better approach for building generalizations is to take sim-

ilarity in structure into consideration. This approach also gives us an option for generalizing

types of structure. For example when looking into two characterizations, an embedding for

loop structure and while loop structure can be considered as being the same type of structure.

2.3 Potential approaches for characterization

To characterize logging functionality, we have identified some governing principles for identi-

fying where logging has been used and how generalized identifying statements can be achieved

from a specific set of statements. Consider now one common mechanism through which we

might be tempted to represent characterizations: regular expressions. Regular expressions

provide a concise and flexible way to specify a large class of patterns of strings. A regular

expression can be written in a simple, formal language that can be interpreted by a regular
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expression parser. But searching for a simple regular expression—for example, using the word

“log”—can yield a lot of unrelated results, because the word “log” can be used in other contexts

too which may be totally unrelated to the logging functionality of interest. Being more precise

through more complex regular expressions can make the task intractable to human developers

[Kapur et al., 2010].

An alternative approach for characterization could be data mining. Data mining can be

used to identify common simple patterns, but it is not practical for low frequency patterns nor

in situations where the structural context is important. For example, MAPO [Xie and Pei,

2006] and PR-Miner [Li and Zhou, 2005] use association rule mining, a data mining approach

to detect code usage pattern. Both approaches ignore structural context of the elements being

mined. In our principles, structural context was identified as key; thus, we do not examine data

mining further.

The principles that we formed in our discussion above indicate that for characterizing log-

ging functionality usage we need to make statements of the form “log when [some event]

happens” or “log when [a particular structure] occurs”. Aspect oriented programming lets us

make quantified statements like, “in program P, whenever condition C arises perform action A”

[Steimann, 2006]. Thus aspect-oriented program statements are a possible means to character-

ize logging functionality. We examine such an approach in Chapter 3.

Anti-unification applied to structural generalization is another promising approach for char-

acterization. Previous research by Cottrell et al. [2007] has shown that an anti-unification-based

approach can generalize common features from two source code fragments by determining

structural correspondence. We examine such an approach for characterization in Chapter 4.
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2.4 Summary

In this chapter we have identified a potential set of guiding principles for characterization of

logging functionalities, restricted to consideration of their location. The principles suggest that

structural considerations are key. We have seen that logging functionality can be characterized

by taking into consideration the enclosing structure where logging is used. We can also option-

ally take into account element following and preceding log method invocation. Approaches

such as regular expressions and data mining do not meet the requirements for characterization.

In contrast, both aspect-oriented programming and anti-unification have features that may help

to characterize logging functionality based on our derived principles.
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Chapter 3

Characterization via AspectJ

In the previous chapter we described how aspect-oriented programming provides a quantifica-

tion mechanism. This mechanism bears similarity to the requirements for characterizing where

logging functionality is used, so we investigate such an application. For the implementation of

the aspect-oriented-based characterization we used AspectJ—an aspect-oriented extension of

the Java programming language.

This chapter is organized as follows. We describe the general concepts of aspect-oriented

programming and some details of AspectJ syntax in Section 3.1. We give an example of how

AspectJ might be applied towards characterization of the usage of logging functionality, in

Section 3.2. In Section 3.3, we describe our approach for characterizing logging through

aspect-oriented means. We applied the approach in an experiment, attempting to character-

ize positions where logging functionality was used, described in Section 3.4. We analyze and

discuss the results in Section 3.5.

3.1 Aspect-oriented programming and AspectJ

Aspect-oriented programming languages typically work with three basic concepts: join points,

pointcuts, and advice. Join points are “well-defined places in the structure or execution flow

of a program where additional behaviour can be attached” [Filman et al., 2004]. Individual

join points cannot directly be manipulated, in general. Instead the AspectJ language provides

a set of constructs, called pointcuts (or synonymously pointcut descriptors), for specifying the

set of join points that are to be located and ultimately operated on. AspectJ provides a total

of 17 primitive pointcuts, including ones that capture method calls, method executions, con-
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structor calls, initializer executions, constructor executions, static initializer executions, object

pre-initializations, object initializations, field references, field assignments, and exception han-

dler executions [Kiselev, 2002]. Non-primitive pointcuts can be constructed via set operations

on primitive pointcuts and/or other non-primitive pointcuts. A pointcut can be given a unique

name to aid in its application. Primitive pointcuts follow the following general syntax :

kind(Signature | TypePattern | Identifier)

The kind of the pointcut designator is a keyword signifying the kinds of join points to be

operated on (call, execution, and so forth). Signature is a method’s or constructor’s signature if

the given pointcut requires it. TypePattern is a wild-card pattern that matches some Java types.

Identifier is either a name of a source code element or pointcut, depending on the context. The

definition of a pointcut can expose the context at the join points it ultimately matches.

Consider an example. Below is given the definition of a pointcut called logcalls :

pointcut logcalls(Logger logger) :

call(∗ Logger .∗(..) ) && target(logger);

This example will capture all points where methods on the Logger class are called. The formal

parameter declares the name logger to be available for use in the definition of the pointcut

(which comes after the colon) and that it must be of the type Logger. In the definition, the

primitive pointcuts call and target are combined through the conjunction operator so that only

join points that match both the call pattern and the target pattern will match the overall pointcut

(the target is the object on which the method is called). The call pattern uses wildcards to state

that any return type is possible (first asterisk), that the type on which the call is to be made

must be Logger, any method name is acceptable (second asterisk), and any set of arguments is

acceptable (the two dots). The target pattern binds the actual target object to the logger formal

parameter at each join point.
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Two special kinds of primitive pointcuts are of particular interest to us. The within and

withincode pointcuts are used to lexically specify a segment of code (e.g., the body of a

method) that is to constrain the set of matched join points; that is, the join points that match

have to be found within that code segment. The within pointcut picks join points that are found

inside the Java class that matches a type pattern whereas withincode picks join points that be-

long to a specific method or constructor specified by the signature pattern. The cflow pointcut

constrains the set of matched join points to fall within the control flow of another pointcut; in

essence, this means between the time that a matching join point is placed on the call stack and

when it is removed.

An advice defines what code should run at the join points that are picked out by their

defining pointcuts. It contains the implementation of the crosscutting logic. Advice can be

triggered by pointcuts and can have formal parameters that are either provided by the pointcuts

or exposed by the advice itself. Advice follows the following syntax:

AdviceSpec [throws TypeList] : Pointcut { Body }

AdviceSpec can take on a number of different forms; of particular interest to us are the cases:

before( FormalParameterList )

after ( FormalParameterList )

Before advice is executed immediately before each join point that matches the specified point-

cut; after advice is executed immediately after it. Variations on after advice allow it to execute

only when the matched join point finished normally or only when an exception occurred during

it.

An aspect declaration then consists of a set of named pointcut declarations and advice

declarations. An aspect is similar to a class; it is (implicitly) instantiated at run-time and

controls the application of advice within a program to which it has been applied. Aspects are

ordinarily singletons, but multiple instances of an aspect may exist in unusual situations.
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The characterization principles that we have identified in the previous chapter required

reference relative to structures and/or program elements preceding or following log method

invocations. AspectJ provides pointcuts and advice that might be used to characterize the

position of a log method invocation. Pointcuts would be used to describe the structure or

program element preceding or following a log method invocation. Advice would provide the

mechanism for weaving the log method invocation at that location. As we have chosen to focus

on the locations of log method invocations, we will focus our attention on the application of

pointcuts.

3.2 Example

Let us revisit an example from Chapter 2. Figure 3.1 shows a Java code snippet that uses

logging functionality. An identifying statement of the form “log when a Throwable object is

thrown” can identify the log method usage in this context.

1 public void invoke(TextArea textArea) {
2 try {
3 if (cachedCode == null) {
4 String cachedCodeName = ”action ” + sanitizedName;
5 cachedCode = bsh.cacheBlock(cachedCodeName, code, true);
6 }
7

8 bsh.runCacheBlock(cachedCode, textArea, new NameSpace(bsh.
getNameSpace(), ”BeanShellAction.invoke()”));

9 } catch(Throwable e) {
10 Log.log(Log.ERROR, this, e);
11 }
12 }

Figure 3.1: A snippet of Java source code utilizing logging, Example 1.

An AspectJ pointcut descriptor that expresses this identifying statement would be similar

to the following:
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pointcut catchPC(Object o, Throwable e) :

handler(Throwable) && this(o) && args(e);

Here catchPC is the name of the pointcut. The handler pointcut takes as parameter the Java

exception type for which it will be invoked. The pointcut describes the context in which an

Aspect is to be invoked. In our case log method invocation is the aspect. Now we have to

define an advice to aspectify the logging functionality of Figure 3.1. The resulting advice will

look like:

before(Object o, Throwable e) : catchPC(o, e) {

Log.log(Log.ERROR, o, e);

}

With that advice defined, line 10 in Figure 3.1 can be removed. However, we do not demon-

strate the full aspectification further, as we are solely concerned with whether the locations can

be characterized—a necessary but not sufficient step towards full aspectification.

3.3 Aspectification

Our approach works in two stages. In the first stage, we determine the primitive pointcut de-

scriptor, AdviceSpec, and scope for log method invocation(s). By scope we mean the context

of package, class declaration and method declaration of Java code, within which the log state-

ment is present. In the second stage, we generate AspectJ code based of the result from the

first stage.

Our approach for aspectification supports a subset of AspectJ primitive pointcut descriptors.

The supported pointcut descriptors are shown in Table 3.1. Of the chosen pointcut descriptors

execution and handler type pointcuts identify structure of source code. While call, set, and

get type pointcuts identify program statements following and preceding log method invoca-

tion. Apart from the primitive pointcut descriptors shown in Table 3.1 we use the withincode
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pointcut descriptor to define the scope of log method usage. After determining the AdviceSpec

we generate an empty advice, which combines the pointcut descriptor and withincode pointcut

descriptor using a conjunct operator.

In the first stage, to determine the pointcut descriptor, possible join points are first identi-

fied. To identify possible join points log method invocations from the original code base are

first identified. Then based on the position of the log method invocation relative to the original

code base an appropriate join point is determined. If the log method invocation is embedded

inside a try/catch exception handling block then the handler will be the chosen join point.

The next choice is to see whether the log method invocation is the first or last statement of a

method declaration. If either is true then method execution will be the chosen join point. If

the log method invocation is neither inside exception handling block nor the first or last state-

ment of a method declaration, then the preceding and/or following statement of the log method

invocation are taken into account. If there is a method invocation just before or after the log

method invocation then method call is selected as join point. If that is not the case then the

last option is to see whether there is field access statement. The field access statement can be

for either setting or reading a value from a class variable. At this stage we also keep track of

the scope of the log method invocation by keeping track of the package, class declaration, and

method declaration inside which the particular logging functionality is used. We also deter-

mine the AdviceSpec during this phase. The AdviceSpec is determined based on log method’s

position relative to the chosen join point. If log method invocation is the first or last statement

of method declaration then type of AdviceSpec would be before or after respectively. If log

method invocation is in the middle of a method declaration then program statement preceding

or following logging functionality is taken as join points. Based on whether log method in-

vocation precedes or follows the selected join point, the AdviceSpec will be before or after

respectively. Table 3.1 shows the position of log method invocation in original code base and

their respective mapping to a pointcut descriptor and AdviceSpec.
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Base Code Pointcut AdviceSpec

At the start of a method declaration
class T {U m(){Log.log (...) ; ...}} execution(∗ T.m()) before

At the end of a method declaration
class T {U m() {... Log.log (...) ;}} execution(∗ T.m()) after

At the start of a constructor declaration
class T {T() {Log.log (...) ; ...}} execution(∗ T.new()) before

At the end of a constructor declaration
class T {T() {... Log.log (...) ;}} execution(∗ T.new()) after

At the start of an exception handler block
try {...} catch(T e) {Log.log (...) ; ...} handler(T) before

At the end of an exception handler block
try {...} catch(T e) {... Log.log (...) ;} handler(T) after

Immediately prior to a method call
T m() {... Log.log (...) ; U.n() ; ...} call(∗ U.n()) before

Immediately after a method call
T m() {... U.n() ; Log.log (...) ; ...} call(∗ U.n()) after

Immediately prior to a constructor call
T m() {... Log.log (...) ; new U(); ...} call(∗ U.new()) before

Immediately after a constructor call
T x() {... new U(); Log.log (...) ; ...} call(∗ U.new()) after

Immediately prior to a field mutation
class T {U f; V m() {... Log.log (...) ; f = a; ...}} set(U T.f) before

Immediately after a field mutation
class T {U f; V m() {... f = a; Log.log (...) ; ...}} set(U T.f) after

Immediately prior to a field access
class T {U f; V m() {... Log.log (...) ; a = f ; ...}} get(U T.f) before

Immediately after a field access
class T {U f; V m() {... a = f ; Log.log (...) ; ...}} get(U T.f) after

Table 3.1: Supported join points.
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In the second stage, we generate AspectJ code for the primitive pointcut descriptor. withincode

point cut descriptor is generated based on the scope of log method invocation. AspectJ code

for an advice is generated by joining primitive pointcut descriptor with withincode pointcut

using a conjunction operator in combination with AdviceSpec. We developed a simple tool,

as a plugin to the Eclipse integrated development environment (IDE), to apply this approach.

Eclipse’s Java Development Tools (JDT) provide support for traversing through Java source

code elements. We have used this feature to identify possible join points for a particular log

method invocation.

1 public aspect A0 {
2 pointcut a() : handler(Throwable);
3 pointcut b() : withincode(void ClassName.invoke(∗));
4

5 after () : a() && b();
6 }

Figure 3.2: AspectJ source code generated by the tool for Java code of Figure 3.1.

Figure 3.2 shows an example of generated aspect code through the tool for the java code

fragment shown in Figure 3.1. Line 2 of Figure 3.2 is the example of primitive pointcut gener-

ated based on the selected join points. Line 3 of Figure 3.2 shows an example scope pointcut

descriptor. Finally in line 5 an after advice combines the primitive pointcut and scope pointcut

using a conjunction operator.

3.4 Experiment

The purpose of this experiment was to ascertain whether AspectJ code generated by our tool

could correctly identify log method invocations in the original code base. In order to determine

the positions identified by AspectJ code we used the AspectJ Development Tools (AJDT), a

plugin to the Eclipse IDE that takes as input AspectJ code and discovers the positions in the

original Java code pointed to by AspectJ pointcut. For example if we run the aspect code of
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True False

Positive 243 34

Negative — 82

Table 3.2: Confusion matrix for jEdit 4.3. As arbitrarily many points in the code can be
identified, the true negative count is not useful and is not recorded.

Figure 3.2 through AJDT it will point to the exception handling block (line 9 in Figure 3.1) in

the original Java code.

For this experiment we selected jEdit (v.4.3 pre 16), an IDE developed using Java. We setup

the source code of jEdit as a Java project inside Eclipse. Then we ran our plugin to aspectify

usages of logging functionality within this codebase. The plugin generated AspectJ code for

the log method invocations. This AspectJ code was then run through AJDT to discover the

positions of log method invocations in the original codebase. These positions were then cross-

checked with positions where there is really a log method invocation to determine whether the

tool’s output was correct or not.

The results of the experiment are shown in Table 3.2. We see that many claimed log method

invocations occur where none actually exists (i.e., are false positives), and that an even larger

number of actual log method invocations are missed by the approach (i.e., are false negatives).

We use the classic measures precision and recall to evaluate the goodness of the approach;

these are defined as follows:

precision =
true positives

true positives + false positives

recall =
true positives

true positives + false negatives

The precision of the approach for this experiment was 0.88 and the recall was 0.75.
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3.5 Discussion

The reason behind the lack of accuracy of our approach is chiefly the design of AspectJ: it does

not support join points for control structures like loops, conditional blocks, etc. We looked

into the codebase of jEdit and found out that there were scenarios where, without pointcut

descriptors for control structures, it is not possible to correctly identify all usages of logging

functionality. We give two examples to illustrate this point.

1 if (jEditHome == null){
2 String classpath = System.getProperty(”java.class.path”);
3 int index = classpath.toLowerCase().indexOf(”jedit. jar ” ) ;
4 ...
5 if ( start == index) {
6 jEditHome = System.getProperty(”user.dir”);
7 } else if (index > start ) {
8 jEditHome = classpath.substring(start, index − 1);
9 } else {

10 jEditHome = System.getProperty(”user.dir”);
11 Log.log(Log.WARNING, jEdit.class, ”jedit.jar not in class path}”) ;
12 }
13 }

Figure 3.3: Example Java code illustrating a false positive.

1 pointcut a() : call(∗ System.getProperty(..));
2 pointcut b() : withincode(...) ;
3

4 after () : a() && b();

Figure 3.4: Example AspectJ code illustrating a false positive.

Figure 3.3 shows a code snippet taken from the jEdit codebase. Logging functionality

is used in line 11. An aspectification of logging functionality of this code would look like

Figure 3.4; it indicates that after a call to System.getProperty() there is a log method invocation.

When this is matched against the codebase of Figure 3.3, the AJDT will find that there are log

method invocations after lines 3, 7, and 11 because in all those places there is a call to System
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.getProperty. But in the original codebase there is only one log method invocation, which is

after line 12, so two false positives occur. We could not construct a more specific join point to

characterize line 11.

1 for(Map.Entry<String, Object> entry : classHash.entrySet()) {
2 if (entry.getValue() == NO CLASS) {
3 Log.log(Log.ERROR, JARClassLoader.class,
4 entry.getKey() + ” ==> ” + entry.getValue()) ;
5 }
6 }

Figure 3.5: Example Java code illustrating another false negative.

Figure 3.5 shows another such example from the jEdit codebase. In this case we see that

the log method invocation in line 3 is the only statement inside the if structure. There is no

statement preceding or following this log method invocation that can be leveraged as the join

point, and there is no pointcut descriptor for identifying if conditional control flow structure.

Thus, our plugin cannot generate a pointcut descriptor for this log method invocation. This

type of situation also occurs when log method invocation is the first element of a control struc-

ture and the statement following the log method invocation is not supported as a join point in

AspectJ. For example a return statement or break statement or continue statement following

a log method invocation inside a control flow block.

AspectJ provides cflow-type dynamic pointcut descriptors to capture join points in the dy-

namic flow of an application. But there is no mechanism to statically identify control structure

as join points. Without support for static identification of control flow structure, characteriza-

tion using AspectJ becomes difficult if not impossible. Therefore, we decided to abandon this

approach.
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3.6 Summary

AspectJ is an aspect-oriented programming language, an extension of Java. It provides pointcut

descriptors and advice as mechanisms to point to a particular position (physical or conceptual)

in Java code. We use primitive pointcut descriptors along with advice to aspectify the usage

of logging functionality within Java code. A simple experiment showed that the accuracy of

this approach was fairly low, due to the lack of primitive pointcut descriptors in AspectJ that

identify basic control structures. Thus, it was impossible in many cases to correctly identify

the location of a particular log method invocation. Due to the lack of accuracy, we abandoned

this approach.
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Chapter 4

Characterization via Anti-unification

To overcome the shortcomings of the aspect-oriented approach to characterization, we ulti-

mately tried an alternative approach using structural correspondence and anti-unification.

A structure is a collection of interrelated elements. For example, an abstract syntax tree

(AST) [Kuhn and Thomann, 2006] for a segment of source code is a structure that collects and

interrelates elements from the source code. Each node in the abstract syntax tree represents

an element occurring in the source code. The grouping of elements of the source code is

represented implicitly by the branching out of one or more child nodes from the parent node.

Anti-unification is a formal model for describing the creation of a generalized structure,

whereby the structure contains the common pieces and the differences are abstracted away,

replaced by structural variables. Each structural variable is a connection from the anti-unified

structure to the original structures. Structural correspondence provides an approximation for

determining whether two structures are equivalent or not by looking into what common el-

ements the two structures share and thus how similar they are. We use anti-unification to

generalize characterization patterns (CPs) for characterizing logging functionality usage.

We begin the chapter by presenting examples of anti-unification in action (Section 4.1). We

describe our generalization approach in detail in Section 4.2. We discuss our implementation

of the tool in Section 4.3.

4.1 Examples

Figures 4.1 and 4.2 repeat two examples from Chapter 2. We will use these two examples to

illustrate how anti-unification can be used to generalize source code. Generalization involves
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taking a number of specific cases and then reducing them on some common features. In Chap-

ter 2 we hypothesized that a generalized statement for characterizing logging functionality of

Figures 4.1 and 4.2 would be “an if statement that has an else– if part enclosing another if

statement contains a logging call either preceded by an assignment operation or followed by a

continue statement”. We use anti-unification to show how this can be constructed.

Before we start, let us look into how anti-unification can work on source code fragments.

Let us consider the if statements on line 3 of Figures 4.1 and 4.2. The if structures can

have multiple substructures nested inside their bodies. The body structure from Figure 4.1

contains a nested if statement structure (lines 4–7) and that of Figure 4.2 contains a return

statement (line 4); since these two contained structures possess nothing in common, the re-

sulting anti-unified structure displays a structural variable V in the generalized if statement

structure. Figure 4.3 shows an abstract representation of this anti-unified structure.

There can be cases where there exists an element in one fragment of source code while

there is no corresponding element in another fragment of source code. In such cases during

anti-unification we use a special element NIL to represent absence of the corresponding ele-

ment. For example Figure 4.1 has an assignment expression (line 11) before the log method

invocation (line 12). But in Figure 4.2 there is no corresponding element before the log method

invocation (line 8). Figure 4.4 shows an abstract representation of anti-unification for this case.

A generalized structure relative to the surrounding if statement structure will replace the as-

signment expression with a structural variable V that can be substituted by either an assignment

expression or NIL.

Source code in the Java programming language can be expressed as an abstract syntax tree

(AST) structure, where program elements are enclosed in structures and sub-structures. Fig-

ures 4.5 and 4.6 are two AST representations for the example Java code shown in Figures 4.1

and 4.2 respectively. Let us examine the tree structure of Figure 4.5 and how it corresponds

with the example code of Figure 4.1. In the tree structure we take the method declaration
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1 public boolean checkDependencies() {
2 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
3 if (pluginDepends.what.equals(”jdk”)) {
4 if (}pluginDepends.optional && StandardUtilities.compareStrings(System.

getProperty(”java.version”), pluginDepends.arg, false) < 0) {
5 jedit .pluginError(path, ”plugin−error.dep.jdk”, args);
6 ok = false;
7 }
8 } else if (pluginDepends.what.equal(”plugin”)) {
9 int index2 = pluginDepends.arc.indexOf(’ ’) ;

10 if (index2 == −1) {
11 ok = false;
12 Log.log(Log.ERROR, this, name + ” has an invalid dependency”);
13 }
14 }
15 }
16 }

Figure 4.1: A snippet of Java source code utilizing logging, Example 1.

1 public static Set<String> getDependencySet(String name) {
2 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
3 if (plugin.what.equals(”jdk”) ) {
4 return null ;
5 } else if (plugin.what.equals(”plugin”) ) {
6 int index2 = pluginDepends.arg.indexOf(’ ’) ;
7 if (index2 == −1) {
8 Log.log(Log.ERROR, PluginJAR.class, name + ” has an invalid

dependency”);
9

10 continue;
11 }
12 }
13 }
14 }

Figure 4.2: A snippet of Java source code utilizing logging, Example 2.
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V ←if-statement

if(...){
               if(...){...}

}

V←return statement

if(...){
              return null;

}

if(...){
V
}

Figure 4.3: The anti-unification of an if statement and a return statement, each embedded
within an if statement.

if(...){
               ok = false;

          log.log
}

V←assignment expression V←NIL

if(...){
              log.log

}

if(...){
V

        log.log
}

Figure 4.4: The anti-unification of two structures where the corresponding element for replace-
ment is missing in one structure.
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as the root node for the tree. The method declaration contains a substructure, the method

body (lines 1–16, between the matching braces). The method body structure contains a while

statement structure (lines 2–15), which is the first element nested inside the method body in

the original source code. The while statement has two substructures: the logical expression

(line 2), which determines the test criteria for remaining in the loop, and body (lines 2–15, be-

tween the matching braces). The body structure contains an if statement structure as its child.

Similar to a while statement, an if statement structure also has a logical expression structure,

a then-body part (lines 3–8, between the matching braces), and an (optional, in general) else-

body part (lines 8–13). The then-body part itself contains another if statement structure nested

as its child; this if statement structure has only a then-body part as its child, which in turn

contains a method invocation (line 5) and an assignment (line 6) as two of its child nodes.

The else-body part has an if statement structure as its child node (lines 8–14); this if state-

ment has an initialized local variable declaration (line 9) and yet another if statement structure

(lines 10–13) as its child nodes. Finally, within the then-body part of this latter if statement,

we find an assignment (line 11) and a log-method invocation (line 12). All these details can be

broken down further to the level of individual characters, but the outline above suffices for our

example. The analogous process can be followed for the source code of Figure 4.2 to arrive at

the AST shown in Figure 4.6.

Now the two ASTs (and hence the source code they represent) can be generalized through

anti-unification. Figure 4.7 shows the AST representation after generalizing the two code frag-

ments using anti-unification. We will explain the anti-unification process using a depth first

traversal, starting from root of the tree then going towards the leaves (although it may not be

computed in this order). Note that the ASTs are identical in terms of the types of their nodes

until the first then-body part is encountered in each; the finer-grained details are not identical,

but with an appropriately defined measure of similarity, each of these nodes can be consid-

ered to correspond between the two ASTs. The children of the first then-body parts are very
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method 
declaration

body

logical 
expression

if statement

method body

while statement

assignment 
expression

if statement

logical 
expression

then part

else part

if statement

assignment 
expression

then part

logical 
expression

if statement

log method 
invocation

logical 
expression

then part

logical 
expression

then part

assignment 
expression

method 
invocation

Line 1: public boolean checkDependencies()

Line 2-16: {...}

Line 2: while(...)

Line 2: dep = jEdit.getProperty("plugin."+
name + ".depend" + i++) != null

Line 3-15: {...}

Line 3: if(...)

Line 3: pluginDepends.what.equals("jdk")

Line 8-14: {...}

Line 8: if(...)

Line 8: 
pluginDepends.what.equal("jdk")

Line 9: int index2 = pluginDepends.arc.indexOf(' ')

Line 10: if(...)

Line 11: ok = false

Line 12: Log.log(Log.ERROR, this, 
name + "has an invalid dependency")

Line 4: if(...)

Line 4: !
pluginDepemds.optional 
&& ...

Line 5: 
jedit.pluginErro
r(...);

Line 6: ok = false

Figure 4.5: Tree structure for example code shown in Figure 4.1.
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method 
declaration

body

logical 
expression

if statement

method body

while statement

assignment 
expression

if statement

logical 
expression

then part

else part

if statement

continue 
statement

then part

logical 
expression

return statement

log method 
invocation

logical 
expression

then part

Line 1: public static Set<String> getDependencySet(String 
className)

Line 2-14: {...}

Line 2: while(...)

Line 2: dep = jEdit.getProperty("plugin."+
name + ".depend" + i++) != null

Line 3-13: {...}

Line 3: if(...)

Line 3: pluginDepends.what.equals("jdk")

Line 4: return null;

Line 5-12: {...}

Line 5: if(...)

Line 5: 
pluginDepends.what.equal("jdk")

Line 6: int index2 = 
pluginDepends.arc.indexOf(' ')

Line 7: if(...)

Line 8: Log.log(Log.ERROR, this, 
name + "has an invalid dependency")

Line 10: continue;

Figure 4.6: Tree structure for example code shown in Figure 4.2.
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method 
declaration

body

if statement

method body

while statement

assignment 
expression

if statement

then part

else part

if statement

V2

then part

V1

log method 
invocation

then part

if statement

return statement

continue 
statement

NIL

NIL

assignment 
expression

V3

Figure 4.7: Anti-unified tree structure for example code shown in Figures 4.1 and 4.2.
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different in nature, and while they would usually be considered to correspond, due to their

relative positions in otherwise well-corresponding structures, they have no similar structure; a

structural variable V1 is thus inserted in the anti-unified structure with its children being the

alternative structures that can replace it in each original, concrete AST: an if statement or a

return statement. Likewise, the third then-body part that we encounter contains two points of

variability between the two ASTs: Figure 4.5 contains an assignment before the log method

invocation and Figure 4.6 contains a continue statement after the log method invocation. Since

we would like to treat the log method invocations as corresponding, each of the points of vari-

ability has no correspondence in the other AST; as a result the structural variables V2 and V3

must allow a selection of either a NIL or a single concrete node.

The anti-unified structure contains sufficient details to represent the “an if statement that

has an else– if part enclosing another if statement contains a logging call” part of our previ-

ously discussed generalized characterization statement; the structural variables preceding and

following the log method invocation identify the “logging call either preceded by an assign-

ment operation or followed by a continue statement” part of the generalized characterization.

4.2 Generalization approach

Our approach for creating a generalized structure extensively uses ASTs to determine structural

correspondence. The approach works in two stages. In the first stage, primitive characteriza-

tion patterns are extracted from the source code. Primitive CPs are source code fragments

containing a single log statement; each characterizes a single location of log method usage.

We discuss details of the extraction mechanism in Section 4.2.1. In the second stage, primi-

tive CPs are generalized by performing consecutive anti-unification and verification operations.

This generalization stage repeats over multiple iterations. We discuss the details of this stage

in Section 4.2.2.



38

4.2.1 Extracting primitive characterization patterns

Primitive characterization patterns are a subset of the code fragments in the original codebase.

As all the code examples used are implemented in Java, we will use Java terminology. The root

structure of a Java program is termed a compilation unit; the first child of this is an optional

package declaration. The package declaration encloses one or more class declarations. Each

class declaration encloses one or more method declarations, amongst other entities. A method

declaration can contain zero or more log method invocations. For each non-consecutive log

method invocation, we generate a separate primitive CP. We consider two or more consecutive

log method invocations as a single log method invocation, for two reasons. First, two or more

consecutive log method invocations can be combined into a single log method invocation with-

out losing the context of their usage. Second, consecutive log method invocations do not have

any structural significance as CPs.

A CP consists of two parts: scope and pattern. The scope of a characterization pattern is

derived from the package declaration, class declaration, and method signature of the original

source code. The pattern part consists of the source code from the method declaration where

some logging statement is present.

The extraction stage is performed in two steps. In the first step we record all the log method

invocations by traversing the ASTs of every method declaration. In the second step primitive

characterization patterns are generated based on the number of non-consecutive log method

invocations found. For each non-consecutive log method invocation identified inside a partic-

ular method declaration in the first step, a copy of that method declaration is generated. From

each copy of the method declaration, we retain only one particular log method invocation, by

traversing the AST of the method declaration copy and deleting the other log method invoca-

tions.

Figure 4.8 shows a piece of Java code fragment that uses logging functionality. In it,

the class declaration for PluginDependencies is enclosed within the package declaration org.
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1 package org.jedit.plugin;
2

3 public class PluginDependencies {
4 public boolean checkDependencies() {
5 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
6 if (pluginDepends.what.equals(”jdk”)) {
7 if (pluginDepends.optional && StandardUtilities.compareStrings(System

.getProperty(”java.version”), pluginDepends.arg, false) < 0) {
8 jedit .pluginError(path, ”plugin−error.dep.jdk”, args);
9 ok = false;

10 }
11 } else if (pluginDepends.what.equal(”plugin”)) {
12 int index2 = pluginDepends.arc.indexOf(’ ’) ;
13 if (index2 == −1) {
14 ok = false;
15 Log.log(Log.ERROR, this, name + ” has an invalid dependency”);
16 }
17 }
18 }
19 }
20

21 public static Set<String> getDependencySet(String name) {
22 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
23 if (plugin.what.equals(”jdk”) ) {
24 return null ;
25 } else if (plugin.what.equals(”plugin”) ) {
26 int index2 = pluginDepends.arg.indexOf(’ ’) ;
27 if (index2 == −1) {
28 Log.log(Log.ERROR, PluginJAR.class, name + ” has an invalid

dependency”);
29

30 continue;
31 }
32 }
33 }
34 }
35 }

Figure 4.8: A snippet of Java source code utilizing logging.
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jdt .plugin. The class declaration contains two method declarations, checkDependency() and

getDependencySet().

In the first step, our approach will identify the log method invocations in lines 15 and 28. In

the second step, our approach will generate one copy of the checkDependency() and one copy

of the getDependencySet() method declaration, because each method declaration contains only

one log method invocation. The result is two primitive CPs as shown in Figures 4.1 and 4.2.

The following scope information will be retained: package declaration: org. jdt .plugin, class

declaration: PluginDependencies, and method signatures: Set<String> getDependencySet(

String name) and Set<String> getDependencySet(String name).

Figure 4.9 shows an illustrative Java code fragment that uses logging in lines 3 and 5. To

extract log usage patterns, our approach will first identify the presence of log method invocation

in lines 3 and 5 inside the method declaration test () . Then it will generate two identical copies

of the method declaration. From one copy of the method declaration it will remove the log

method invocation of line 5. From another copy of the method declaration the log method

invocation from line 3 will be removed. Figures 4.10 and 4.11 are the two resultant primitive

CPs.

1 public void test () {
2 a() ;
3 Log.log (...) ;
4 b() ;
5 Log.log (...) ;
6 }

Figure 4.9: A snippet of Java source code utilizing logging.

4.2.2 Generalization of characterization patterns

The goal of this stage is to come up with a reduced set of characterization patterns that will

be able to identify log method invocations from the original code base. The generalization
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1 public void test () {
2 a() ;
3 Log.log (...) ;
4 b() ;
5 // removed
6 }

Figure 4.10: A log usage pattern generated from the code fragment of Figure 4.9, Pattern 3.

1 public void test () {
2 a() ;
3 // removed
4 b() ;
5 Log.log (...) ;
6 }

Figure 4.11: A log usage pattern generated from the code fragment of Figure 4.9, Pattern 4.

operation repeats until the set of characterization patterns can no longer be reduced. Each

iteration starts with a set of input CPs, upon which are applied two consecutive operations

(anti-unification and verification) to arrive at a set of output CPs.

During anti-unification we take a pair of CPs from the input CP set and generate a new

anti-unified CP based on their structural correspondence. After generating the anti-unified

CP, a verification operation is performed. During verification, correspondence between the

anti-unified CP and the original code fragment is performed to see if the anti-unified CP can

correctly identify the log method invocation. If successful, the anti-unified CP is added to the

output CP set and the input CPs are removed from the input CP set. Otherwise the anti-unified

CP is discarded and the input CPs are kept in the input CP set.

We keep track of all pairs of CPs from the input set that have been attempted for anti-

unification. If a particular CP has been attempted for anti-unification with all remaining CPs in

the input set, that particular CP is removed from the input set and added to the output set. An

iteration finishes when the input set becomes empty. After the end of each iteration the output

CP set becomes the input CP set for the next iteration. If there was at least one successful
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anti-unification then the number of elements in the output characterization pattern set will be

less than the number of elements in the input characterization pattern set. The whole process

stops if the number of CPs is the same in both the input and output sets.

Next we present details of the anti-unification operation, the verification operation, and

an example illustrating the generalization process. We will use the Java code fragment of

Figure 4.8 and the primitive characterization patterns of Figures 4.1 and 4.2 derived from it as

our example.

Anti-unification

Our anti-unification approach traverses the ASTs of a pair of characterization patterns. The

traversal starts from the log method invocation within both the patterns, follows the enclosing

control flow structures, and terminates after reaching the method declaration root node.

Before going into the algorithm for anti-unification we discuss a categorization of program

elements, upon which our approach is based. Program elements are divided into two categories,

centre elements and peer elements. Centre elements are log method invocations and any other

control flow structures that encapsulate log method invocations or other centre elements. Peer

elements are other elements that are on the same level in the AST as the centre elements.

For example, Figure 4.12 shows the AST representation of the characterization pattern of

Figure 4.2. The log method invocation is a centre element. The continue statement following

the log statement is at the same level as the log method invocation; therefore, it is a peer

element. The log method invocation is embedded inside an if statement structure; thus, this if

statement structure is a centre element. This centre element is embedded inside an if statement

structure which is contained inside the else part of an if statement structure, which has a while

statement as its parent. All these control flow structures are thus centre elements.

Now we present three algorithms. Algorithm 4.1 illustrates the main anti-unification al-

gorithm (AUREDUCE). It uses Algorithms 4.2 and 4.3 to retrieve parent elements and peer
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Figure 4.12: Peer and centre elements shown in AST representation for code fragment shown
in Figure 4.2
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elements of a particular node, respectively.

Algorithm 4.1 takes the log method invocation node of the two characterization patterns

as input. It sets the two log method invocations as the initial centre elements (lines 1 and 2).

The algorithm then loops over elements of both the ASTs from their log method invocations

towards the method declaration root nodes. At the start of the loop we check whether either

of the two centre elements is a method declaration node. If either is such, we check whether

both of them are method declaration nodes. If both centre elements are method declaration

node then it means that the algorithm has reached the method declaration root node for both

characterization patterns and has successfully performed anti-unification.

If the algorithm reaches the method declaration node for only one pattern then it will re-

turn a failure, indicating unsuccessful anti-unification. Our algorithm traverses from the log

method invocation following the embedding control flow structures to the method declaration

root node. A mismatch at the method declaration node means the structures enclosing the

log method invocation do not correspond at some level; thus we ignore that particular anti-

unification pattern.

If neither of the two centre elements is a method declaration, the parent structures contain-

ing the centre element for both patterns are determined (lines 11 and 12). If the type of parent

structure for both CPs are the same then the algorithm proceeds to replace peer elements en-

closed within the parent structure with structural variables (lines 14–37). If the types of the

parent structures do not match then the algorithm will return a failure (line 39).

Two loops replace peer elements, i.e., all elements above and below the centre element,

with structural variables. The first loop (lines 18–25) starts from the element above the centre

element and replaces each element preceding the centre element with a structural variable. The

second loop (line 26–35) starts from the element below the centre element and replaces all

elements following the centre element with a structural variable. Any element not having a

corresponding element is replaced by a special placeholder called NIL, to represent a missing
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Algorithm 4.1 AUREDUCE takes as input two log method invocation node traverses from that
node towards the method declaration root node.
Input: log1 : NODE, log2 : NODE

1: center1← log1
2: center2← log2
3: while true do
4: if center1 OR center2 is METHODINVOCATION then
5: if center1 AND center2 is METHODINVOCATION then
6: return SUCCESS

7: else
8: return FAILURE

9: end if
10: end if
11: parent1← GETPARENT(center1)
12: parent2← GETPARENT(center2)
13: if TYPEOF(parent1) = TYPEOF((parent2) then
14: peer1← GETPEERS(parent1, center1)
15: peer2← GETPEERS(perent2, center2)
16: index1← GETINDEX(center1)− 1
17: index2← GETINDEX(center2)− 1
18: for i = max(index1, index2)→ 0 do
19: elementType1← TYPEOF(peer1[index1]) OR NIL
20: elementType2← TYPEOF(peer2[index2]) OR NIL
21: structuralV ariable← elementType1 OR elementType2
22: index1← index1− 1
23: index2← index2− 1
24: i← i− 1
25: end for
26: index1← GETINDEX(center1) + 1
27: index2← GETINDEX(center2) + 1
28: for i = max(index1, index2)→ max(LENGTH(peer1), LENGTH(peer2)) do
29: elementType1← TYPEOF(peer1[index1]) OR NIL
30: elementType2← TYPEOF(peer2[index2]) OR NIL
31: structuralV ariable← elementType1 OR elementType2
32: index1← index1 + 1
33: index2← index2 + 1
34: i← i + 1
35: end for
36: center1← parent1
37: center2← parent2
38: else
39: return FAILURE

40: end if
41: end while
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element. The parent element becomes the new centre element (lines 36 and 37) and the main

loop (lines 3–41) continues to iterate until the method declaration root node is reached for

either AST. After a successful anti-unification the scope part of the CPs are conjoined.

Algorithm 4.2 shows the algorithm for retrieving the parent control flow structure of a

centre element. The algorithm takes a centre node as input and traverses along the AST to the

parent element of the node. If the type of the parent element is a control structure (e.g., if ,

try–catch, while, for, or do–while), the algorithm returns that element as the resultant parent

structure.

Algorithm 4.2 GETPARENT algorithm gets the parent control flow structure of a particular
node.
Input: centreElement : NODE

while true do
statement← GETPARENT(centreElement)
if TYPEOF(statement) = CONTROLSTRUCTURE then

return statement
end if

end while

Algorithm 4.3 handles retrieving of peer elements. It takes as input the parent node and the

centre element. The algorithm first gets all the child elements of the parent node. Then it loops

over all the child elements and discards the centre element. The resultant set of child elements

is returned as the peer elements.

Algorithm 4.3 GETPEERS algorithm for getting all peer elements of a particular node.
Input: parentNode : NODE, centreNode : NODE
children← GETCHILDREN(parentNode)
for all node ∈ children do

if node 6= centreNode then
stmts[i]← node
i← i + 1

end if
end for
return stmts
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Verification

After a successful anti-unification of two characterization patterns, the resultant anti-unified

CP is verified. During verification, the correspondence between each anti-unified CP and the

original source code fragment is performed in order to determine whether the anti-unified pat-

tern can correctly identify the log method invocations. We will refer to a single element from

a characterization pattern as a pattern element and from an original code fragment as a code

element.

Algorithm 4.4 describes the verification algorithm. The process begins by identifying the

method declaration of the original code fragment containing a log method invocation with

the help of the scope part of a pattern. The algorithm takes, as input, child elements of the

method declaration nodes taken from both the pattern and the original code fragment. The

algorithm uses two index variables (lines 1 and 2) to access elements from the pattern and

original code fragment. It uses a nilCounter (line 3) to keep track of the number of NIL

elements encountered.

The algorithm iterates until one of the three cases representing the termination condition is

triggered. In the first case, the algorithm encounters the log method invocation in the original

code fragment but cannot find the corresponding log method invocation in the CP; this indicates

a false negative. In the second case, the algorithm encounters a log method invocation in the

CP but cannot find a corresponding log method invocation in the original code fragment; this

indicates a false positive. In the third case, the algorithm encounters a corresponding log

method invocation in both the original code fragment and the CP; this indicates a true positive.

Inside the loop the algorithm uses the index variables to access the pattern elements and source

elements from the CP and original code fragment respectively (line 5 and 6).

A pattern element can be of three kinds: structural variable, control structure, or log method

invocation. If the pattern element is a structural variable and the source element is not a log

method invocation then the algorithm will check for three alternative cases (line 9): (1) whether
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Algorithm 4.4 VERIFY anti-unification by checking the correspondence between an anti-
unified pattern and its original source code.

Input: Patterns : NODE[], Sources : NODE[]
1: indexPattern← 0
2: indexSource← 0
3: nilCounter ← 0
4: while true do
5: pattern← Patterns[indexPattern]
6: source← Sources[indexSource]
7: if TYPEOF(pattern) = STRUCTURALVARIABLE then
8: if source 6= log then
9: if TYPEOF(pattern.Replacement) = TYPEOF(source.Node) OR

pattern.Replacement = NIL OR nilCounter > 0 then
10: indexPattern← indexPattern + 1
11: indexSource← indexSource + 1
12: Adjust nilCounter
13: else
14: return FALSE NEGATIVE
15: end if
16: end if
17: if source = log then
18: if pattern.Replacement = NIL OR nilCounter > 0 then
19: indexPattern← indexPattern + 1
20: Adjust nilCounter
21: else
22: return FALSE NEGATIVE
23: end if
24: end if
25: else if TYPEOF(pattern) = CONTROLSTRUCTURE then
26: if TYPEOF(source) = CONTROLSTRUCTURE AND TYPEOF(pattern.Node) =

TYPEOF(source.Node) then
27: VERIFY(pattern.Children, source.Children)
28: else
29: return FALSE NEGATIVE
30: end if
31: else if pattern = LOG then
32: if source = LOG then
33: return TRUE POSITIVE
34: else if source 6= LOG then
35: return FALSE POSITIVE
36: end if
37: end if
38: end while
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the type of node pointed to by the structural variable matches the type of node of the source

element; (2) whether the structural variable points to a NIL; and (3) whether the value of

nilCounter is above zero. If any of these three cases holds true then the index for access-

ing both the pattern and source element will be incremented.

The nilCounter is adjusted based on whether the structural variable points to a NIL or

not. Failure to match all three of the cases will lead to returning a false negative (line 14). If

the pattern element is a structural variable and the source element is a log method invocation

then the algorithm will check whether the structural variable points to a NIL or the value of

the nilCounter is greater than zero (line 18). If either of the two conditions is satisfied then

the index for accessing pattern elements is incremented. If the pattern element and source

element are both control flow structures, the algorithm checks whether they are of the same

type. If they are, the algorithm branches inside both the control flow structures (line 27). It

recursively passes child elements of both pattern and source element to the algorithm. If the

pattern element is a log method invocation, and the source element is a log method invocation

then a true positive is returned (line 33). If the pattern element is a log method invocation but

the source element is not then a false positive is returned (line 35).

A true positive means that the resultant anti-unified CP is copied to the output set and

the input characterization patterns are removed from the input set. Otherwise the anti-unified

characterization pattern is discarded.

4.2.3 Example

Given the two characterization patterns shown in Figures 4.1 and 4.2, the anti-unification al-

gorithm creates an anti-unifier (shown in Figure 4.13) by first starting with the log method

invocation in lines 12 and 9 of Figures 4.1 and 4.2 respectively. Here the log method invo-

cation is the centre element. For this centre element, the assignment statement (line 11) and

continue statement (line 10) are the peer elements in Figures 4.1 and 4.2 respectively. In
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Figure 4.13 they are replaced by structural variables V1 and V2 respectively.

As each peer element does not have a corresponding element, NIL is inserted to represent

this absence. A structural variable V3 replaces the assignment statements from line 9 of Fig-

ure 4.1 and line 6 of Figure 4.2. Similarly, the if statement (lines 4–7 in Figure 4.1) and return

statement (line 4 in Figure 4.2) are replaced by the structural variable V4. Traversing from the

log method invocation towards the method declaration node, the algorithm passes through an

if statement structure enclosed in another if statement structure, enclosed inside the else part

of a third if statement structure, which is further embedded a inside while statement structure.

1 public static Set<String> getDependencySet(String name) {
2 while((dep = jEdit .getProperty(”plugin. ” + name + ”.depend.” + i++)) == null) {
3 if (plugin.what.equals(”jdk”) ) {
4 StructuralVariable V4
5 } else if (plugin.what.equals(”plugin”) ) {
6 StructuralVariable V3
7 if (index2 == −1) {
8 StructuralVariable V1
9

10 Log.log(Log.ERROR, PluginJAR.class, name + ” has an invalid
dependency”);

11

12 StructuralVariable V2
13 }
14 }
15 }
16 }

Figure 4.13: Anti-unified code fragment of Figures 4.1 and 4.2.

The generated anti-unifier of Figure 4.13 is verified against the original code fragment

of Figure 4.8 to see whether the generalized pattern can correctly characterize logging func-

tionality usage. Verification starts by taking the child elements of the method declaration

node of the characterization pattern (lines 2–15 in Figure 4.13) and child elements of the

checkDependencies() method declaration (lines 5–18 in Figure 4.8) as input. It accesses the

first pattern element and source element. Both are a while control structure. So the algorithm
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will branch inside the while control structure.

The verification algorithm is recursively called with elements inside the while loop as in-

put. The first element inside the while loop body part is an if conditional structure for both

the characterization pattern and original code fragment. The algorithm will branch to the if

conditional structure rooted to the else part of this if conditional structure. Inside the if struc-

ture the algorithm finds a structural variable V3 as the pattern element. V3 indicates that the

source element can be an assignment expression, which it is, so the index for accessing both

the characterization pattern and source element are incremented.

The next pattern and source elements are the same, an if control flow structure, so the

algorithm branches inside it. Inside, the pattern element is a structural variable V1, which can

either be an assignment expression or NIL. The corresponding source element is an assignment

expression. So the index variable advances for both source and pattern. Then the next element

in both the pattern and original code fragment is a log method invocation. So the algorithm

returns a true positive.

Similarly, using the same CP and original code fragment for the getDependencySet()

method declaration (line 21–34 in Figure 4.8), the algorithm will traverse to the if statement

structure (line 7 in Figure 4.13 and line 27 in Figure 4.8). Inside the if statement structure

the pattern element is a structural variable V1, which indicates that the corresponding source

element can either be an assignment expression or NIL. The corresponding source element is

a log method invocation. So the algorithm only increases the index for accessing the pattern

element. In the next iteration both the pattern element and the source element are log method

invocations. As these correspond, the algorithm returns a true positive.



52

Figure 4.14: Architecture of the plugin

4.3 Implementation

We have reified our approach as an Eclipse plugin. We chose the Eclipse platform because of

its wide use within both the industrial and academic communities. Our approach harnesses the

Eclipse Java Developer Toolkit (JDT)1 and Jigsaw, a framework for constructing generalized

ASTs through anti-unification [Cottrell, 2008]. Both of these frameworks are limited to the

Java programming language, thus limiting our approach to the Java language as well. Jigsaw’s

parallel execution support for performing pairwise anti-unification operation between patterns

(the details of which are not yet published) improves the process performance by taking advan-

tage of the available computing power.

Figure 4.14 shows the architecture our plugin. Three core packages are used to support

the plugin. They are, Eclipse JDT UI, Eclipse JDT core, and Jigsaw Parallel execution. The

1Eclipse JDT http://eclipse.org/jdt/
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Eclipse JDT provides a variety of application programming interfaces (APIs) that support the

construction, analysis, and manipulation of the Java programming language through ASTs. Of

these we used Eclipse JDT UI and Eclipse JDT core. Eclipse JDT UI provides support for a

package explorer, which we use to select the input source code fragment for the tool. We use

this functionality to browse through a Java project in Eclipse IDE to extract characterization

patterns. JDT core provides an API for a Java model and navigation support for Java ASTs. We

use this component to traverse program element of CPs and original code fragment to execute

anti-unification and verification operation. Jigsaw’s parallel execution support is implemented

through the execution of multiple jobs. Each job runs as a parallel thread with a pair of charac-

terization patterns as input. Each job performs two consecutive operations (anti-unification and

verification) on its input CP pair. The main entry point to Jigsaw’s parallel execution support

is JobBuilder interface. This provides facility for creating a thread pool for the jobs to be run

in parallel. JobBuilder uses ServiceJob interface to create and schedule parallel jobs. Jobs

are managed through Job class. We chose not to utilize Jigsaw’s higher order anti-unification

framework because it operates on a finer level of granularity with respects to the Java pro-

gramming language than required by our approach. Thus extending Jigsaw to work on a more

coarse gain granularity is tantamount to constructing our own anti-unifier, we discuss this in

detail in Chapter 7.

In the Eclipse IDE we can setup source code as a Java project, which defines the location of

the source folders where the pertinent Java source code resides. Our plugin takes a Java project

as input, iterating over all the source folders to identify log method usage.

For convenience of doing experiments with multiple software systems, the plugin takes an

XML file to specify its configuration. The configuration file holds three entities: logger,

excludelevel, and logmethod. The logger entity describes the package name of the

logging API that is used by the software system; logmethod indicates the signature of the log

method name; excludelevel describes which log levels to exclude from characterization:



54

logging APIs often allow the level of severity to be specified to indicate the importance of the

event being logged. Severity levels supported includes debug, trace, warn, info, error, and fatal.

Debug and trace are considered the least severe types, and are usually needed by developer only

during the development phase.

4.4 Summary

We have presented our anti-unification based approach for characterization of the usage of log-

ging functionality. The approach involves extracting primitive characterization patterns from

original source code and then generalizing these in multiple iterations. The generalization pro-

cess stops when number of characterization pattern can no longer be reduced. The generaliza-

tion process involves consecutive anti-unification and verification. Anti-unification takes a pair

of characterization patterns and traverses from the log method invocation node to the method

declaration node following control flow structures, substituting peer elements with structural

variables. Verification imposes correspondences between anti-unified characterization patterns

and the original code fragment by traversing from the method declaration node towards the log

method invocation of both the characterization pattern and original code fragment in a depth

first manner. The verification process determines whether anti-unified characterization pattern

can correctly identify log method usage. We have reified our approach as an Eclipse plugin.

The plugin takes as input a Java project. First, it iterates over the code fragments to extract

primitive characterization patterns. Then, it performs anti-unification and verification over the

characterization patterns over multiple iteration until no more reduction can be achieved for

the CPs. Our plugin makes use of Jigsaw’s parallel execution support for faster processing of

the CPs.
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Chapter 5

Empirical Study

In the previous chapter we have discussed the implementation of a tool for characterizing log

method usage via anti-unification. We used that tool to conduct an empirical study in order to

find answers to the following research questions:

• RQ1: Can usage of logging functionality be characterized?

• RQ2: Does usage of logging change over time?

• RQ3: Can logging be aspectified?

In this chapter we present our experimental design, the experiment setup, and the results and

analysis.

5.1 Experimental design

Our experimental design involves looking at three versions of a given software system, in two

ways: within-version and between-versions.

The within-version part of the experiment inferred patterns of usage of logging functional-

ity, through our anti-unification based approach. The purpose was to evaluate the quality of the

patterns produced by our approach (RQ1) and to determine the properties of the patterns them-

selves, such as whether a small set of patterns could characterize the whole system and thus

be more readily aspectified (RQ3). Our approach extracted log method usage patterns from

all the three versions of the application, and separately reduced each one based on structural

correspondence.
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The between-versions part of the experiment involved extracting the patterns from one ver-

sion of a given system to compare them against the patterns extracted from other versions

(RQ2). We determined correspondences between generalized patterns generated from one ver-

sion of the software system and original code fragments of other versions of the software sys-

tem. We also determined how many method declarations containing a log statement remained

unchanged over different versions.

We selected three versions of jEdit, an IDE written in the Java programming language. It

uses its own API for logging functionality. The year of release for the three versions was 2004

(v4.2 pre 15), 2008 (v4.3 pre 16), and 2009 (v4.3 pre 18). The last version of JEdit was the

latest one released at the time we began our experiment, so we took this as the base system for

our experiment. The release time of the other two versions were chosen relative to the release

time of this version: one was close in time (v4.3 pre 16), and the other was far (v4.2 pre 15).

The reason behind this choice was to experiment for evolving nature of logging functionality

usage over shorter and longer periods of time. Due to constraints on our time, we decided to

experiment with only three versions of the software system.

Note also that, for our experiment, we decided to exclude all debug- and trace-level logging

from characterization, since it is intended to be transient.

5.2 Results

Table 5.1 shows the results of the within-version experiment for the three versions of jEdit. For

each version, we record the total number of logging method invocations that are present in the

source code; the number of primitive characterization patterns that our approach was able to

extract; the total number of CPs after the anti-unification process reduced them; the number

of these CPs that were the result of anti-unification and the number that remained in their

primitive form; the number (and percentage) of the primitive CPs that were successfully anti-
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unified; and the percentage reduction from the set of primitive CPs, calculated by Equation 5.1,

where r ∈ R is a representation and CP (r) is the set of characterization patterns in r.

reduction =
|CP (rbase)| − |CP (rreduced)|

|CP (rbase)|
(5.1)

jEdit 4.2 pre 15 jEdit 4.3 pre 16 jEdit 4.3 pre 18
(2004) (2008) (2009)

Log method invocations 299 329 343

Primitive CPs 288 319 333
CPs after anti-unification 59 76 81
Anti-unified CPs 28 36 39
Non-anti-unified CPs 28 40 42

Primitive CPs represented
by anti-unified CPs 260 (90%) 271 (85%) 291 (88%)

Reduction 80% 76% 75%

Precision 100% 100% 100%
Recall 96% 97% 97%

Table 5.1: Within-version experiment.

Table 5.2 shows the total numbers of statements in the CPs before and after reduction,

and the percentage reduction achieved by our approach both respect to the total statement

count and the mean statement count. We count statements instead of AST nodes because our

generalization process does not consider nodes below the statement level in an AST.

Table 5.3 shows the result of the between-versions experiment. Each row involves the

Version Before Before After After ∆total ∆mean
(total) (mean) (total) (mean) (%) (%)

jEdit 4.2 pre 15 10,530 36.6 2,986 50.6 -72 +38
jEdit 4.3 pre 16 10,715 33.6 4,041 53.2 -62 +58
jEdit 4.3 pre 18 11,045 33.2 4,147 51.2 -62 +54

Table 5.2: Within-version experiment: numbers of statements in the characterization patterns
before and after reduction.
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Target System

jEdit 4.2 pre 15 jEdit 4.3 pre 16 jEdit 4.2 pre 18

TP FP FN TP FP FN TP FP FN

Pa
tte

rn
So

ur
ce jEdit 4.2 pre 15 288 0 0 143 8 168 139 8 186

jEdit 4.3 pre 16 145 5 138 319 0 0 300 2 31
jEdit 4.3 pre 18 138 5 145 310 2 7 333 0 0

Table 5.3: Between-versions characterization.

CPs derived from a particular version of jEdit and applied to all three versions; the confusion

matrix that results is shown in terms of the numbers of true positives (TP), false positives

(FP), and false negatives (FN); true negatives are not reported since every character position

within the codebase where logging does not occur and is not characterized as occurring is a

true negative—a huge number that tells us little.

Table 5.4 shows the numbers of method declarations that do not change between the two

versions and that contain log method invocations. The total number of such method declara-

tions in each version can be seen on the diagonal of the matrix.

Target System

jEdit 4.2 pre 15 jEdit 4.3 pre 16 jEdit 4.2 pre 18

Pa
tte

rn
So

ur
ce jEdit 4.2 pre 15 230 44 36

jEdit 4.3 pre 16 44 293 258
jEdit 4.3 pre 18 36 258 302

Table 5.4: Between-versions method declaration stability.

Table 5.5 shows the histograms for the counts of anti-unified characterization patterns that

generalized a given number of primitive CPs during the within-version experiment. For exam-

ple, in jEdit 4.2 pre 15, there were 28 primitive CPs that were not generalized at all (resulting in

28 generalized CPs each covering 1 primitive CP), but 1 generalized CP covered 41 primitive

CPs.
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jEdit 4.2 pre 15 jEdit 4.3 pre 16 jEdit 4.3 pre 18

PCPs GCPs PCPs GCPs PCPs GCPs

1 28 1 40 1 42
2 13 2 12 2 15
3 4 3 8 3 4
4 1 4 2 4 6
5 3 5 3 5 3
6 1 6 3 6 1
7 1 7 2 7 1
8 0 8 0 8 2
9 1 9 0 9 0

10 0 10 0 10 1
11 0 11 1 11 1

16 1 15 2 12 1
17 1 25 1 14 1
20 1 47 1 25 1
27 1 63 1 50 1
30 2 59 1
41 1

Table 5.5: Histograms of number of generalized CPs (GCPs) that represent a certain number
of primitive CPs (PCPs), after the within-version experiment.

5.3 Analysis

Can logging functionality be characterized? We can address this point by first examining

Table 5.1. We see that the recall of the approach is high (computed as the ratio of primitive CPs

to log method invocations): 96%, 97%, and 97% respectively. The small number of log method

invocations that were missed were due to lack of support for certain Java block structures (e.g.,

static blocks, switch statements) in our tool; we chose to ignore these structures to reduce

the development effort needed, and because these structures occur infrequently. Precision was

100% in all cases, due to the fact that our reduction process eliminates potential, anti-unified

characterization patterns with lower precisions. We can see that our approach is successful at

compressing the CPs into a more compact representation: 75%–80% of the primitive CPs were

eliminated in the process. By examining Table 5.2, we can also see that this reduction in the
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numbers of CPs comes at an increased mean complexity of each individual CP (∆mean), but

since the much greater effect is the compression of the number of CPs, leading to significant

compression of the overall size (∆total). Thus, we state that our approach provides a good

representation that characterizes the usage of logging functionality.

Does usage of logging functionality change over time? From Table 5.3 it can be seen that,

while the matching between two closer versions give good number of true positives, a much

older version gives many fewer true positives. This indicates that for a shorter period, usage of

logging functionality is stable but for a longer period it is not.

Can logging functionality be aspectified? The reduction value shows that a large number of

logging functionality from the original code-base can be grouped together. Table 5.5 shows

in detail the number of primitive CPs represented by anti-unified CPs. These histograms each

follow a “fat-tailed” distribution: non-negligible numbers of anti-unified CPs occur that cover

many primitive CPs. After examining the CPs in detail, we find that single anti-unified CPs

tend to cover large numbers of primitive CPs, when log method invocations are embedded

inside the exception handling block of a try–catch statement. In contrast, in cases where log

method invocations are embedded inside more complex control flow structures, anti-unification

fails to group characterization patterns, and fewer primitive CPs are represented by anti-unified

CPs. The anti-unified CPs that occur in each fat tail (and thus, that cover more primitive CPs)

would appear to be the most promising cases to target with aspects. Anti-unified CPs that cover

few primitive CPs are more likely special cases that will be volatile and less amenable to stable

aspect-oriented abstraction.

Even in cases where the anti-unified CPs appear to be good candidates for an aspect-

oriented abstraction, one would run into practical limitations: our CPs are heavily dependent

on the control structures within which logging functionality is embedded. Aspect-oriented

programming languages generally do not have support for statically identifying such control

structures. Considering the complexity of the anti-unified CPs, we can say that it would be
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difficult to aspectify logging functionality of this particular system.

5.4 Summary

Our empirical evaluation is based on three questions: “Can usage of logging functionality be

characterized?”, “Does usage of logging change over time?”, and “Can logging be aspecti-

fied?”.

We selected three versions of a software system for empirical evaluation. The release time

of versions were chosen with respect to the release time of a base system. The base system

was the latest version of the software system at the time of study. One version was close, and

the other far in time with respect to this base system. We performed two types of evaluation:

within version and between version. Within version experiment involved extracting character-

ization pattern from each version of the software system and generalizing them separately. For

between version experiment we extracted pattern from one version and compared them against

patterns extracted from other versions.

The within version experiment answered research question on whether logging functional-

ity can be characterized and whether logging functionality can be aspectified. It showed that

our approach provides a good representation for characterizing usage of logging functionality.

Based on the result of within version evaluation, we came to a conclusion that aspectication

will be difficult for this particular system. The between version experiment answered question

regarding evolving nature of logging functionality usage. It showed while logging functionality

usage is stable for a shorter period of time, for a longer period of time it is not that stable.
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Chapter 6

Related Work

The purpose of this thesis is to characterize logging functionality usage. For this, our first

approach was to aspectify logging functionality. When that failed our second approach in-

volved the inference and generalization of logging patterns using structural correspondence

and anti-unification. Keeping this in mind in this chapter we have divided up our discussion on

related work into four major themes: usage of logging, characterization, aspectification, and

generalization.

6.1 Usage of logging

Aspect-oriented programming community has used logging as a common example of what to

aspectfy [Jacobson and Ng, 2004]. Statements like “an example of an obvious crosscutting

concern is logging” [Filman et al., 2002, Canditt and Gunter, 2002, Laddad, 2002, Lopes,

2004] and, “logging is done at the start and end of a method declaration” [Clarke et al., 1999a,b,

Clarke, 2001] can be found in support of aspectifying logging. In reality logging can be used in

various complex situations. Logging has been used in reconstructing system behaviour, system

recovery, and even monitoring system security.

• Yaghmour and Dagenais [2000] developed a tool for recording and analyzing system

behaviour through logging. DTrace [Cantrill et al., 2004] provides facility for record-

ing system behaviour of production system dynamically. Barringer et al. [2010] have

proposed formal languages for analyzing log traces to determine system behaviour.

• Elnozahy et al. [2002] have presented a survey of log-based rollback-recovery protocols.

Log-based rollback-recovery protocols combine checkpointing with logging for recovery
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purpose. Based on how logging is done, the protocol can be categorized into pessimistic,

optimistic, and causal. In pessimistic logging, the application blocks for logging to take

place. In optimistic logging, the application does not block. Causal logging is a tradeoff

between optimistic and pessimistic logging. Garzarán et al. [2003] use logging informa-

tion to roll back an application to a safe state if any violation occurs. Wang et al. [2007]

have developed a prototype system that uses logs to recover a middleware server after a

crash.

• Bishop [1989] proposes a model for monitoring security of a software system using

logging. Peisert et al. [2007] have proposed a logging-based mechanism for determining

how the security of a software system has been breached and what happened during the

intrusion.

The complex nature of usage of logging functionality in these applications is an indication

of how logging is not that simple as sometimes claimed by researchers and practitioners.

6.2 Characterization

There has been some work based on data mining and empirical study that has considered the

characterization of patterns in software, though none of it considers structural contextual.

CodeWeb [Michail, 2000] uses association rule mining and itemset mining to determine

library reuse patterns. Kagdi et al. [2007] describe two types of mining approach for detecting

call-usage pattern. They are, itemset mining and sequential-pattern mining. Itemset mining

produces a set of candidate unordered patterns from a system. Since function call-usages are

ordered, sequential-pattern mining uses this additional ordering information to generate a set

of candidate ordered patterns. Thummalapenta and Xie [2009] used sequence association rules

and mining techniques to find out rules for exception handling. They have used sequences

of function calls for building sequence associations. These data mining based approaches do
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not consider the control flow structure (e.g. loop, logical flow, exception flow) of a program.

In order to answer our research questions we needed to consider control flow structure of

a program. Some mining approaches consider relationship between program element. For

example, Nguyen et al. [2009] use a set of object in directed acyclic graph representation and

data mining to determine object usage pattern. But this type of approach depends on a fixed

set of “composition rules” for control flow elements and does not consider nested structure for

control flow elements. Our approach is not limited by a fixed set of rules and transparently

handles nested structure for control flow elements.

Storey et al. [2008] performed an empirical and qualitative evaluation on how task annota-

tions are used in code base. In the empirical study they recorded the number of locations where

task annotations are used in source code. But in our case only the number of location where

logging functionality has been used will not provide sufficient information for answering the

research questions.

6.3 Aspectification

Aspectification involves aspect mining and aspect-oriented re-factoring. Aspect mining is the

process of finding candidate aspects in object-oriented system. Aspect-oriented re-factoring

involves converting candidate aspects from object-oriented system to an aspect-oriented sys-

tem.

• Aspect Mining Tool [Hannemann and Kiczales, 2001] is an example of a tool developed

for mining aspect candidate. Anbalagan and Xie [2007] have used aspect mining tools

to automatically detect crosscutting concerns from source code.

• Zhang and Jacobsen [2003] identify a number of aspects from middleware platforms

using mining techniques and refactor them to aspect-oriented code. They use aspect-

oriented refactorization to quantify the change of the refactored system in both structural
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complexity and runtime performance. Monteiro and Fernandes [2005] proposed a cata-

log for aspect-oriented re-factoring. They proposed a list of possible join points and their

conversion to pointcut descriptors. Filho et al. [2006] used AspectJ to refactor exception

handling of an application to aspect-oriented program.

Our first attempt to solve the problem was to aspectify logging functionality. We used

AspectJ to re-factor logging functionality of an object-oriented software system into an aspect-

oriented software system within a limited scope. But our approach failed to capture a large

number of logging functionality due to limitations of AspectJ. So we abandoned the approach.

6.4 Generalization

Anti-unification provides a formal model for generalizing structure. Plotkin [1970] described

the notion of syntactical anti-unification of terms; given two structures syntactical anti-unification

aims at creating a third common structure that contains all the “common pieces” of the orig-

inal structures. Cottrell et al. [2007] applied an approximate form of this anti-unification to

generalize Java class based structures. They have developed a tool Breakaway, that forms

a generalized view of source code through a two-pass lexically-greedy correspondence algo-

rithm. Bulychev and Minea [2008] apply anti-unification on a pair of source code fragments

to determine code clones. They have developed a tool which works on the ASTs of the code

fragments to determine whether one of them can be obtained from the other one by replacing

some subtrees. However, these approaches face several limitations, most importantly semantic

equivalence and structure ordering. Thus making it unsuitable for our approach. For exam-

ple, we considered multiple log method invocation as a single log method invocation, which

is a case of semantic equivalence. Wagner [2002] proposes an extension to anti-unification

by allowing comparison of structure with different argument ordering and Burghardt [2005]

introduced equivalence theories. These extensions to the formal model referred to as higher-
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order anti-unification modulo theories comes at the cost of decidability (formally undecidable

[Burghardt, 2005]). These theories provide us with mechanism to express missing structures.

For example, when performing anti-unification on a pair of characterization patterns, we used

NIL to represent absence of a corresponding element. Cottrell [2008] developed an approx-

imated approach based on the formal model of higher-order anti-unification modulo theories

to generalize structures for small-scale reuse. They implemented there approach as a proto-

type tool called Jigsaw, Jigsaw performs correspondence between a pair of AST in a bottom

up manner to find appropriate places where a fragment of code can be re-used. Jigsaw uses

anti-unification in a finer level of granularity than our approach. Jigsaw creates an anti-unifier

by keeping connection to each corresponding element. We created an anti-unifier by creating

a new structure to represent generalized characterization pattern.

There are approaches for determining code similarity that does not use anti-unification.

[Jackson and Ladd, 1994] described an approach that uses semantic information to identify

differences between two sources. Strathcona [Holmes et al., 2006] uses structural context

of source code fragment to recommend API usage. It performs a heuristic based matching

between structure of source code. JDiff [Apiwattanapong et al., 2004] compares a pair of ASTs

in a top-down manner to determine changes between different versions of program. Neamtiu

and Bind [2005] have developed an approach that traverses the ASTs of two program versions

in a parallel manner to collect the name mappings; they then use this mapping for detection

and collection of changes between two versions of the program. Yang [1991] developed an

AST differencing algorithm for software version merging; the algorithm works in a top down

manner. But these approaches do not provide any formal model for describing generalized

structures. In our case we needed a formal model to represent generalized characterization

patterns. Because to answer our research questions we had to generalize CPs and then compare

the generalized CPs with CPs generated from other version of the software system.
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6.5 Summary

The related work demonstrates that logging is not as simple as portrayed by aspect-oriented

community. Aspectification provides mechanism for extracting candidate aspects from object-

oriented program, and refactoring them to aspect-oriented code. Our aspectification scheme

failed to capture a large number of logging functionality usage due to limitation of AspectJ.

Mining based approaches do not consider structure of source code for pattern inference, so

those approaches were not suitable for solving our problem. Anti-unification provides a formal

model for representing generalized structure, where the resultant structure contains “common

pieces” from the source structures. Extension of anti-unification through higher order modulo

theories enable us to consider multiple log method invocation as single log method invocation,

and handle missing structure. Existing anti-unification based approaches works on different

level of granularity than needed to answer our research questions.
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Chapter 7

Discussion

In this chapter we discuss, why we implemented our own anti-unification and verification ap-

proach instead of using Jigsaw’s higher order anti-unification framework, the limitations of our

study, the limitation of the tool, and future extension of this approach to solve other related

problems.

7.1 Reason for not using Jigsaw higher order anti-unification

Our anti-unification approach was designed to create a generalized pattern from two source

patterns. Our approach starts from log method invocation of two characterization patterns and

traverses to method declaration node following control flow structures. During traversal our

approach considers equivalence between control flow structure of characterization patterns in

syntactic level and does not perform correspondence beyond statement level of a Java program.

The Jigsaw’s higher order anti-unification framework was designed to anti-unify Java source

code at the level of syntactic and semantic equivalence. To do that Jigsaw traverses two ASTs

in a depth-first manner creating all possible anti-unifiers of the children nodes, then passing

that information up to its parents to be used in informing on its parents anti-unification. This

process is computationally expensive, and excessive in contrast to information required by our

approach.

To support our approach in Jigsaw we needed to implement our own traversal algorithm,

correspondence measure, and functionality for representing anti-unified characterization pat-

terns. For our approach we also needed a verification algorithm to determine whether an anti-

unified CP could correctly identify log method usage. So using the Jigsaw’s framework would
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have put an extra overhead on our development task. Considering we were trying out new ideas,

developing a stand alone tool to verify the efficacy of our approach was a better approach.

7.2 Threats to validity

Our goal was to characterize logging functionality usage through pattern inference. For this

we undertook an empirical evaluation. The empirical study involved extracting characterization

pattern from a software system, and then to generalize the primitive characterization patterns

using anti-unification. We used the anti-unified characterization patterns to determine whether

logging functionality can be characterized, whether logging functionality usage changes over

time, and whether logging can be aspectified. The main threat to validity of this experiment is,

we performed our empirical study only with one software system. But our tool is configurable

to work with other software systems. So characterizing logging functionality usage of other

software systems using our tool is possible. We wanted to try and see first whether our approach

worked or not, so we selected a small system initially to see efficacy of our approach. Another

matter of concern may be, we conducted our experiment using three version of the software

system. The total number of versions taken for experiment is small. But the release time of the

versions were chosen in a manner so that we could answer our research questions.

7.3 Tool limitations

Our tool works on Java codebase. Our tool provides support for most common control struc-

tures like for loop, do–while loop, while loop, if conditional blocks, and exception handling

block. However, the tool does not work for antonymous inner class, synchronization blocks,

and static block. If a log method is embedded within sub-structure of any of these blocks then

the tool will not be able to identify those. The tool will ignore any log method invocation

embedded inside these structures. However, the usage of these structures occur infrequently.
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The tool only works for Java based projects. With this tool we would not be able to analyze

systems developed in other programming languages.

7.3.1 Limitations of the verification algorithm

Our verification algorithm takes a greedy approach. When the algorithm encounters a structural

variable as pattern element, it skips the corresponding source element. Problems occurs when

the algorithm skips a control structure enclosing a log method invocation in the original code

fragment due to a corresponding structural variable in the characterization pattern.

1 public class Test{
2 public void func1(){
3 if (...) {
4 }
5 if (...) {
6 log () ;
7 }
8 }
9

10 public void func2(){
11 if (...) {
12 log () ;
13 }
14 if (...) {
15 ....
16 }
17 }
18 }

Figure 7.1: Java code example.

Figure 7.1 shows an example of a code fragment where logging functionality is used. Fig-

ures 7.2 and 7.3 are two characterization patterns generated from this code fragment. If we

perform anti-unification on the pair of characterization patterns we will get an anti-unified rep-

resentation as shown in Figure 7.4. Structural variable V1 (line 3 in Figure 7.4) and V2 (line 7 in

Figure 7.4) represent an if statement or NIL. When the verification operation runs on the anti-

unified characterization pattern and func2() method declaration (line 10 in Figure 7.1), it will
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1 public class Test{
2 public void func1(){
3 if (...) {
4 }
5 if (...) {
6 log () ;
7 }
8 }
9 }

Figure 7.2: A characterization pattern generated from the code fragment of Figure 7.1.

1 public class Test{
2 public void func2(){
3 if (...) {
4 log () ;
5 }
6 if (...) {
7 ....
8 }
9 }

10 }

Figure 7.3: A characterization pattern generated from the code fragment of Figure 7.1.

find a structural variable indicating either an if conditional structure or NIL in the characteri-

zation pattern and an if conditional structure in the original code fragment. So the algorithm

increases the index for both the characterization pattern and original code fragment. The next

element for both pattern and source is an if conditional structure; the algorithm branches inside

it. The first pattern element inside the characterization pattern is a log method invocation. But

the first source element inside the original code fragment is not a log method invocation. So

the verification algorithm will return a false positive.

As a result this particular anti-unification will be rejected. We see that ideally this should

be a valid anti-unification but due to the implementation of verification algorithm this general-

ization is not achieved.
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1 public class Test{
2 public void func1(){
3 StructuralVariable V1
4 if (...) {
5 log () ;
6 }
7 StructuralVariable V2
8 }
9 }

Figure 7.4: Anti-unified characterization pattern generated from characterization patterns of
shown in Figures 7.2 and 7.3.

7.4 Future extension

Due to the extra overhead involved we decided to build our system as a stand alone one. The

extensible nature of Jigsaw provide support for future extension of its higher order framework

with the higher level of granularity as required by our system. So we can consider it as a future

extension of this project.

The tool can be enhanced by including support for taking into account similarity between

control structure in semantic level. For example a for loop and a while loop can be consid-

ered as similar control structure. With inclusion of this type of support a better reduction of

characterization can be achieved using anti-unification.

The characterization patterns extracted from one software system can be applied to other

software system to see whether usage of logging follows a certain trend. This result can then

be expanded to figure out program faults in usage of logging.

This characterization approach can be used to characterize other cross-cutting functionali-

ties(e.g., security, synchronization, etc.). This can help us better understand how cross-cutting

functionality evolves over time.
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7.5 Summary

Jigsaw’s higher order anti-unification framework works on a finer level of granularity than

required for our problem. So we decided to implement our system as a stand alone tool.

Our approach can be integrated with Jigsaw’s framework and it can be considered as a future

extension. Due to a limitation of our verification algorithm our approach can sometimes reject

a valid anti-unification. The limitation comes from the fact, our verification algorithm can skip

a control structure enclosing a log method invocation in the original code fragment due to a

corresponding structural variable in the characterization pattern. Our work can be extended to

characterize usage of other cross-cutting functionalities which we propose as future extension.
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Chapter 8

Conclusion

Practitioners and academics have often characterized usage of logging functionality as simply

putting log statements at the start or end of a method declaration. By conducting a simple

experiment we found that in reality very few log statements are at the start and/or end of a

method declaration in real life applications. A background study related to the usage of log-

ging functionality shows that, logging is used in complex application like, constructing system

behaviour, rollback support, and system security. Thus logging was not that simple in reality.

From this premise we identified a potential set of guiding principles for characterization of log-

ging functionalities, restricted to consideration of their location. The principles suggested that

structural considerations were key. Approaches such as regular expressions and data mining

did not meet the requirements for characterization. The reason, regular expression becomes

too complex for expressing these characterizations, and data mining approaches do not take

into consideration the structural context. In contrast, both aspect-oriented programming and

anti-unification had features that may help to characterize logging functionality based on our

derived principles.

First we attempted aspect-oriented programming based approach using AspectJ. AspectJ

provides pointcut descriptors and advice as mechanisms to point to a particular position (phys-

ical or conceptual) in Java code. We used primitive pointcut descriptors along with advice to

aspectify the usage of logging functionality within Java code. A simple experiment showed

that the accuracy of this approach was fairly low, due to the lack of primitive pointcut descrip-

tors in AspectJ that identify basic control structures. Thus, it was impossible in many cases

to correctly identify the location of a particular log method invocation. Because of the lack of

accuracy, we abandoned this approach.
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Then our second approach for characterizing logging functionality was based on anti-

unification. Anti-unification provides a formal model for representing a generalized structure,

where the resultant structure contains “common pieces” from the source structures. Exten-

sion of anti-unification through higher order modulo theories enable us to consider multiple

log method invocations as single log method invocation, and handle missing structures. Ex-

isting anti-unification based approaches work on a different level of granularity than needed

to answer our research questions. So we opted to implement our approach as its own stand

alone tool. Our approach involves extracting primitive characterization patterns from original

source code and then generalizing these in multiple iterations. The generalization approach

involved consecutive anti-unification and verification operation. Our anti-unification algorithm

starts from log method invocation and traverses towards the method declaration node following

the enclosing control structures. The verification algorithm imposes correspondence between

pattern and original code fragment to determine whether the generalized pattern can correctly

identify logging functionality usage. It traverses both pattern and original code fragment in a

depth first manner. Due to a limitation of verification algorithm our approach can sometimes

reject a valid anti-unification. The limitation comes from the fact, the verification algorithm

can skip a control structure enclosing a log method invocation in the original code fragment

due to a corresponding structural variable in the characterization pattern.

We performed an empirical evaluation using our approach to investigate, whether logging

functionality usage can be characterized, whether usage of logging changes over time, and

whether logging can be aspectified. We selected three versions of a software system for the

empirical evaluation. We performed two types of evaluations: within version and between ver-

sion. The within version experiment showed that our approach provides a good representation

for characterizing usage of logging functionality, and that aspectication will be difficult for this

particular system. The between version experiment showed that for this system logging func-

tionality usage is stable for a shorter period of time, however for a longer period of time it is
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not that stable.

8.1 Contributions

The main contribution of this research is,

• Guiding principles for characterizing usage of logging functionality

• An approach for using anti-unification to generalize patterns for characterizing usage of

logging functionality.

• An empirical study that conforms the effectiveness of our characterization approach

8.2 Future Work

We have developed a characterization mechanism for logging functionality. Logging func-

tionality is a cross-cutting concern. So our approach can be used against other cross-cutting

concern to see whether it can characterize usage of those concerns. The empirical study can be

repeated on lager system and more versions to see how our approach performs.



77

Bibliography

Prasanth Anbalagan and Tao Xie. Automated inference of pointcuts in aspect-oriented

refactoring. In Proceedings of the International Conference on Software Engineering,

pages 127–136, 2007.

Taweesup Apiwattanapong, Alessandro Orso, and Mary Jean Harrold. A differencing

algorithm for object-oriented programs. In Proceedings of the 19th IEEE International

Conference on Automated Software Engineering, pages 2–13, 2004.

Paul Barham, Austin Donnelly, Rebecca Isaacs, and Richard Mortier. Using Magpie for

request extraction and workload modelling. In Proceedings of the 6th USENIX Sympo-

sium on Operating Systems Design & Implementation, pages 259–272, 2004.

H. Barringer, A. Groce, K. Havelund, and M. Smith. Formal analysis of log files. In

Journal of Aerospace Computing, Information, and Communication, 2010.

M. Bishop. A model of security monitoring. In Proceedings of the 5th Annual Computer

Security Applications Conference, pages 46–52, 1989.

Peter Bulychev and Marius Minea. Duplicate code detection using anti-unification. In

Proceedings of the Spring Young Researchers’ Colloquium on Software Engineering,

2008. 4 pages.

Jochen Burghardt. E-generalization using grammars. Artif. Intell., 165:1–35, June 2005.

Sabine Canditt and Manfred Gunter. Aspect oriented logging in a real-world system.

In Proceedings of the 1st AOSD Workshop on Aspects, Components, and Patterns for

Infrastructure Software, pages 7–11, 2002.



78

Bryan M. Cantrill, Michael W. Shapiro, and Adam H. Leventhal. Dynamic instrumen-

tation of production systems. In Proceedings of the annual conference on USENIX An-

nual Technical Conference, ATEC ’04, pages 2–2, Berkeley, CA, USA, 2004. USENIX

Association. URL http://portal.acm.org/citation.cfm?id=1247415.

1247417.

Siobhán Clarke. Composition of Object-Oriented Software Design Models. PhD thesis,

Dublin City University, 2001.

Siobhán Clarke, William Harrison, Harold Ossher, and Peri Tarr. The dimensions of

separating requirements concerns for the duration of the development lifecycle. In Pro-

ceedings of the 1st OOPSLA Workshop on Multidimensional Separation of Concerns in

Object-Oriented Systems, 1999a. 5 pages.

Siobhán Clarke, William Harrison, Harold Ossher, and Peri Tarr. Subject-oriented de-

sign: Towards improved alignment of requirements, design, and code. In Proceedings of

the ACM Conference on Object-Oriented Programming, Systems, Languages, and Appli-

cations, pages 325–339, 1999b.

Rylan Cottrell. Semi-automating small-scale source code reuse via structural correspon-

dence. MSc thesis, University of Calgary, 2008.

Rylan Cottrell, Joseph J. C. Chang, Robert J. Walker, and Jörg Denzinger. Determining

detailed structural correspondence for generalization tasks. In Proceedings of the Euro-

pean Software Engineering Conference held jointly with the ACM SIGSOFT International

Symposium on the Foundations of Software Engineering, pages 165–174, 2007.
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