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Abstract
Real-world software undergoes constant change: to fix bugs; to extend functionality; to interact
with the changing “ecosystem” around it; and to make internal improvements. Non-trivial software
must possess a software architecture: a division into smaller pieces, how those pieces are meant
to interact, and how those pieces are deployed physically. As a software architecture can have a
significant impact on important properties of the software, the architecture for a software system
may need to change as the system itself undergoes change: this is software re-architecting.
Unfortunately, software re-architecting is poorly understood: without understanding what is
involved in software re-architecting and what problems people encounter in approaching it, we
cannot help solve or avoid those problems. I begin this thesis by conducting a case study on a real
world example of a software re-architecting, for which documentation and records of discussions
were available, to find basic issues that arose during the process. I also conducted a series of
interviews with software engineers centred around those issues to deepen our understanding of the
process of software re-architecting and discovered the notion of discrete change steps that must
be organized and coordinated. I identify a set of critical challenges that must be addressed in any
concrete solution. Software engineers lacked a systematic approach to the communication and
record management of change steps, suggesting a set of design guidelines for future collaboration
tools tailored for re-architecting. They need collaboration tools that facilitate viewing, recording,
and retrieving the change steps, and involving the communications within and between the levels
of the development team.
I then propose a knowledge representation framework for the change process in asynchronous
collaboration. This framework is a first step toward a re-architecting collaboration tool that would
help to systematize the change process without disrupting it. I developed a paper prototype of
the framework and conducted a user evaluation study to determine if the new approach meets the
needs of software engineers working on a software re-architecting. My study suggests that the
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approach supported by the prototype allows software engineers to better present changes to their
team relative to traditional mechanisms, thereby enabling them to consider more detail. I illustrate
the potential value of the framework as a platform for deeper study and further investment in tools,
highlighting promising areas for future research.
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Chapter 1
Introduction
Real-world software undergoes constant change: to fix bugs; to extend functionality; to interact
with the changing “ecosystem” around it; and to make internal improvements (e.g., to improve
its understandability by developers) [Lientz and Swanson, 1980; Chapin et al., 2001]. Non-trivial
software must possess a software architecture [Shaw and Garlan, 1996; Bass et al., 2012]: a division into smaller pieces; how those pieces are meant to interact; and how those pieces are deployed
physically (e.g., on a specific set of separate computers connected via an intranetwork on which
a specific communication protocol is used). As a software architecture can have a significant impact on important properties of the software (such as performance, usability, scalability, etc.), the
architecture for a software system may need to change as the system itself undergoes change: this
is software re-architecting.
Software re-architecting is a necessary solution in the landscape of large-scale software systems, such as enterprise software. For smaller systems, it may be justifiable to rewrite a codebase
from scratch when its architecture does not meet new needs. But rewriting a large-scale code
base is too expensive and “totally out of the question”. A proper re-architecting can save the life
and sustain the growth of large-scale software systems. However, it is widely believed that rearchitecting is a huge manual task and is very hard to accomplish. A wrong re-architecting or a
poorly executed one can have a devastating effect on the quality of a large-scale software system.
Avoiding it temporarily by applying superficial and rapid solutions, only makes it more difficult in
the long run. As a result, large-scale software (and our society that increasingly depends on it) will
continue to be burdened with incorrect, inefficient, incomprehensible, and insecure designs [Ernst
et al., 2015].
Software re-architecting is poorly understood: we can find some examples of open-source sys-
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tems that have been re-architected, but very little evidence of developers’ challenges and missteps
in achieving this. Indeed, records of failed attempts do not exist because they are silently abandoned. There is no simple means of finding records of successful attempts either; this is true in part
because there is no consistent language around what this kind of change is called, making cases
of re-architecting difficult to identify via mining through the history of code repositories. The literature suggests that the success is not always guaranteed in a re-architecting and the assessment
of the success of a re-architecting attempt is very subjective [Leppänen et al., 2015b, a]. Few
empirical studies have investigated real-world re-architecting projects (only the ones researchers
knew about) and the developers’ perceptions towards the challenges in this work. This is a serious
problem: without understanding what is involved in software re-architecting and what problems
people encounter in approaching it, we cannot help solve or avoid those problems.
The solutions that exist focus on the technical aspects involved in software re-architecting,
which is necessary but it is also crucial to pay attention to the human aspects of the phenomenon at
the same time to arrive at effective solutions: insight into the challenges will highlight paths where
future research should be made to find better ways to carry out a re-architecting in large-scale
software systems.

1.1

The RCP Case Study

I started by investigating the records of an open-source, concrete case of re-architecting to gain
insight about what issues arose. This case is interesting because it is industrially relevant and three
publicly available data sources existed for it: source code history, official documentation, and transcripts of asynchronous conversations. I analyzed these data sources retrospectively. The findings
suggest a series of critical challenges that developers face in re-architecting. These challenges
suggest that a major part of the re-architecting problem is related to human challenges rather than
technical issues. Based on this, my study implied a set of initial constraints on the design of future
systems (i.e., design guidelines) to support software engineers to do re-architecting.
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1.2

Interviews

In a separate study, I interviewed software developers from various projects/organizations with
experience of re-architecting. I studied how these engineers carried out a re-architecting and what
they found challenging in this work despite all available tools. From the exploration of the various
aspects of my collected data, I uncovered a set of common challenges that these engineers at
the different layers of a team/organization faced throughout the change process; I present these
in four categories. In particular, I encountered human issues that were not mentioned in other
studies or were not strongly addressed, including the issue of communication weaknesses and poor
record management practices. The information required and exchanged in the change process are
scattered and there is a lack of integration between system information, decisions, and detailed
changes which makes it hard for stakeholders to access and assess the process. My study increases
the awareness about this matter and identifies the need for a systematic approach.

1.3

Knowledge Representation Framework

Informed by the knowledge of practical constraints and needs, my previous design guidelines are
reinforced and augmented for future collaboration systems to support software engineers to do rearchitecting. Stepping gently from these design guidelines towards my specific interpretation of a
solution for this problem, I designed a novel knowledge representation (KR) framework that captures and represents diverse kinds of information in the change process via lightweight modelling,
visualization, and collaboration of stakeholders, and enables the use of reasoning and analysis
tools to inform awareness and decision making. My framework connects all persons at different
layers of decision making and ensures that all scattered information is integrated into a coherent
body of knowledge that dynamically evolves in the change process and is accessible to everyone.
This knowledge representation framework is considered as the basis for a future advanced tool that
supports asynchronous collaboration of engineers to do a re-architecting.
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1.4

Evaluation

To gather evidence as to whether my design guidelines, and hence my framework, point in the
right direction, I conducted a user evaluation study to determine if the proposed approach is approved by software engineers. I invented an artificial re-architecting situation of an asynchronous
collaboration in which a developer tries to figure out what changes must occur in a system that has
a design problem and communicates his/her thoughts (decisions) to a higher level technical leader.
I created a paper prototype of the knowledge representation framework representing some aspects
of the guidelines and hired a confederate to simulate the user interactions and update the prototype screen. Eight eligible developers were recruited and they attended in the study independently
on separate days. A participant completed two tasks one with the use of the paper prototype and
one without it representing the traditional approach (that in this thesis is called the “manual” approach). In the end, a participant answered a short questionnaire to compare the two approaches.
This preliminary evaluation of the solution suggested that the proposed approach is promising;
thus, future research into whether a concrete implementation of the framework would facilitate
engineers’ collaboration in software re-architecting is warranted.

1.5

Overview of the Related Work

A lot of research has been devoted to the topic of refactoring, small changes made to an small area
of a program code to improve it for developers [Fowler, 1999; Mens and Tourwé, 2004]. Some
of these works also refer to another type of internal improvement to programs: big refactoring or
large-scale restructuring that, because of its scale and impacts on a system as a whole, has been
raised as a different issue [Fowler, 1999; Lippert and Roock, 2006; Kim et al., 2012]. Unlike the
refactoring category where changes are fully identified and specified as a common solution to a
common problem in any system implementation, “big refactorings” (or what I call them in this
thesis: re-architecting) occur for unique reasons and in very different ways in software systems.
So, they cannot be categorized and specified beforehand for further support. If this were to be done
4

for a specific kind of re-architecting, its purpose and application must be very limited.
A part of the software engineering research community has focused on modelling software
architecture transformations and evolution [Ivkovic and Kontogiannis, 2006; Garlan and Schmerl,
2009; Garlan et al., 2009; Mens et al., 2010; McVeigh et al., 2011; Barnes and Garlan, 2013;
Barnes et al., 2013, 2014; Barnes, 2013b]. The purpose of the re-architecting modelling methods
is to describe the transformations as well as the “evolution path” from one type of architecture to
the other. For this purpose, architecture description languages are expanded or new languages are
introduced in order to describe a re-architecting in a formal way and allow researchers to perform
a series of verification on the resulting models. The audience of these methods are not developers
but architects of mission critical systems whose goals justify rigorous modelling activities.
Another part of the research community has focused on automating parts of the implementation of the changes in a particular programming language [Weidl and Gall, 1998; Shah et al., 2012,
2013]; such works address some specific technical issues. Yet another part of the research community has focused on improving existing support for more general technical issues that are not
restricted to software re-architecting, such as better code understanding and visualization, better
code analysis, change recommendation, and pragmatic code reuse to name a few [Bril and Postma,
2001; Murphy et al., 2001; Christl et al., 2005; De Lucia et al., 2008; Rovegård et al., 2008; Carriere et al., 2010; Holmes and Walker, 2012; Li et al., 2013; Makady and Walker, 2013]. Still other
existing works have focused on the automatic identification of architectural refactoring opportunities within an existing software system; this addresses only a fraction of the triggers suggesting
possible support for re-architecting a software system [Lippert, 2006; Fontana et al., 2017, 2016;
Mo et al., 2015].
Studying these works, in spite of the necessary contribution they make to the understanding
of the problems of software re-architecting and providing solutions, does not convince the reader
that the problems of software re-architecting have been fully addressed in the software engineering
literature. Overall, the dimensions of this phenomenon, beyond the scope of a narrow solution for
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a particular aspect, have yet to be studied.
A major part of the available empirical studies has addressed a question about refactoring [Fowler, 1999; Mens and Tourwé, 2004]. Since re-architecting is a kind of refactoring too,
these studies also contributed empirical findings about software re-architecting and the challenges
people face in doing it [Kim et al., 2012; Chen et al., 2014; Leppänen et al., 2015b, a; Sharma
et al., 2015; Chen et al., 2016]. These studies commonly indicates that what developers of a rearchitecting need is beyond the automation of the code transformations. These studies in general
indicate that software re-architecting has a human aspect which is about the troubles of human collaboration in this task and a technical aspect which is about the technical problems related to the
system or the transformations. My conclusion is that a better understanding of this subject depends
on a better understanding of its human issues. To establish a better understanding of the human
problems, the necessity of carrying out studies which specifically examine various real-world rearchitecting projects and their stakeholders’ challenges and their real needs in accomplishing such
projects is completely felt. In this way, we can hope to arrive at effective solutions that are useful
in practice.

1.6

Research Questions and Thesis Statement

This thesis addresses the following research questions:
RQ1: What are the challenges of a re-architecting for developers of software systems?
RQ2: What kind of solutions can help resolve these problems?
My thesis statement is that adherence to the suggested design guidelines generated in this
research would facilitate the change process of software re-architecting for software engineers
without disturbing it.
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1.7

Thesis Structure

The structure of the rest of this thesis is as follows:
• Chapter 2 details related work.
• Chapter 3 covers the methodological matters.
• Chapter 4 describes the case study of an open-source re-architecting and identifies
a set of developers’ critical challenges.
• Chapter 5 describes the qualitative study of developers with re-architecting experience and identifies a set of developers’ critical challenges that broaden the case
study findings.
• Chapter 6 states the problem that this thesis addresses and suggests a solution (a
knowledge representation framework) to this problem based on the set of design
guidelines generated from the case study and interviews findings.
• Chapter 7 describes a user evaluation study on the value of this framework and the
design guidelines on which it is devised.
• Chapter 8 compares the proposed approach with existing related approaches and
outlines the future work for the implementation of a concrete tool. This chapter also
discusses the impact of such a tool in the future practice and research of software
re-architecting.
• Chapter 9 highlights the major contributions of this research and concludes this
dissertation.
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Chapter 2
Related Work
In this chapter, I perform a literature survey [Fink, 2003] to find out what empirical studies of
software re-architecting are currently available and what novel approaches exist to assist developers
of a re-architecting.
In Section 2.1, I define software re-architecting and describe related terms used by other researchers and practitioners. In Section 2.2, I overview the related empirical research that sheds
light on (the challenges of) software re-architecting and identifies the areas that offer opportunities
for future research. In Section 2.3, I point to the existing case studies of the evolution of a known,
industrial open-source system which also includes a re-architecting. In Section 2.4, I overview
existing software engineering solutions that support the change process of re-architecting. Finally,
in Section 2.5, I look at the broad category of existing support for collaboration.

2.1

The Definition of Re-architecting

Real-world software undergoes constant change: to fix bugs; to extend functionality; to interact
with the changing “ecosystem” around it; and to make internal improvements (e.g., to improve
its understandability by developers) [Lientz and Swanson, 1980; Chapin et al., 2001]. Non-trivial
software must possess a software architecture [Shaw and Garlan, 1996; Bass et al., 2012]: a division into smaller pieces; how those pieces are meant to interact; and how those pieces are deployed
physically (e.g., on a specific set of separate computers connected via an intranetwork on which a
specific communication protocol is used). As a software architecture can have a significant impact
on important properties of the software (such as performance, usability, scalability, etc.), the architecture for a software system may need to change as the system itself undergoes change [Williams
and Carver, 2010]: this is software re-architecting.
8

Researchers and practitioners have used a variety of terms to talk about this phenomenon:
big refactorings [Fowler, 1999], large(-scale) refactorings [Lippert, 2004a; Lippert and Roock,
2006], high level refactorings [Chen et al., 2014, 2016], architectur(al) refactorings [Nakagawa
et al., 2008; Dietrich et al., 2012; Zimmermann, 2015; Samarthyam et al., 2016; Zimmermann,
2017], high-impact refactorings [Bourquin and Keller, 2007; Dietrich et al., 2012], and root-canal
refactoring [Murphy-Hill and Black, 2008]. The term refactoring in the literature refers to small
changes made to an small area of a program code to improve it for developers [Fowler, 1999;
Mens and Tourwé, 2004]. These above terms have been coined to differentiate this category from
the radical, large-scale restructuring changes which can take several hours or several days or even
several months to achieve in a software system. Recent studies, however, found that practitioners
use the same refactoring word to refer to both of these phenomena [Kim et al., 2012; Leppänen
et al., 2015b].

2.2

Empirical Studies of Developers, Organizations, and Projects

Quah [2005] surveyed key personnel of an enterprise organization that were involved in a product
re-architecting followed by an interview and analyzed the causes of its failure. It is a case study
of an organization who does offshore outsourcing. An unrealistic scheduling of the re-architecting
project by the organization management team, lack of the architects’ knowledge about the system,
architects’ wrong decisions about the design of the new system, and poor communication between
the organization and its offshore outsourcing organization are some of the key identified issues in
this particular case.
Kim et al. [2012] surveyed and interviewed Microsoft developers’ perspective on the challenges
and benefits of refactorings. They also looked at the project’s archive, which was available for
their research, for these kinds of changes. The noticeable challenges they identified that raise
awareness for future work turned out to be not because of merely small refactorings but were
associated with whenever modifications were done for a re-architecting. The difficulty of merging
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these code changes, the difficulty of code review [see also Ge et al., 2014], and the difficulty of
testing program correctness after changes are made are the biggest problems these developers faced
for these edits of the code base. According to them, a tool support is not needed for automated
code transformation. It is needed to help with these challenges of a re-architecting as well as for
providing better code understanding and visualization tools and for estimating the cost and benefit
of a re-architecting.
Leppänen et al. [2015b] interviewed 12 software developers and architects at 9 companies who
practiced refactoring in a variety of domains. As with the research by Kim et al., their interviewees
mainly used the term “refactoring” to talk about restructuring and redesigning their systems and
not the small changes. They found that the success is not always guaranteed in a re-architecting
and developers and architects cannot easily foresee how much value it really adds to a project.
Thus, getting the support of management is really difficult. Some interviewees said there is a
need for a tool that developers can use to help them convince their managers about refactoring
needs in the system. On the development side, they found these tasks can benefit mostly from
an adequate automated test suite and a good version control system on a continuous-integration
server—following the best practices of software engineering to develop maintainable software.
In a different study, Leppänen et al. [2015a] interviewed 3 software architects each from a
different company about refactoring, including both small-scale and large-scale ones. Plus, they
examined the version control history of one of the projects as one author had a good access to
it as an employee. Based on the noticed similarities between the cases, they presented a generic
framework that identifies different phases in the whole re-architecting process (i.e., from the very
beginning a technical debt or a poor design or new requirements concern engineers till an appropriate change is implemented) and the decisions that lead the process workflow. This framework is
shown in Figure 2.1. This study identified that developers’ gut feelings guide the decision-making
activities in this framework and as such, assessment of the success of a refactoring is very subjective. They recognized the lack of a metric-based approach to identify the need to re-architect and

10

to evaluate the results and the success of it.
Chen et al. [2014, 2016] conducted a questionnaire-based online survey of 105 developers
and non-developers from different IT companies who practiced agile software development and
statically analyzed the collected data. The goal of this research was to understand how different
people at different roles/layers in an agile team perceive the importance of refactoring, in its general
term, besides the two other important tasks of adding new functionalities to a system and fixing
bugs, and how refactoring is planned and executed. The results of this study suggests that this
activity is neglected at iteration planning: managers think that developers will later on deal with any
needed refactorings and they perceive the majority of developers’ workload to be on developing
new features. According to developers’ responses to this survey, however, developers spend more
unplanned time and effort on refactorings than is realized by managers. It seemed to the authors
of this paper from their data that well-executed refactoring plans is a factor existing in high quality
projects. Paying attention to planning refactoring in agile software development and tool support
for that is the focus of the future work of this research.
Sharma et al. [2015] surveyed the software architects of a software development centre for
Siemens products in India to understand what challenges they had to adopt the practice of refactoring, again in its general sense, in this organization. According to these architects, developers are
not familiar with this practice and tools available for that and they fear breaking the code. On the
other hand the available tools lack the features they really need: to correctly alarm the problematic
zones of the source code; to recommend a refactoring to those zones; to predict the impact of a
refactoring; and to flawlessly automate composite refactorings. Also, the architects had difficulty
in convincing the management about the necessity of refactoring efforts because of managers’
focus on feature implementation, and architects’ inability to justify the refactoring costs. The authors emphasize on the necessity of using the best practices of software engineering to develop
maintainable software such as refactoring incrementally and using automated test suites; educating developers on the benefits of refactoring and giving them hands-on experience with refactoring
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tools to promote the spirit of doing refactorings in the development team; and improving current
refactoring tools in the areas of problem identification, refactoring recommendation, and semiautomation of composite refactorings as well as impact analysis and effort estimation.
Barnes [2013a, b] did a case study at Costco Wholesale Corporation to evaluate his approach
to modelling software architecture evolution. As a part, this case study involved interviewing 8
architects to understand how they plan and reason about software architecture evolution and what
difficulties they face in their job. “Communication and coordination practices” were found to
have a central role in software re-architecting efforts. The “communication, coordination, and
integration challenges”, “business justification”, “divergent understandings of architecture”, and
“inadequate guidance and tool support” has been some of the stated challenges of the interviewees. However, this work is focused on specifying an evolution of the software architecture of
the company’s point-of-sale system addressing the very technical subject of change specification
to evaluate the author’s proposed approach and does not concern figuring out a solution to address
identified challenges in the interviews.
These issues in general indicates that the re-architecting problem has a human side which is
about the troubles of human collaboration in this task and a technical side which is about a technical
problem related to the system or the change. In my empirical (qualitative) studies in Chapters 4
and 5, I encounter human issues that were not mentioned in the rest of the studies or were not
strongly addressed, including the issue of communication record management and its integration
with code changes so that the whole change process is easily understandable and accessible to
everyone. This issue is discussed in Sections 5.2.4 and 6.1. My thesis increases the awareness
about this aspect of the re-architecting phenomenon and identifies the need for future collaboration
tools that are specifically designed to address the real needs of re-architecting engineers.
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2.3

Studies of Eclipse Evolution

I studied the evolution history of one subsystem of the Eclipse project for a re-architecting it underwent, in Chapter 4. Several studies of Eclipse exist to understand its evolution but each differs
in the detailed method of study given the fact that each researcher sought answers to different
questions. Being a large, popular, mature, open source application, the Eclipse IDE has been the
target of various empirical studies in software evolution. Similar to our case study, researchers
have examined the Eclipse code repository over its public releases from diverse perspectives on
software evolution research, though none inquiring about why undertaking software restructuring
tasks could be difficult. Wermelinger and Yu [2008] studied the evolution of Eclipse plugins and
their dependencies. They extended this research by studying the evolution of the Eclipse SDK
source code to find any evidence for the usage of established design principles that facilitate software maintenance [Wermelinger et al., 2008, 2011]. Xing and Stroulia [2006] compared major
releases of the Eclipse JDT source code, a subproject of the whole Eclipse platform, with the focus
on locating code refactorings. Based on the apparent evolution of Eclipse features along its releases, Hou [2007] studied how design of the Eclipse Java editor has changed in terms of features
that are added to or are enhanced across releases 1.0 through 3.2. Mens et al. [2008] examined
how the evolution of the Eclipse project aligns with Lehman’s classic laws of software evolution [Lehman, 1980]. Among these studies, Wermelinger and Yu [2008] and Mens et al. [2008]
used metrics to quantify Eclipse repository evolution at different granularities. Also, Anquetil and
Laval [2011] studied the Rich Client Platform (RCP) re-architecting of the Eclipse platform to
evaluate the relevance of the existing cohesion/coupling metrics. My case study of Eclipse RCP
evolution in chapter 4 is unique regarding its goals among past studies of the evolution of Eclipse
code repository.
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2.4

Existing Supports for the Re-architecting Process

Leppänen et al. [2015a] developed a decision-making framework that captures the workflow of a
typical re-architecting process based on their empirical findings cited in Section 2.2. This framework is shown in Figure 2.1. It consists of five stages that describe the process of refactoring. The
findings of my empirical studies in Chapters 4 and 5 concern the change process of re-architecting
which according to this framework starts when a major refactoring is justified (S2 to S3 transition)
until it is done (S5 to S0 transition). In the rest of this section, I overview existing approaches that
support an aspect of the change process.

Figure 2.1: A decision-making framework for re-architecting [redrawn from Leppänen et al.,
2015a].

2.4.1

Formal Approaches to Software Architecture and Re-architecting

The literature includes approaches to systematize the planning stage (S3 in Figure 2.1) of the
re-architecting process based on formal models of a software architecture evolution for software
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architects [Ivkovic and Kontogiannis, 2006; Garlan and Schmerl, 2009; Garlan et al., 2009; Mens
et al., 2010; McVeigh et al., 2011; Barnes and Garlan, 2013; Barnes et al., 2013; Barnes, 2013b;
Barnes et al., 2014].
Barnes [2013b] provides a useful categorization of these approaches with regard to their different perspectives. In general, the purpose of these approaches is to mathematically verify whether
a specified re-architecting meets desired qualities such as correctness as well as to consider automation of the transformations in the system. Although the cost associated with creating such
models might be warranted for the re-architecting of very mission-critical software systems, the
scale of details to be specified in the context of the commercial software development as well as
the special training needed for the use of the modelling languages and tools leaves no room for the
direct application of these approaches to planning the re-architectings that take place in the typical
industrial situations.
The proposed approach of this thesis, which is an informal method to planning software rearchitecting (Chapter 6) models decisions on the design structure of the system. This approach
is designed in a way that is inspired by the way developers work and is aligned with their needs
(Section 6.2). This does not mean that my proposed approach is in competition with existing formal
approaches for planning software re-architecting. My work aims towards allowing an organization
to iteratively perform a re-architecting. Thus, my change model has no guarantees of correctness,
but could be used as the starting point for formal methods. The formal methods could catch
mistakes in the informal method, leading to more discussions and revisions, etc. until the whole
planning is done.

2.4.2

Re-architecting Plans as an Explicit Map for the Team

Practitioners have reported about the necessity of making a re-architecting plan and its status explicit for everyone in the development team [Lippert, 2004b, 2006; Ellnestam and Brolund, 2014].
Lippert [2004b, 2006] considers the problems that have been frequently observed when developers perform re-architecting parallel to feature development. He suggests that an explicit,
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concrete change plan should be in place to help each member of the team to be aware about the
re-architecting status. The author envisions a detailed to-do list that is integrated with the code
repository and links to the exact resources that has to change for each item of the list, leveraging visualization techniques to report which resources are changed, which resources are left to be
changed, and to visualize the impacted areas. I did not find any evidence of the implementation of
this plugin and its evaluation.
Ellnestam and Brolund [2014] proposed an approach, called the Mikado method, to create an
explicit re-architecting plan as a task graph and suggested developers to hang it where everyone
in the team can see or make it available electronically for the team. The Mikado method is a very
light-weight approach and seems to have achieved the goal of providing a visualization about the
change tasks that need to be done in the software implementation. Its core concept is a graph that
developers create for organizing ones work and for communicating that to others or seeking their
collaboration on further creation of the graph. The Mikado method has four main concepts: Setting
a goal, experimenting, visualizing, and undoing. The goal is a written statement of a developer’s
purpose of a change. Then s/he does an experiment on the code to see if s/he can achieve that goal
by implementing it naively or s/he would break parts of the system. Those parts of the system
that breaks (thus the goal is not achieved on its own) reveals to the developer the prerequisites for
achieving the initial goal. Then in the Mikado graph s/he represents that goal and its prerequisite
as two connected nodes, meaning that the achievement of the former depends on the achievement
of the latter. At this point that the developer has learned about what s/he needs to do to achieve
her or his goal, s/he undoes the changes in the system to restore the previous working state of the
system. This way a developer extracts and represent what needs to be done in the system for a
re-architecting. The workflow of the Mikado method is shown in Figure 2.2.
The Mikado method, which comes from industry, focuses on task extraction from the system
and does not directly represent the software architecture structure. My approach to planning software re-architecting in Chapter 6 is based on modelling decisions on the design structure (archi-
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tecture) of the system. In my opinion, these are two different perspectives to planning architectural
changes. The design of my approach is based on a set of design guidelines (Section 6.2) generated
from my empirical studies in this thesis.

2.4.3

General- and Specific-Purpose Task Support

The broad re-architecting process (Figure 2.1) can benefit from a range of techniques and tools
developed to support certain tasks related to the software evolution and maintenance. Areas include
but not limited to: program comprehension [Bril and Postma, 2001; Murphy et al., 2001; Christl
et al., 2005], change impact analysis [De Lucia et al., 2008; Rovegård et al., 2008; Li et al., 2013],
cost-benefit analysis [Carriere et al., 2010], copy-and-paste code reuse [Holmes and Walker, 2012],
and automated software testing [Rafi et al., 2012; Makady and Walker, 2013].
According to the findings of empirical studies of software re-architecting in Section 2.2 as well
as my interviews findings in Chapter 5, software re-architecting can and must benefit from state
of the art in tool support in areas of code understanding and visualization, change impact analysis,
cost and benefit analysis, and software testing. These areas concern either systematizing other
processes that also occur within the process of changing an existing software architecture (e.g., understanding and communicating the architecture or testing its change implementation) or providing
better technical support for the process of changing an existing architecture (understanding impacts
of an architectural change across the system implementation or coming up with better estimates of
this modification cost). Thus, Leveraging state of the art in tools in these areas seem necessary for
any re-architecting solution, but none of these works addresses systematizing the change process
for communication and record management of decisions all along the process, which is the central
problem that this thesis focuses on and is discussed in Sections 5.2.4 and 6.1.
Other than these general purpose techniques and tools, some formalisms have been devised to
address the mechanics of implementing a particular kind of re-architecting (change) or an aspect of
it including but not limited to the identification of objects in a procedural code for object-oriented
re-architecting [Weidl and Gall, 1998] or to identify and improve circular dependencies between
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Figure 2.2: The Mikado method flow chart [redrawn from Ellnestam and Brolund, 2014].
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packages [Shah et al., 2012, 2013]. These kinds of approaches are restricted to the single technical
issue/programming language they address and obviously they do not address the wider category of
human challenges including communication. Indeed, task automation has been the least concern
of architects/developers interviewed in existing work (Section 2.2) including mine in Chapter 5.
Finally, automatic identification of architectural refactoring opportunities within an existing
software system is another area that has been researched to support software re-architecting [Lippert, 2006; Mo et al., 2015; Fontana et al., 2016, 2017]. The need for assistance in identifying the
problematic areas of a software system to be considered for re-architecting is brought up in the
existing work in Section 2.2. However, based on my interviews I learned that these known, generic
problems are only a part of various triggers for a re-architecting; thus, an automated or semiautomated solution for addressing them does not solve the problems of software re-architecting in
general.

2.5

Computer-Supported Cooperative Work

With the advancement of technology, teamwork and collaboration has been made more possible in
many areas. Today, people can collaborate to produce one output, without having to be present in
the same place and at the same time. Despite the charm of distant (online) collaboration and the
opportunities that it provides for people, collaborative work still remains a challenge both because
of the social nature of this work and because of the issues related to the online communication
tools such as time lags in conversation and information chaos [Donelan et al., 2010]. Supporting
the asynchronous collaboration is of great importance in the field of software engineering due to
the transition from the traditional software development practices with co-located teams to virtual
software organizations with distributed teams, open-source software projects, and global software
development [Mistrı́k et al., 2010].
Wikis and discussion forums are general-purpose tools for supporting dialogue and collaboration; They are widely used and researched in the field of student education and collaboration [Kear
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et al., 2010]. Software engineers also use these tools for online conversations. Much work is going
on to support diverse software development activities with these tools to enable engineers to cooperate in new working conditions as well as to incorporate the vital conversations with the artifacts
that are produced in the software development life cycle [Cheng et al., 2003].
This thesis identifies the need for a collaboration tool for re-architecting with a threefold purpose and suggests a set of design guidelines for future technology:
• To promote developers awareness of the software architecture
• To improve record management of decisions as they relate to software architecture
• To improve communication of decisions among the various stakeholders of software architecture

2.6

Summary

Practitioners and researchers have used different terminologies to talk about the phenomenon of
software re-architecting. Interestingly, recent empirical research has found that practitioners (developers and architects) use the same refactoring term, that refers to the small changes made to an
small area of a program code to improve it for developers, to refer to the radical changes made to
the overall structure of the system as well. This makes it difficult for researchers to find examples of
this class of software modifications that are successfully done in available code repositories and the
likelihood of access to the record of unsuccessful re-architecting efforts is too low. Consequently,
limited empirical studies have been conducted to specifically investigate different re-architecting
cases to give insights about the problems and the needs. On the other hand, existing solutions are
often focused on solving technical problems that are known to researchers. The formal approaches
to the planning of software architecture evolution is the main category of research that has been
devoted to this topic. Due to the heavy burden of a formal specification, these approaches do
not provide a practical solution for engineers involved in a software re-architecting project. The
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results of the existing empirical investigations, however, suggest that communication and collaboration plays a critical role in the success of a re-architecting project; therefore, it is necessary to
study what specific problems people will have to deal with in these tasks for arriving at effective
solutions.
The following research questions arose from this literature survey and are pursued in the rest of
this thesis: (RQ1) What are the challenges of a re-architecting for developers of software systems?
and (RQ2) What kind of solutions can help resolve these problems?
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Chapter 3
Methodological Matters
In this chapter, I address the thesis methodology to answer my research questions: (RQ1) What
are the challenges of a re-architecting for developers of software systems? and (RQ2) What kind
of solutions can help resolve these problems?
To address RQ1, I used the case study research methodology. I performed one case study in
which I used existing data of a concrete case of re-architecting. I performed another (multiple)
case study in which I reached out to software developers and actively collected data about their
experiences by interviewing them.
To address RQ2, I used implications for design, an approach commonplace to research in
human–computer interaction (HCI), to arrive at a set of design guidelines for future solutions to
human problems in re-architecting [Sas et al., 2014]. I developed a knowledge representation (KR)
framework conforming to these design guidelines. I used paper prototyping of a system adhering
to the KR framework, to conduct a user evaluation study [Snyder, 2003] in order to evaluate some
of the key concepts (design guidelines) of that framework.
This chapter explains these methods and my justification of the choice of them for this thesis.

3.1

The Case Study Research Method

The case study research method is relevant when a researcher wants to examine the current state
of a phenomenon in the real world and in depth. In this method, a researcher answers questions of
“how” and “why”. S/he might also answers questions of “what” in an exploratory sense as opposed
to it inquiring about “how many” or “how much” [Yin, 2014].
I studied a single case of re-architecting in Chapter 4 that gave me insight about critical challenges of a re-architecting and asynchronous collaboration. The system that was re-architected
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was an open-source industrial software and three publicly available data sources existed for this
re-architecting: the source code history, official documentation, and email conversations. I did
not have access to people who did this to directly speak with them. Instead, I analyzed these data
sources in retrospect to understand how they did this re-architecting, what the changes were like,
and what challenges arose in this work.
Two important concerns about the findings of any case study research are whether the researcher has been rigorous enough in doing her case study research, and the generalizability of the
findings.
Details of my data collection and analysis method is given in Section 4.1.2 and threats to its
validity are carefully discussed in Section 4.4.
I studied multiple cases of re-architectings in Chapter 5 as a totally different data set from
my previous study. I interviewed a set of software engineers that had performed software rearchitecting tasks in real-world projects to understand how they went about changing their systems,
whether/what problems they encountered in the performance of a re-architecting, and what is missing in their current techniques and tools to help them better do these tasks. In this study I managed
to speak with a diverse group of people and actively collected data about their experiences. The
cases had in common strong evidence of challenges in the process of software re-architecting while
each project considerably varied from another. Via a cross-case analysis then I could see how these
challenges are inter-related and discovered a major human challenge of re-architecting.
Details of my data collection and analysis method are given in Section 5.1. I generalize my
findings with caution as an analytic generalization which informs that these problems exist. I do
not extrapolate the probabilities of their existence in other situations [Yin, 2014]. The limitations
of the study are carefully discussed in Section 5.4.
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3.2

Implications for Design

I developed design guidelines [Sas et al., 2014] based on my case study and interviews with software developers. Generating design knowledge is an important component of human–computer
interaction (HCI) research, to inform future technology in an area in which thinking by its users
as the core of the design activity. My empirical findings whose methodology is discussed in the
previous section generated actionable implications for the design of future collaboration tools for
doing a re-architecting in large-scale software systems and inspires future researchers to explore
new solutions for the explored problem context. Some important concerns about implications for
design is their empirical validity, generalizability, and originality [Sas et al., 2014].
For empirical validity, in Chapters 4 and 5, I give explicit accounts of how my design guidelines
listed in Section 6.2 are grounded in data and explicitly note my interpretation of them towards a
refined list of design guidelines for a specific solution. A subset of these design guidelines are
empirically tested in Chapter 7 as will be discussed in the next section. The connection of the
emerged design guidelines to the empirical data analyzed in this thesis are clearly articulated.
For generalizability, the case that I studied in Chapter 4 is an instance of open-source software
development where developers used a forum where their conversation was recorded and where they
used mainstream version control systems to track their development progress. In my interviews,
I studied a broader range of settings from individual endeavours to conduct a rather smaller rearchitecting, up to enterprise-scale software re-architecting. The design guidelines that eventually
emerged are rooted in the commonalities that I identified in these diverse settings. Thus, with
caution my implications for design can be generalized to similar collaborations.
In addition, my design guidelines are original since they inform researchers to build technology
that address the particular needs of collaboration for software engineers that are involved with a
re-architecting. Other software engineering works discussed in Chapter 2 have proposed ideas
about explicit plans for a re-architecting but my design guidelines as demonstrated in that chapter
address the gap within the existing body of work.
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The generated design knowledge for the identified needed support for re-architecting contributed by this thesis opens up the door for a lot of future work to create multiple instances of
design and to evaluate and refine each of the guidelines for those spaces. Also the more specific
list of design guidelines that emerged for the solution I propose, are feasible to implement given
the technology that is available today. Indeed, my thesis concludes by calling for action for these
design guidelines and motivates software engineering and HCI researchers to engage in further exploration of these design guidelines for improving the sensitive process of software re-architecting.

3.3

The Paper Prototyping Evaluation Method

Paper prototyping is done when researchers want to evaluate a product or a design with its potential
users and collect feedback before its development starts to refine their ideas and to make sure a new
product or design meets user expectations. According to Snyder, as said in the first chapter of his
book, paper prototyping is “a variation of usability testing where representative users perform
realistic tasks by interacting with a paper version of the interface that is manipulated by a person
‘playing computer,’ who does not explain how the interface is intended to work” [Snyder, 2003].
I used the paper prototyping method [Snyder, 2003] to evaluate the new approach I propose
in Chapter 6 for software re-architecting. I created a paper-prototype interface of my knowledge
representation (KR) framework to be manipulated by a confederate who simulated interactions for
a study participant (a software developer). In contrast to the classic definition of paper prototyping
given above, my paper-based prototype was not aimed at conducting a usability test (that is, to
figure out if the interface worked well or where it was difficult for the user to ride it [Snyder,
2003]), but the usefulness of my approach in planning and communicating changes. Since my
framework has a human–computer interface, I needed to have that interface in place to test if the
new approach can be used by developers to do the given tasks and if they prefer it to their traditional
way of doing similar re-architecting tasks. I developed a questionnaire [Brace, 2013] to measure
usefulness. The questions asked the level of participants’ preference of the either of the approaches
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on a 5 point Likert scale plus an open-ended question for the justification of their answers. I also
complemented the questionnaire data with my field notes in my analysis. My paper prototype and
the experiment protocol are explained in detail in Section 7.2 and Section 7.3 respectively.
The concern with a user evaluation study via a paper prototype vs. a working software prototype regards the limitations of what can be demonstrated about an approach with a paper-based
interface. These limitations are particularly discussed for my paper prototype evaluation in Section 7.8.2. However, for the following reasons, I preferred paper prototyping to a concrete software
implementation and I believe that it would serve the purpose of my evaluation.
1. A paper prototype allows me to validate the concept of my framework as opposed to
the details of the interactions with it. I did not want people to focus on interactions,
but I wanted feedback on the usefulness of the framework. With a paper prototype,
people know that it is not the real thing and they can appreciate that it is a design
that is being tested.
2. I acknowledge that a paper prototype lacks the ability to demonstrate the underlying intelligent algorithms of my framework which is a major contribution of this
approach to inform a software engineer’s decisions as she keeps working on a rearchitecting task. I am aware that there is a risk that a software implementation
might not work well and could introduce bugs in a participant’s task. This might
hinder their task completion which is a necessary factor for me to make sure they
are able to compare the two approaches and thus influences their conclusion about
the approach. If this happens, it would have interfered with my goal of evaluation:
to test my assumptions of what a solution system should do; that is, to test whether
the key design guidelines for my proposed framework is approved by software engineers and whether they think if it is implemented as a tool, it would facilitate their
re-architecting endeavours. On the other hand, utilizing the low-fidelity method of
paper prototyping would allow me to quickly discover if my framework specifica26

tion is good enough and if I were to discover a problem, I could have easily modified
and tested it again. I believe that this is a necessary first step before we proceed to
build our underlying algorithms.

3.4

Summary

In this chapter, I outlined the research methodologies that I followed towards answering my research questions. I applied the case study research method and analyzed a popular case of rearchitecting for the first time for the purpose of understanding what was involved in doing this
task. I also actively collected data via interviews with software developers in different organizations who were involved with software re-architecting in the past and analyzed their experience in
the project. My empirical studies identified a series of problems in the change process and generated implications for design of future technologies to address those problems. I adopted the paper
prototyping methodology to test a subset of these design guidelines that inspired my solution to
address the identified problems.
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Chapter 4
The Problems of Software Re-architecting: Learning from
Eclipse RCP
In seeking to answer the research question (RQ1) What are the challenges of a re-architecting for
developers of software systems?, I analyze a concrete case of re-architecting in this chapter: that
which produced the Eclipse Rich Client Platform (RCP). This case is interesting because it is
industrially relevant and three publicly available data sources existed for it: source code history,
official documentations, and email conversations. I analyzed these data sources in retrospect, for
the re-architecting of its Help subsystem. The findings suggested a series of critical challenges that
developers face in doing a re-architecting. In planning, (1) developers have inadequate knowledge
about the architecture of the system, and (2) developers do not clearly communicate the changes
to each other. In execution, where they are many simultaneous changes in multiple areas of the
code base, (3) the compiler is not going to catch incomplete changes (semantic errors); a developer
can introduce bugs and have no idea where they are, and (4) if another developer wants to review
changes or managers want to follow up on progress made, it is unclear where all the pieces of the
plan is in the code base and how done it really is. These challenges suggests that a major part of
the re-architecting problem is related to the human challenges than technical challenges. Based on
this, my study implied constraints on the design of future systems to support software engineers’
collaboration in performing re-architecting.
I explain my case study methodology in Section 4.1. I explain my findings in Section 4.2. My
design guidelines are given in Section 4.3. Finally, threats to validity are discussed in Section 4.4.
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4.1

Subject and Methodology

In this section, I describe the re-architecting of the Eclipse Help subsystem and my methodology
for studying it.

4.1.1

Study subject

The Eclipse Platform underwent a major re-architecting in 2003 [Edgar, 2003a; Generic workbench structure, available in Appendix A.1 and Appendix A.3]. The essential purpose of this
re-architecting was to provide a minimal platform—called the Rich Client Platform (RCP)—for
clients that could leverage some functionality of Eclipse but without depending upon the interactive
workbench that is specific to the Eclipse integrated development environment (IDE) [Edgar, 2003a;
Generic workbench structure]. The re-architecting changes were implemented in the transition
from release 2.1 to release 3.0 of the Eclipse Platform [Generic workbench structure; Wermelinger
and Yu, 2008]. The plan of changes for this re-architecting was documented prior to changes being enacted on the codebase; it is available, concise, and fairly simple [Help API change for Rich
Client Platform; Generic workbench structure, reproduced in Appendix A.4].
The complete re-architecting of the Eclipse Platform involved an enormous codebase and
change repository—too enormous for practical, in-depth manual analysis. Instead, I focused on
the Help subsystem, which was heavily affected by the proposed re-architecting plan [Generic
workbench structure; Help API change for Rich Client Platform]. The Help subsystem provides
functionalities to search and browse online help documentation and to access and view contextsensitive help information about various features of the Eclipse IDE. It also provides the capability
for contributing to the existing Help implementation via the plugin extension mechanism. After the
introduction of the Rich Client Platform, when an Eclipse application does not require help support or its engineers prefer to implement their own help user interface, the application no longer
need possess dependencies on plugins that include large amounts of IDE-specific code that are
unused there [Edgar, 2003b, available in Appendix A.2]. The re-architecting of the Eclipse Help
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subsystem is a useful and important case to study because Help is a coherent subsystem within the
Eclipse Platform and problems observable in this subsystem would likely only get worse in scaling
up to the re-architecting of the full Eclipse Platform.
In Table 4.1, I summarize 10 “conceptual” changes that the engineers planned to enact in the
Help subsystem [Help API change for Rich Client Platform, available in Appendix A.4]. Given the
plan of changes, I see the re-architecting of the Help subsystem as straightforward: Moving, Renaming, Deprecating, and Adding things, assuming familiarity of the developer with the codebase,
e.g., knowing the meaning of “the implementation of most of the Help subsystem back end.”
Table 4.1: Conceptual changes (decisions) extracted from the plan documentation.
ID

Description

A

The implementation of most of the Help subsystem backend moves from the
help plugin to the new help.base plugin.

B

The luceneAnalyzer, webapp, and browser extension points move from the
help plugin to the help.base plugin

C

IHelp is deprecated.

D

IHelp display-related methods move to the new AbstractHelpUI class in the
ui plugin.

E

The new HelpSystem class implements IHelp methods for obtaining the help
content.

F

The support extension point moves from the help to the ui plugin and is renamed to helpSupport.

G

AbstractHelpUI becomes the contract for the helpSupport extension point.

Arbitrary plugins that implement their own help UI should contribute to the
helpSupport extension point by subclassing the AbstractHelpUI.
H

The WorkbenchHelp class in ui.workbench should not have access to subclasses of AbstractHelpUI; instead, it is to have methods to delegate to these.
Four additional methods, whose signatures are given in the plan documentation, are to be added to WorkbenchHelp.

I

The implementation of Help for searches from the workbench UI moves to the
new help.ide plugin.

J

The new help.ide plugin will also host synchronization code for working sets.
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Figure 4.1 shows four pre-re-architecting plugins. The ui.workbench1 plugin provides an application programming interface (API) for working with the core facets of the Eclipse IDE. This
is exported through the ui plugin, which acts as a facade for a variety of platform APIs and declares several platform UI extension points. The help plugin provides the non-UI parts of the Help
API, which are depended upon by the workbench. In particular, the IHelp interface is provided
by help and is called by ui.workbench to obtain help information. The help.ui plugin provides
a concrete implementation of IHelp, contributing it via the support extension point in help. In
addition, help.ui contains the standard implementation of Help UI that is specific to the IDE, and
thus it depends on ui [Generic workbench structure].
Figure 4.2 shows seven post-re-architecting plugins. The ui.workbench and ui plugins maintain their roles, except that IDE-specific elements of the UI have been extracted and modularized
within a new plugin, ui.ide, that depends on ui. For the Help plugins, help still contains the main
part of the API and extension points; the implementation has been moved into the new help.base
plugin. The UI-specific parts of Help are still contained in the help.ui plugin, contributing to ui
via the helpSupport extension point. The help.ide plugin was separated to isolate IDE-specific
facets of Help [Generic workbench structure].
Given the corresponding modules in Eclipse’s CVS repository, I see that the overall size has
not changed much. The Eclipse Help subsystem comprises 138 and 149 resources2 before and
after the RCP re-architecting respectively, consisting of 19,210 and 19,555 lines of code (LOC)
respectively.

4.1.2

Research method

To understand the engineers’ collaboration in planning the re-architecting of the Eclipse Help subsystem, I studied their asynchronous conversation around it in Eclipse’s Bugzilla repository [Edgar,
1 For

brevity, I elide the prefix “org.eclipse.” from the plugin names.
count of resources includes Java classes or interfaces, .properties data files within the src directory of
the project, .exsd XML files within the schema directory of the project, and the plugin.xml file in the root directory of the project. The counted resources belong to Help plugins and 4 resources belong either to ui.workbench
or ui. Size reported in terms of lines of code includes comments and empty lines.
2 The
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org.eclipse.help

org.eclipse.ui.workbench

org.eclipse.ui

org.eclipse.help.ui

Figure 4.1: Help plugins (help and help.ui) before RCP re-architecting, represented as a UML
component diagram.
2003b, available in Appendix A.2]. This discussion involved five participants, skilled Eclipse engineers (as their online profiles show) with apparent, detailed knowledge of the codebase; it took
place on and off over the course of eleven days. I printed out the content and analyzed it via the
method of open coding [Saldana, 2009a]. Section 4.2.1 presents my findings through this analysis
and explains my important codes.
To understand what detailed changes were enacted on Help resources and why, I manually
reverse engineered changes recorded in Eclipse’s CVS repository and reconstructed the mapping
between the plan and the ensuing detailed changes. My repository investigation method consists
of two main phases: (1) collection of the raw data; and (2) investigation and categorization of the
raw data. I elaborate on these phases below.
Step 1: Collecting the raw data
Collecting the raw data consisted of identifying the resources modified during the re-architecting,
selecting the versions of these resources just prior to and just after the re-architecting, and identi-
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org.eclipse.help.base

org.eclipse.ui
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org.eclipse.ui.ide

org.eclipse.help.ide

Figure 4.2: Help plugins (help, help.base, help.ui, and help.ide) after RCP re-architecting.
fying the commits to the change repository involved in intermediate versions.
a) Selection of the versions: I searched the Eclipse Platform UI project repository location to
locate appropriate versions of Help packages and closely related Eclipse platform packages. Within
Eclipse, a plugin is a unit of deployment containing Java source-/class-files organized in packages,
and other resources; the package hierarchy can constrain modularization within plugins. During
my reverse engineering process, it was easier to determine the packages in which files resided
rather than plugins, so henceforth I refer only to packages.
For the pre- and post-re-architecting versions of these packages, the available documents [Edgar, 2003b; Help API change for Rich Client Platform, in Appendix A.2 and Appendix A.4] provide little information about the appropriate CVS tags (with the exception of
RCP WORK 1 [Edgar, 2003b]). I discovered them while exploring the repository, inferring correct-

ness by the content of their names, the timing of their commits, and their consistent use. Where
no specific tag was consistently appropriate, I checked out the latest project version whose tag is
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reminiscent of this process.
b) Finding RCP-related change commits.

I determined which resources were changed to enact

the RCP re-architecting in the Help subsystem. Looking through the history of each resource in
Eclipse’s CVS History view, I found that relevant commits are generally accompanied by the commit comment “RCP work 1”. I also included commits accompanied by two other comments that
I see as related to the conceptual changes and occurring in the expected time period. For convenience, I call change commits with any of these three comments RCP-related change commits.
I reduced my study space to only include resources with RCP-related change commits. Note
that a given RCP-related change commit often involves more than one resource.

Step 2: Investigation and categorization
My goal was to understand each RCP-related change commit sufficiently to state confidently what
happened within it and why. To express the what, I iteratively developed a set of detailed design
change categories to describe how the resources were changed within RCP-related change commits. To express the why, I sought to map the RCP-related change commits to the conceptual
changes in the plan (i.e., Table 4.1).
a) Strategies: My investigation consisted of four chief strategies: (1) examination of the detailed
implementation of a resource before and after a change commit; (2) use of Eclipse’s compare
editor to examine the changes across a given change commit; (3) modelling the structure and
behaviour of a resource before and after a change commit as UML class and sequence diagrams;
and (4) origin analysis [Godfrey and Zou, 2005] on the resources involved to determine to/from
where code fragments or entire resources had been moved that otherwise apparently appeared or
disappeared.
Since the strategies involved different levels of effort, more complex strategies were applied
only where simpler strategies did not yield acceptable results. In some cases, understanding individual design changes (i.e., what happened) required consideration of multiple RCP-related change
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commits.
b) Origin analysis:

Some resources were added or deleted in conducting the RCP re-architecting;

code fragments within existing resources were added or deleted too. To determine whether these
resources and code fragments were actually moved, I manually conducted origin analysis [Godfrey and Zou, 2005] on the resources involved. I initially assumed that two resources with different
timestamps and identical names represent versions of the same resource across a modification; if
the evidence suggested that this assumption was incorrect in a given case, it was revised, and a
search for better matching entities was pursued. In general, I attempted to compare all affected resources to hypothesize the source and destination of moved functionality, starting from resources
with similar names. In some situations, matching source and destination required exhaustive comparison of a set of resources. In other situations, I stumbled across the answer through luck.
c) Categorization, hypothesis testing, iteration: In each case, once I had constructed a hypothesis
about the nature and cause of a change, I sought evidence for or against the hypothesis in the details
of the code and the comments made therein. Falsified hypotheses led to revision and iteration.
Supported hypotheses led to me assigning the observed changes to one or more conceptual
changes in the re-architecting plan (Table 4.1) as well as categorizing their design-level nature. I
followed an iterative process of developing these design change categories, as I observed similar
kinds of detailed implementation changes over the course of my investigation.

4.2
4.2.1

Findings
The planning

Figure 4.3 visualizes the codes that emerged in my analysis of engineers’ conversation to rearchitect Eclipse help subsystem in Bugzilla [Edgar, 2003b, available in Appendix A.2]. Here,
the implementation phase is not yet started.
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Figure 4.3: Expert engineers’ conversation.
According to Figure 4.3, this conversation embodied an iterative process of clarification, refinement, and revision of ideas through which a commonly agreed plan for re-architecting Eclipse
help subsystem was achieved. My important codes are:
• The As-is is the code that I applied to the paragraphs that a developer explains his
perception about the current structure of the help system.
• The To-be is the code that I applied to the paragraphs that a developer envisions the
new structure of the help subsystem and how it works.
• The Changes is the code that I applied to the paragraphs that a developer explains
what “stays” and what “changes” in As-is and what is “added” to that3 .
• Clarification is the code that I applied to the paragraphs that a developer adds a
more precise explanation or answers a question.
• Change plan is the code that I applied when the discussion came to a conclusion
3 These

two codes, the to-Be and the Changes, are intertwined in most paragraphs.
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that everyone agreed with and developers wrote a proposal document. It lists their
decisions.
The changes were then implemented in the code repository and this was completed. I did not
have any evidence in the available data if the plan was revised after the implementation started. I
had two interesting findings about this planning stage shown in Figure 4.3:
1. An expert engineer can be uncertain about the current system. An expert engineer is sometimes uncertain about the assumptions that different components of
the system make, he is not sure why something is the way it is, or he guesses about
the dependencies in the system. The terms that were used in their conversation included: “I think”, “I am assuming that”, “not sure why, but they might be”; several
questions were also asked. Clarification was given collaboratively.
2. An expert engineer does not thoroughly specify the changes to the current system. An expert engineer’s expression is sometimes missing how the current system
changes and what would happen as a result (impacts) in the system. Questions, by
others, are asked for clarification and explanations are improved. An example of
this is comment 17 in Appendix A.2 in which a change impact is totally overlooked
in the discussion. As a result of this lack of clarity, there are ambiguities in the
engineers’ conception of what the new system would be like. An instance of this is
a conversation between two expert engineers in Appendix A.2 in comments 3, 4, 7,
8, and 10.
These two findings in this case study suggest that even though expert software engineers are
selected to do a re-architecting change in a system, the information available to these engineers is
not complete about the structure and assumptions of the system, that is, its architecture. Also, the
clarity of the changes in their communications is low. This shows that we are faced with human
challenges in the problem of software re-architecting, which is separate from the technical aspect of
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the problem (e.g., identification of design flaws in the system, possible design solutions to system
design flaws, change automation). This concerns engineers’ communication and collaboration on
planning changes especially in asynchronous mode.

4.2.2

The execution

I studied the source code changes in the Eclipse CVS repository for the Help subsystem; via the
method that I explained in Section 4.1.2, I made sense of the actual code changes. I found that the
execution of the plan (summarized in Table 4.1) required many, simultaneous changes to be made
in multiple areas of the codebase.
In this section, I provide synthetic examples that are derived exactly from my observations
of these changes during my analysis of the Eclipse’s CVS repository; I do not describe actual
examples for the sake of brevity and comprehensibility; referring to real classes and the reasons
why these detailed changes were implemented would only add irrelevant detail, obfuscating the
point.
Figure 4.4 illustrates an example in which deciding a detailed change on a structural unit in
the code requires reasoning based on the semantics of changes enacted so far; these other changes
might be in different files/packages (i.e., non-localized changes). In Figure 4.4(a), classes C, D, and
E each calls A.m1() in their implementation. In Figure 4.4(b), class B is added with structure and

implementation similar to class A. Then, classes A and B each undergoes different modifications.
As an effect of these modifications, the calls to A.m1() remain in class C but are replaced with
B.m1() in classes D and E despite the fact that the previous A.m1() calls in these two classes were

still syntactically correct. Deciding on modifications to calls to A.m1() in the implementation of
classes C, D, and E requires reasoning based on the semantics of changes that were enacted in the
implementation of classes A and B.
Figures 4.5 and 4.6 illustrate two examples in which deciding which structural unit to change
next, requires reasoning about the current structure of the codebase.
In Figure 4.5(a) the constant variable CONSTANT is used in the implementation of class A. In
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Figure 4.4: The coordination complexity of detailed changes: first case.
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(b) intermediate

(c) after

Figure 4.5: On the coordination complexity of detailed changes: second case.
Figure 4.5(b), the declaration of this variable and methods in which it is used are copied-andpasted in class B. The resulting code looks fine and there is no compiler error; however, for the
sake of program correctness, the literal value “I” has to change to the literal value “J” so that it
reflects the structural context of the reused code, as shown in Figure 4.5(c). The initial change to
class B does not cause a compiler error that would guide to the second change.
In Figure 4.6(a) the constant variable CONSTANT is used in the implementation of class A. In
Figure 4.6(b) a piece of configuration code, named C, is cut-and-pasted from Config1.xml to
Config2.xml. The code looks fine and there is no compiler error; however, for the sake of program

correctness, a second piece of configuration, called D, should be modified in Config3.xml and the
literal value “I” in class A has to change to “J”, all to reflect the new program configuration. The
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Figure 4.6: On the coordination complexity of detailed changes: third case.
changes to Config1.xml and Config2.xml do not cause compiler errors that would guide toward
the the need for the follow-on changes.
Figure 4.7 illustrates an example in which deciding a change on a structural unit requires also
consideration of the cascading effects from previously enacted changes in the codebase that impact
the structural unit of interest. Figure 4.7 shows that some changes have already been enacted to
the classes A and B, and the interface IN, as part of a high level (conceptual) re-architecting change.
Now, method next() in class A is next to be modified for the conceptual change. Here, due to
the dependencies of next() on the methods m1() and m2() and on IN, the cascading effects of
those previous changes must be taken into account in deciding how next() changes, in addition to
how next() must change due to the conceptual re-architecting changes that directly, and not as a
cascading effect, involve it.
The situation can be more complicated if there are hundreds of files that are affected by a
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Figure 4.7: On the coordination complexity of detailed changes: fourth case.
re-architecting plan and too many dependencies in a system. The execution of a re-architecting
is not like a developer says I am going to change this one file and make all the changes that I
need. A developer needs to systematically make changes across hundreds of files and kind of at
the same time because if s/he changes it here, due to dependencies s/he breaks it over there and
has to fix it simultaneously. And it can take a while until s/he can run the system again and test the
re-architecting.
We saw in the examples that the compiler is not going to catch incomplete changes necessarily
because semantic errors are not picked up by compilers. Thus, there is no feedback to a software
developer for this very common thing that happens between the two points that s/he can run/test
the system. Thus, a developer can introduce bugs and have no idea where they are!
This situation is contrary to a typical programming task where nothing already exists and one
by one, the files are coded and tested, and a developer realizes the problem of the code s/he just
wrote. In re-architecting, on the other hand, there is a network of complicated dependencies and
when a developer wants to resolve a problem in the system, s/he needs to simultaneously updates
all the dependencies to complete his or her work and there might be dependencies that s/he is not
aware of. Here, it is likely that a flaw is caused because of an incomplete change and the compiler
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does not necessarily give a feedback of this to the developer.
Also, I should add that understanding code changes with respect to the plan was a difficult
and very time-consuming task for me. The existing gap between the plan documentation and the
ensuing source code changes suggests that investigating a re-architecting change in retrospect, for
example to review changes or to revise the original plan, is difficult because it is not clear where
all of the pieces of that plan is and if it is complete. Changes are scattered in the codebase and they
are not being necessarily linked with the plan.

4.3

Implications for Design

The findings of this chapter suggested a number of critical challenges that developers might have
when a large complex system needs to be re-architected:
In planning:
1. Developers have inadequate knowledge about the architecture of the system.
2. Developers do not clearly communicate the changes to each other.
In execution:
3. The compiler is not going to catch incomplete changes (semantic errors); a developer can introduce bugs and have no idea where they are.
4. If another developer wants to review changes or developers want to follow up on
progress made, it is unclear where all the pieces of the plan is in the codebase and
whether it is complete.
These challenges surprisingly indicated to me that software re-architecting has a human problem side. There is a technical side to the problem that is how a change can be done correctly and
efficiently in the system. But, the human problem side is about how a change is understood and
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is communicated by its collaborators. This starts before any change is implemented in the system
and can go on until the end of the process.
To address this human problem, based on these challenges I propose a set of design guidelines:
A design guideline that I propose which stems from challenge 1 is that:
DG1: Software engineers need to have a clear understanding about the greater architecture
of a system – what the entire code does and how their code affects or is affected by
other code.
A design guideline that I propose which stems from challenges 2 is that:
DG2: Software engineers need to clearly articulate to their collaborators changes that are
happening with respect to the greater architecture of the system and what the differences are between two or more suggestions. They should have a support to visually
communicate changes with their collaborators to help them externalize what they
have in their mind about what is going on.
A design guideline that I propose which stems from challenge 4 is that:
DG3: Software engineers need to have a system that records detailed changes together
with the communications about those changes and has the ability to retrieve information.

4.4
4.4.1

Threats to Validity
External validity

This is a case study of one subsystem that was re-architected. Eclipse is a large, mature, open
source, industrial system written largely in the Java programming language; however, the Help
subsystem is a relatively small part of it, and thus, apparently more representative of smaller systems. Both of these factors may cause the results to not generalize to other cases. Whether its
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re-architecting was a representative case is unlikely given that it was successful, but I cannot claim
certainty.
Five skilled Eclipse engineers collaborated in planning changes which took place over a period
of eleven days. Two of them implemented changes in the Help subsystem in five days; all the
RCP-related changes that were made in the first 4 days are committed by one engineer, and all the
changes made in the fifth day are committed by the other engineer. whether this is representative
of a typical re-architecting context is currently unknown to me.
This case study was feasible only because of the existence of publicly-available planning documentation for the RCP re-architecting, created prior to the changes being enacted. As such, repeating the study on many other systems could prove problematic because of the common lack of
such available documentation. In addition, for retrospective study of unsuccessful re-architecting
cases, the implementation of changes might also not be publicly-available as the associated branch
may no longer exist in their version control systems.
Regardless of these issues, this study was necessary to arrive at initial insights grounded in
empirical evidence. Follow on studies can test these insights.

4.4.2

Internal validity

I chose the Eclipse RCP re-architecting because I were aware of its existence, though not of its
details. I started from the Help subsystem essentially at random; while I had originally considered
studying a fuller swath of the RCP re-architecting, the reverse engineering process I employed
and the volume of small details arising from Help alone caused me to change my mind. I did not
sample the change commits related to this re-architecting; only by studying a complete, cohesive
set of changes to a single subsystem could I have reliably identified what and why detailed changes
were performed on Help resources.
My study method for the analysis of the recorded conversations of software engineers was
open coding whose application as a form of coding enhances the internal validity of a qualitative
finding [Pandit, 1996].
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My study method for the analysis of the raw changes in the source code repository depends on
my interpretation of which versions of resources existed immediately before and immediately after
re-architecting. This, in turn, depends on the correctness of the timestamp information recorded in
Eclipse’s CVS repository, the correctness of my interpretation of the meanings of commit log comments and tag names, and the correctness of the engineers’ original association of those comments
and names with those resource versions. I have outlined my steps to ensure that my interpretation
can be audited, but given the importance of the re-architecting to the reliability of Eclipse, it is
unlikely that the cues on which I depended were badly wrong.

4.4.3

Construct validity and repeatability

My reverse engineering process required me to subjectively determine the mapping between
change commits and the decisions listed in the plan document. Furthermore, I iteratively constructed the design change categories from subjective observations of the code changes, and
mapped the change commits to design change categories too. It is possible that other researchers
would perform these mappings differently. However, it must be acknowledged that true mappings
do exist, as it makes no sense for arbitrary transformations to have occurred for arbitrary purposes
despite evidence to the contrary. My cautious approach to hypothesis construction and testing led
me to data items that were surprising to me; I rejected the most obvious mapping (e.g., that two
like-named resources were versions of the same resource), or selected no mapping when the evidence did not justify it (e.g., for one resource, I could not determine which decisions if any, the
detailed changes to that resource realized).
While having multiple researchers repeat these steps would have been ideal, the process was
expensive. As this was a case study, representing an initial exploration of an unknown territory, I
feel that such additional expense is not currently warranted. Other data collection techniques will
be used in later studies, and these will lead to more precise design guidelines. But this case study
remains a necessary first step.
In theory, I could also have validated my inferred mappings or my analytic memos with the
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engineers involved in RCP re-architecting, possibly asking only for a sampling of the full set of
them to reduce the time burden. Aside from the likely difficulty of obtaining the time of these
individuals, it is unlikely that their memories of detailed changes performed a decade ago would
be clear enough to be useful here.

4.5

Summary

In this chapter, I studied part of a real-world software re-architecting task, whose plan of changes
to the existing design as well as the detailed code modification history were publicly available. I
approached it because we knew about its existence in our lab.
The Help subsystem was well-structured. Despite the code base being relatively small, planning the restructuring task required two weeks of discussion by five experts, two of whom then
enacted the plan. Furthermore, the individuals involved worked for IBM, having at their disposal
a plethora of information, organizational support, and state-of-the-art tool support. We found evidence that, notwithstanding their expertise and available resources, planning the re-architecting
was full of uncertainties about the current architecture of the Help subsystem, and their collaboration involved poor communication of changes. We also found evidence that the implementation
of the re-architecting was very error-prone due to the involvement of lots of semantic information
about the system.
The fact that implementing a re-architecting is a huge manual task is well-known and existing
works in the literature seek to automate aspects of the change process. However, this case study
informed me about the problem dimensions of developers’ understanding of the system and their
communication of the changes. I find this to be very interesting. Based on the findings, I suggested
a list of design guidelines for future systems to address these challenges.
This case study was not typical because of its relatively small size and the fact that it was
successful. I believe that in more general cases, the effects of the identified challenges would
increase, that may result in the failure of such tasks and certainly rendering them costly, risky, and
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error-prone. In the next chapter, I seek evidence from a broader range of domains and development
contexts to further explore developers’ challenges and their real needs, and to refine my design
guidelines.
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Chapter 5
Software Re-architecting in the Wild
In search to find the answer to the research question (RQ1) What are the challenges of a rearchitecting for developers of software systems?, I interviewed 20 software developers from 18 different organizations about their experiences in software re-architecting, uncovering a set of common critical challenges posed by these activities; the issues encompass both technical and human
aspects. In particular, I found that the lack of a systematic way for communicating and record
management in the change process of a re-architecting can be a significant hurdle to carrying out
an effective and efficient re-architecting. This study provides rich data based on the experiences
of a diverse group of engineers and sheds light on the critical challenge of poor communication
and record management practices within and between the levels of the organization involved in a
re-architecting.
In Section 5.1, I describe my qualitative research method. In Section 5.2, I summarize my findings from interviewing software developers: an insight into the critical challenges these engineers
commonly faced in their very different projects and roles, the existing technologies they used to
carry out the re-architecting, and what solutions they think could have helped to overcome these
issues. In Section 5.3, I present the implications of my findings and design guidelines for future
technology. In the end, in Section 5.4, I discuss the limitations of this study.
The Conjoint Faculties Research Ethics Board of the University of Calgary has approved this
research under ethics ID REB 6926.

5.1

Research Methodology

I designed an interview project following the strategies of qualitative interviewing [Rubin and
Rubin, 2005] to understand the practice and challenges of software re-architecting. I conducted
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semi-structured interviews with 22 developers that were involved in software re-architecting at
18 different organizations at some point in their careers. Prior to the interviews, each potential
interviewee filled out a pre-study questionnaire (see Appendix B.1) that inquired about their personal information and expertise. Interviews were done at the university campus (when possible)
or I synchronously communicated with them via Skype. Our conversation in each interview was
audio-recorded. Each interview lasted for approximately 1 hour and a $20 honorarium was given
to each person when s/he completed it.
In the interview sessions, interviewees reflected on their experience of software re-architecting.
They were asked to focus on one or more cases they could specifically remember and answered
questions I had carefully devised as an interview guide (see Appendix B.2), providing them with
open-ended opportunities for elaboration. The core of an interview involved probing about the
barriers and challenges they faced when they performed those projects. I also looked into the tools
they used to accomplish their tasks and inquired if existing support had been sufficient to facilitate
their re-architecting tasks. The high-level category of my interview questions was motivated by my
lab’s common sense knowledge of the steps the process of any software modification task generally
involved, as expressed by Holmes and Walker [2012]: one navigates through and investigates the
system, forms a mental model of what is needed to be done and perform the changes on the system.
However, I was flexible if an interviewee’s flow of speaking or what they wanted to share was
different.
I started my analysis with the 22 interviews but eliminated 2 of them from my data set when it
turned out that they were not relevant (the experiences did not involve software re-architecting). In
those projects, 10 interviewees were lead developers and 10 interviewees were developers, at 18
independent companies that were either software vendors or invested in development of their own
needed software. In the experiences they shared with me, the re-architecting was an individualor team-assignment according to the project conditions. In the individual endeavour, a developer
reported to a technical boss or a non-technical employer. In the team-based endeavour, there were
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frequent meetings between the team members and the team lead as well as between the team lead(s)
and their upstream, non-technical managers. Project domains included enterprise resource planning (ERP), marketing and advertisement, public transportation, business management, telecommunication, railway transportation, accounting, university, network security, software engineering
tools, banking, vehicle’s embedded systems, office automation, and gaming. The development
methodologies were agile, waterfall, or simply iterative development with no specific methodology in place. All my interviewees were technical people and had a strong development vision that
was based on their academic education in software engineering and their work experience. Half
of the interviewees had 5+ years of development experience in industry and the other half had
less than 5 years. At the time of recruiting to participate in these interviews, some interviewees
worked in independent software companies and some were in academia as graduate students but
had previously acquired industry experience. In the case of students’ participation in my study,
their interview was on their real-world experience of software re-architecting and not anything encountered in a university course project. In fact they were recruited because they were eligible and
most of my professional connections at the time of advertising for participation in this study, who
were once software developers, were then pursuing a university graduate degree. The recruitment
eligibility criteria demanded that the participants were involved in a re-architecting of some realworld projects. To recruit interviewees, I directly contacted my professional network via email
or word-of-mouth. Overall, 6 interviews were performed in Farsi and 14 interviews were done in
English. I translated expressions quoted in this chapter from the Farsi transcripts to English.
I did all interviews followed by open coding [Saldana, 2009b; Strauss and Corbin, 1998] of
the transcripts. In other words, data collection and data analysis did not overlap. During data
collection, the interview guide was not modified based on initial results; asking the same questions
from interviewees seemed the correct course of action. I did not try to find more participants as by
the end of this series of interviews, I observed that the same ideas were being echoed despite case
diversities.
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I manually coded, organized, and analyzed the interview transcripts (a total of 166,184 transcribed words—more than 400 pages). One by one, I performed cycles of open coding on interview transcripts, as follows. Codes were iteratively defined and refined on phrases, sentences
and paragraphs. At the end of the coding process of each transcript, I asked myself “what have
you found in this data transcript that interests or surprises you?”; I documented the answer as a
memo. Categories of codes emerged on top of the detailed codes. These categories were simply
codes themselves that grouped together similar but slightly different very detailed codes. Also,
I was curious to see whether in the next transcript to be analyzed my interviewee talked about a
same interesting matter and raised any opinion for or against it, and whether s/he described other
dimensions or properties of the interesting matter. This way more codes and categories emerged as
I went along and they were iteratively defined and refined by comparing and contrasting detailed
codes and memos across analyzed transcripts.
At the end, I discovered that the core category is about the change process: which is the activity
involving one or more people to determine the appropriate complex transformation to be performed
on the system. The transformation is typically broken down into smaller change steps and people
tend to talk about individual change steps and the order which they should be applied. I selected
this category as the core of my analysis and re-read my transcripts and related/refined existing
codes and categories to this core category (selective coding [Strauss and Corbin, 1998]). In this
round of analysis, categories which explained program comprehension to establish a good enough
understanding of the existing system for being able to reason about its architectural problems,
and software design and problem solving to find a solution to existing architectural problems of
a system were discarded. Despite being interwoven with the change process, based on my past
literature review, I knew these activities were not restricted to software re-architecting and were
done in a variety of other software development tasks as well as the challenges from them, that my
participants also talked about, had been explored in other areas of software engineering research.
Through this qualitative coding and thematic analysis process, I continually and thoroughly
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explored interesting aspects of my data and identified recurring themes throughout my very diverse
data set. The important codes and categories that were recognized are given in Appendix B.3.

5.2

Findings

In this section, I present the interesting findings from the exploration of the various aspects of my
collected data. In Section 5.2.1, I answer this question: “What was the challenge you faced?” and
provide what they did/used to facilitate their work. Four categories of critical challenges emerged
from my analysis. In the subsequent paragraphs under each of these four challenges I present
various aspects of that identified challenge category with selected quotes from software developers.
In Section 5.2.2, I answer this question: “What solutions could have helped?” according to what
in developers’ opinions could have facilitated or resolved those difficulties. A majority of my
interviewees consistently talked about the need for a tool for guidance in decision-making, which
is described. In Section 5.2.3, I illustrate how severe I see the current situation is according to my
data set.

5.2.1

What was the challenge you faced?

There are challenges my interviewees faced in the change step of a software re-architecting as they
experienced in the projects they had been involved with at some points in their career.
Critical Challenge 1: Upper-level decision making happens with incomplete information
It was unlikely for developers to be aware of and very explicit about a lot of things at the whiteboard or visualizing in one’s head in the meeting or individual contexts where upper-level decision
making about the change step happened. They knew that they understood the software architecture
and were familiar enough with the system’s functionalities but they had incomplete knowledge as
I describe below.
Inaccurate assumptions and hidden dependencies. The incomplete information with regard
to their understanding of the software architecture: It later in the project turned out that (1) our
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interviewees had wrong or incomplete assumptions about some parts of the system they were rearchitecting, and (2) there were dependencies in their systems that were not explicit at the time
of these important conversations, which were dependencies of the parts of the system to each
other, dependencies of the parts of the system to a technology used, and inter-dependencies of the
requirements of the system. So, when changes were planned there were side effects unknown to
them waiting to show itself somewhere in the middle of the development or later as a bug in the
system. The space, the time, and the level of conceptualization in such contexts did not allow that
that much double checking occurs. Sometimes, they later discovered side effects that no one even
had thought that would happen. Impacts of a change sometimes went way beyond inter parts of
the system and manifested itself in system’s non-functionalities such as performance.
A lead developer shared this experience with us:
“We had defined a series of constraints in our previous architecture
and had asked our developers to conform to them and develop their
code accordingly. It later turned out some developers, novice ones,
did not comply with those constraints and had worked in another
form. I decided and enacted the change based on the assumption
that this is the architecture now. As a result of that change, we got
into trouble . . . . We were receiving feedback from developers for one
or two weeks until the problem was solved.”

1

The regular type of visualization tools that extracts the dependencies of different modules to
each other were said not to be effective in this context. A lead developer commented:
“When you’re talking about architecture and big decisions and restructuring, these are really, really high level things. And getting
into the source code is really myopic, so it’s really close. It’s kind of
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from Farsi to English

53

nearsightedness. If you get really close to the source code, you don’t
see a big picture. I can’t imagine having the source code visualization of any kind that I’m aware of that exist actually, would help in
those things, except like very little minor details that can be checked
in a matter of minutes when you want to know if a certain module is
dependent or is attached or is relying on a certain other module, and
you’re not sure. So a visualization tool would show that connection,
but they are not very helpful for such a meeting.”
In the upper-level contexts, developers did not care about all the dependencies but the ones
that are filtered by the architecture they have in mind so that they can discuss the effects of its
changes. In other words, the impact is assessed on the basis of their own high level understanding.
We learned that upper-level decision making took place with visualizing in one’s head, sketching
on whiteboards (not UML in the conventional sense), and conversation.
There is a rather incomplete sense in how the changes will look. The incomplete information with regard to their understanding of the change step: sometimes developers did not really
have a clear image of what the changes would be more than a general idea. How the desired system would look like was communicated via diagrams or sketches and the work to achieve it was
broken down into distinct tasks using project management tools or manually but they would have
to go and do the change in the system to see what would happen and sometimes it was very costly
to find out that that re-design decision was not so good. Developers could not see and feel the
change until they implemented it. And they had to test it properly and thoroughly to identify all its
potential effects.
Unanticipated side effects. For these reasons, understanding the impact of the change across
the system and ensuring the changes does not impact a certain component in the system was very
difficult for developers involved in upper-level decision making at the beginning of a change step.
Lack of this information scared lead/senior developers and decreased their level of confidence
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about the re-architecting. Specially if the quality of the existing system in terms of how easy it
could change was not high, the situation further intimidated the developers because side effects
of a change in that circumstance could be very unpredictable for them. Later on, in the face
of unforeseen change consequences, the team or the individual had to cope with the increased
workload in addition to other pressures they had to advance the project.
Critical Challenge 2: Lower-level decision making happens with an overwhelming amount of
information
With a big picture in their mind, a developer started changing things on the real code. In this
context, he may need to make many lower-level decisions, such as “I am going to take this file and I
am going to move it over here” or decisions on moving scattered code around. Lower-level decision
making could involve, at the same time, management of a huge volume of information. Before I
proceed with my description of this category, I have to mention that this category of challenges
was identified when a re-architecting was a complex and big undertaking in the system. Other
interviewees’ experience of planning and making changes at the code was simple, straightforward
and they did not deal with this challenge at all but both groups dealt with a challenge that will be
described as the next technical challenge in the next subsection.
Correction of assumptions and discovery of dependencies. Looking at the system from such
a close distance refined their understanding of the software architecture pertinent to the change
step. It revealed some false or invalid assumptions one held or it clarified potential impacts of
the change. Here the use of the reference tools embedded in the integrated development environment (IDE) helped to open a developer’s mind. A lead developer interviewee commented:
“The most important thing is the integrated development environment (IDE) referencing tools. You can see where and how your different variables, methods, and classes are used. The main help they
provide is giving you an insight into the problems that this change
would cause.”
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Emergence of issues. A developer needed to take care of a long list of compiler errors that
were showing up in between the implementation of the change step decisions as well as to be
careful about those places that depended on the changed semantic and if not adjusted, would not
show up as a compiler error but would later on be seen as a run time error or a bug somewhere
in the operation of the system. In other words, s/he must preserve the integrity of a change step
and change all the places that she needs to change in design AND s/he must manage the issues
that are caused by these changes in the system. In this regard, a lead developer who was also the
development manager commented:
“In our development teams, the persons who were in charge of making the changes were only module managers [the lead, senior developers who had worked with the subsystem so much that s/he fully
understood it]. That was because of the sensitivity that existed, that
doing the job required high precision and human mistakes were very
influential in the changes that were going to be made. Sometimes
there were so many tiny things that were hidden from the eyes of a
person who worked on the system for two or three years.”

2

Plenty of decisions. So as a developer were going through the code, s/he had to make two
types of lower-level decisions: one to make/refine the change step and one to adjust the system.
S/he had to constantly form this picture in his or her mind or on the whiteboard or on a piece of
paper that: this is before, this is after, this is where I am, and this is where I am going, in terms
of the structure of the code base. Also s/he kind of cared to efficiently get through this low-level
journey. A senior developer commented:
“This is a big change you want to do it step by step, so the first thing
was trying to break it into different steps, identify those steps like
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let us first change this class, then change everything related to it:
alright then we are going to fix this one, then we are going to fix this
interface then we are going to re-architecture the database then this
table then this table . . . . You have to decide what is the best time to
change something because if you actually change it very early, this is
going to change many times in future; [then] you did something bad
. . . . If you make bad decisions in here, again you are going to end
up actually changing many components many times and many times
and this also propagates, sometimes we never finish this task; we
just [get] stuck in the number of changes because these are iterated
. . . . It is not easy to decide from which [step] to start . . . . If you
are really experienced with this kind of task, then you may make a
good decision but if you are not really experienced with these kinds
of tasks, you will definitely make bad decisions in this case.”
Fatigue, negligence, and “keeping track of all the things”. The management of the change
step at this level of abstraction is consistently identified by our interviewees to be very tedious.
Developers were keeping track of everything in one’s head, writing few notes on a piece of paper,
and leaving comments in the code here and there. One had to be very, very meticulous about his
or her process and about keeping all the records up to date. It was done manually and it could
become tiresome and worrisome particularly when the change became more conceptual, more
semantic, with high propagation.
A developer commented:
“It was kind of difficult to do the similar changes to all of the modules at the same time. Even though they were very similar, there are
enough differences that we had to manually go through, we could
not copy and paste things . . . . The issue was more so about remem57

bering having made this change everywhere.”
Only a small portion of these changes were possible to be made automatically throughout
the code base with the support of IDE refactoring tools and application of wild cards. The rest
happened in a conceptual level in one’s head and it was still out to that person to figure out what
changes they were going to make on the code to improve things and how to go about making those
changes. A lead developer commented:
“The maximum help IDE standard refactorings do is updating your
references. But when your changes are in this level that one thing
should be thrown away and another thing to be re-written, that does
no longer help. I go through the dependent classes one by one looking for dependencies and update them. The refactoring tool does not
apply for updating references to the replaced module because the
new module has a totally different characteristic. In other words,
the assumptions around that module have changed.”

3

Our interviewees identified three problems with their manual management of the change step
in this context despite their serious efforts: (1) their records are not searchable; (2) a software
developer could easily lose track and forget something; and (3) if, instead of an individual, a team
is trying to do the change step, then coordinating all those documents and all those decisions
between team members would become cumbersome.
A lead developer commented concerning this manual process:
“Keeping track of things, that is a main issue. Because you open
a source file and you start changing things because you know you
have a big picture in your mind. But when you’re trying to really do
it, it’s very low level, and it just bugs your mind. Like I am changing
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this and I’m changing that to and I’m changing this and that to, and
these are going to have like 300 different issues resulting from that.
And keeping track of all those things, it’s really an issue, it’s really
challenging, it’s really frustrating.”
Another senior developer commented:
“Basically whiteboard and paper was actually the only mechanism
we were using. It is not good; it helps you at the point that you are
trying to think up something or explain it to your coworker but it is
not good when you wanted to keep it for the sake of the future or for
planning or for something like that because You actually do the task
and get rid of the white board or the paper then you forget about it
. . . . Sometimes people try to keep the papers or take pictures from
whiteboards but usually nobody actually goes back to them because
they are not searchable. Because you may have this huge pile of
papers or pictures so which one is actually related to you? You don’t
know!”
Existing tests do not capture changes. And finally, in the aforementioned circumstances, we
saw that when a developer was working on places that were really dangerous to touch, he could
not say “I need to affect these N classes so I am going to change at least them, my test will catch
me if I have missed anything, fingers crossed” because s/he was going to break something and
rebuild it with a new design; the behaviour of the internal parts of the system would change and
very obviously the existing test suite could no longer be considered valid. Parts of it were broken
too as a consequence. Existing tests had to change and new tests were to be added. Simply, their
existence was not enough. But in this unsafe situation there was a higher potential that a developer
would break something within the system if s/he was not careful.
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Taking the brunt of all this mental labour in the implementation of a re-architecting change
steps was “frustrating”. My interviewees most commonly used this word when talking to me about
the challenges of implementing a change step. In other words, doing the modifications required to
implement a change step in the code base was not at all brought up by them to be difficult or any
different from other kinds of modifications they make in their source programs but these arisen
mental labour around re-architecting changes. That demanded excess work and planning, behind
the scenes, in addition to the purpose of the re-architecting.
Critical Challenge 3: The change step is tricky to test
Interestingly, when making the change was simple, straightforward on the code (vs. difficult or
huge), all those interviewees consistently said that their job was not still really easy. This is the
category of challenge that I earlier said it bothered both of these cases.
Figuring out what to test. Even simplest changes in the software architecture demanded extensive testing to be done to ensure nobody, namely another developer or a user, would be affected
by that. But developers did n0t know what parts of the whole system had to be tested. A developer
interviewee commented on this in a web-application project:
“That was tricky because when you change something in the architecture, you have to test a bunch of other forms [web forms] because
all of them are on top of the architecture. Who’s going to test that?
The testing team was busy and they did not have the time to test all
bunch of forms and they did not know what forms exactly to test. So,
testing would test some of the forms randomly and when it goes to
the client, some other bugs showed up!”
Another developer interviewee commented on the change step testing:
“The amount of testing that we decided to do for it before putting it
out ended up being a lot bigger than what had initially planned for.”
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Figuring out the cause of defects. When defects are found, the challenge ahead of developers
is the lengthy debugging time. One developer interviewee commented:
“When you run the tests, and they are huge numbers, figuring out
why this doesn’t work [is very hard]. This requires understanding
all the assumptions around the usage of the old thing across the
system. Sometimes, the way it works now has conflict with the way
something else works somewhere else in the system. Sometimes, they
used it in very interesting ways that you didn’t anticipate. It is the
most frustrating thing.”
In the condition that a big step of change has taken place in the system, a developer had to
answer which of those decisions caused this defect or what was not accounted for in earlier decision
making that turned into this sneaky bug. A developer interviewee commented:
“The big challenge was trying to understand what happened before
and what’s happening now after the re-architecting because there’s
been a major change. Of course if you go about a normal bug fix,
the change is usually minor like it’s maybe one code checking that
caused the bug and so you can try to pinpoint that down to a single
line of code or something that’s changed typically. But in this case,
from old to new, it wasn’t just the line of code that got changed, it
was like a whole engine that got changed. So there is more effort in
trying to pinpoint what the exact problem is . . . because so much has
changed like a huge amount of changes happened.”
According to our interviewees, if this reflection had not been done carefully, it was very easy
for them to fall in an error fixing cycle as if it is never going to end.
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Debugging with the regular debugger and testing with the regular tools were the primary points
of tool support in the re-architecting experience of our interviewees. In fact our interviewees
consistently connected their success to automated software testing and having already had unit
tests for all main functionalities.
Critical Challenge 4: There is a rigid dichotomy between development and management views
relative to changing the system
Basically the management concerned whether the change was economically viable for the organization in the current situation. Developers, on the other hand, could only see their own work. They
could say from a technical point of view whether a change can be implemented or not. A lead
developer commented:
“As a software developer, I came to the conclusion that these
changes are very good and I could justify them technically and I was
sure that the solution was the right solution. But we had a managerial problem: the management of the organization said the change
that you want to make costs this much staff-hours and we do not
want to pay this in the situation we are; thus, we’d rather have that
problem and not pay for it [to be fixed]!”

4

And this was the situation unless the change was triggered by the customer’s upcoming demands or known shortcomings or flaws of the system in that level. Convincing the management
because of developers’ urge to improve current software architectures to improve the development
work was very hard when the system was working for its customers and they were not dissatisfied.
For approving a re-architecting proposal, the management needed to know the cost of the
change. But predicting the cost of that change was consistently said by our interviewees to be
a very difficult thing to do for them because that depended on knowing how much the side effects
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of the re-architecting change steps were going to propagate in the whole system and they could
not predict that when they were looking at different solutions. The critical challenge 1 category
at the start of this section elaborates the reasons why. Failure to provide close estimates of reality
subsequently resulted in management discontent.

5.2.2

What solutions would have helped you?

When I asked my interviewees about a specific tool that could have helped their experience with
regard to the challenges they encountered in their work, where the majority of my interviewees
saw a place for tool support for software re-architecting was in guidance.
A majority of them speculated about a tool that would serve as a guide for them, not anything
that do the work for them at this scale. In other words, they said the problem needs to be solved
in a layer other than concerning lines of code as the problem is not about making the change
happen automatically in the code base. They explained the reason that there is too much unknown
and people’s viewpoints and human reasoning has a central role in planning and making of those
changes. They all insisted that re-architecting is different case by case and any tool that provided a
kind of automated way of changing some parts of the software for them was so low-level and had
the issue of generalizability. Those tools were very, very hard to work with and they were created
for very specific things that developers wanted to do with their code and they certainly did not need
those tools with other software.
The selected quotes below highlight the major features of such a tool support:
• “When you decide a change, what other parts you need to go and change. Not
only because of the syntax because figuring that out is easy, just you make a little
change and you get compiler errors. I mean semantically; that you can define I want
to change this semantic and when you want to apply changes it identifies these are
the other places you have to change. Such a thing would help a lot I suppose.”
a lead developer.
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–

• “I think that’s just really kind of a permutation tool. Just a long list of everything
that could be effected by a change you have made maybe. Something like that
like, if you change this variable and this is everything that relies on it, and this is
everything that relies on that and then this is everything that relies on that I mean
it will be a huge cascading mess but if you have that so that you can do kind of
breadth first instead of depth first, then that maybe can be useful.” – a developer.
• “It would have been nice if once we are thinking of these kinds of changes we
know what [functionalities] we would be touching across the modules.” – a lead
developer.
• “There are consequences for changes, and having a tool that shows, like if you
touch this part of the code, what other parts of the source code is going to be
effected? would be really helpful. And even better than that, if such a tool can come
up with kind of a task list that, okay, you’re going to change this but then it’s going
to show up in your to-do list, that you have to change this and this and this part of
the code also. And you just don’t forget about them. When in lower level you’re
doing a little minor change, you are aware that there are lots of other things that
should be changed. Usually, I personally do it in a way that I get syntax errors, and
then I just go over them. But there are lots of other things that are semantic that are
not really going to show up as a syntax error but you’re not aware that those things
are also affected and you should take care of them. So a tool that can list those
things and make a task list of them would definitely be useful.” – a lead developer.
• “A tool that I could blog my thinking into it.” – a developer.
• “Where I do see a place for tools for re-architecting is in guidance. Tools will
serve as a guide, they shouldn’t do the work for you at this scale. There it is too
much unknown . . . And I think . . . something that can be a very good guide for re64

architecting . . . you can have it sort of spit out not UML in the conventional sense,
but something that lays out your system in terms of patterns. And then you dup it
over and you now have your left side which is where you are and your right side
which is where you’re going. And you make the modifications on the right side to
say ‘This is where I want to end up’. And it will take this, it will look at the classes,
and it will keep track of the areas it thinks are important for you to change. And this
gives you a direct look at the code for what do I want to change, how do I want to
– or what have I still got to do once I’ve already started this re-architecting . . . Its
something there; the developer sees it visibly.” – a developer.
• “There’s also the issue of the war zones in the code. Places that are really dangerous to touch; like many things are dependent on the details of those things, so it’s
not that you just decide to change them and then change it. It’s kind of break everything down. It’s going to burn the entire system down! So having a tool that can
kind of assign different importance levels [a] different criticality level to different
parts of the source code, that is also useful. If, you know, I can color them, this is
like a green zone in the code, and this is like a red zone in the code. And if I really
toss the red–if we really want to change anything in the red part, we really should
think a lot. We really should think twice and make sure what we’re doing and study
the effects and then make an elaborated decision.” – a lead developer.
• “if I had something that could even just let me put my assumptions on a piece of
code that the tool could double-check and say, hold on, you have multiple things
calling the buzzer which you said should only be called once. That will be helpful. I
could give that to another developer who’s somewhat familiar with the system and
they’d right away say ‘Oh this is an issue I should address this’. So yeah, I think
it’s almost completely necessary to have some kind of support.” – a developer.
• “I think the important works all takes place in the developers heads so you need
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to get lots of micro games not one big macro game, right? It’s not about being
able to say I want you to try divide [one] class into six classes that are all in a
certain hierarchy and have that happen automatically; it’s about going I can save a
second here, I can save a second there. Instead of having to go through here and do
something to navigate to another document that’s related to what I am doing right
now, I can just press a button and it can context-switch for me instantly. Or maybe
I don’t even have to press a button and it can make itself readily available . . . . So
maybe you could cut down in searching time that way. Yeah, I mean . . . it’s just little
things like that that doesn’t actually change any of the work you are doing or what
you are doing but maybe it makes it a little quicker to do.” – a developer.
So that what was left otherwise to be done could have been just some trivial copy-and-pastes
or move actions in the code base to change its structure or write necessary new code. It would
not actually have done any of the actions of developers in a re-architecting change step but it
would have made it a little quicker to do and relatively painless by reducing the mental labors of
planning, managing, and communicating the change steps that are otherwise manually handled by
developers. Our interviewees asserted that such a specific tool would definitely be useful:
“It would really save a lot of time, and it would really take a lot of
load off the shoulder of the developers and a lot of stress.”

5.2.3

My analysis of how serious the problem is

Figure 5.1 shows how many interviewees dealt with challenges posed by each category. Each
interviewee talked about her or his evidence of one, two, three, or all these challenges as s/he
experienced. The intensity of the change step is visualized in Figure 5.2 in terms of the number
of categories of challenges a developer faced. 3 persons, that are a 15% of the population of our
interviewees, had dealt with all categories of challenges. 9 persons, that are a 45% of the population
of our interviewees, had dealt with three categories of challenges. 15 persons, that are a 75% of
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the population of our interviewees, had dealt with two categories of challenges. And 100% of our
interviewees struggled with at least one of these challenges.

Figure 5.1: Number of developers having each challenge out of the total 20.

Figure 5.2: The intensity of the studied change steps for developers.
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The result that is obtained from the chart in Figure 5.2 is that in my sample, all the developers
had at least one problem in the change process. Even though my study was not a survey of a very
large number of people, this suggests that the change process is troubling for different developers
that are involved. This is particularly true for lead and senior developers I talked to. That, despite
their familiarity with the system and their considerable expertise in solving its technical problems,
or despite all the efforts that they had put to improve their understanding of a rather unfamiliar
(part of the) system, and despite the available tools and technologies that they used, the process
was not very smooth for them and it exposed risks to the re-architecting project: That, changes
seemed simple at their high-level decision making but they turned out to be harder than thought;
their side effects were much higher, much bigger than originally thought; as well as after changes
were made, the stability of the system was disturbed.
“The change is just like the iceberg example that we see only its tip.
Then when we go ahead, we realize its true magnitude . . . ”

6

I learned that some leads, as a result and over experience, were becoming reluctant to “that
beast” when some developers in their team complained about the code and suggested a rearchitecting. An interviewee commented:
“Our strategy for coping with the risks of re-architecting changes
was exactly not to re-architect at all because the project had a customer and we had to deploy it for them every other week. If the
project had been some R&D project for our own company, I would
have not feared a re-architecting change and would have done it but
for projects with customers, I am very skeptical. One such change
usually breaks another part of the system that is already working
and we don’t have reliable and trustworthy tests.”
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Obviously, this strategy did not work with all projects and developers had to accept the challenge and be mentally prepared.

5.2.4

Conclusion of my analysis

Figure 5.3 is a summary of the issues raised at the three levels of organization that I found in the
interviews. In this figure, the unit that performs lower-level decision making are developers; the
unit that performs upper-level decision making are lead developers or architects; and high-level
management is the unit representing organizational managers that are non-technical staff involved
with the re-architecting to budget and sell it. These units collaborate on the change as shown by
their interdependencies.
The challenges that the lower-level technical decision making unit in change faces is managing an overwhelming amount of information; the challenges that the upper-level technical decision making unit in change faces is having incomplete information about the existing system on
the technical side and convincing the high-level management unit about the necessity of making
changes on the managerial side. For each unit, challenges on the bottom of the chart are the results
of the challenges on the top.
The focus of my analysis here is on the upper-level technical decision making unit in between.
These engineers fail to see the scale and severity of changes according to these interviews when
they decide changes. That is because they do not completely know what happened in the development of the current system that is important to the change (the context of the change) because
there is a lack of the records of the communication that happened about the system development.
This is shown by the two challenges of inaccurate assumptions and hidden dependencies about/of
the system in Figure 5.3. We saw the same challenge in the previous chapter in Section 4.2.1. That
is why, on the other side of relationship in this picture, these engineers struggle to convince and
get management support.
But the same process is repeated in the change step again as in the initial development of the
system.
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Figure 5.3: Developers’ challenges of the change step with regard to the three levels of the organization.
My interviews suggest to me a lack of systematic way of communicating between people in the
change decision making and implementation process. The communication issue was seen in the
previous study as well (Section 4.2.1 and Section 4.3). This is a critical human challenge that both
units of technical decision making are involved with in the change process: The communication
weaknesses and lack of proper management of records.
The technologies used in the change process to cope with the technical challenges to some
extent, such as automated software testing, static code analysis, debuggers, version controls, visualization tools, etc. do not sufficiently support engineers communication for deciding and performing the right changes on the system: the communication information are scattered and not easily
manageable and the engineers’ collaboration still suffers from this.
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5.3

Implications of the Study

My qualitative study shed light on a set of critical challenges that people in different roles/layers of
organization involved with a re-architecting face. My analysis pointed out that there is a specific
challenge of communication among these layers about what changes are needed in the system.
There are many possible ways possible that future research can respond to this challenge. This
challenge suggests to me a set of guidelines for the design of future systems to support involved
software engineers as well as an educational implication for developers.

5.3.1

Implications for design

The design guideline that I propose which stems from this challenge uncovered in Section 5.2.4 is:
DG1: Software engineers must take a systematic approach to the communication and
record management of the whole process of change.
The design guideline that I propose which stems from the technical side of challenges (in
Section 5.2.1 and Section 5.2.2) is that:
DG2: Software engineers need to use state-of-the-art tools for analysis and reasoning to
inform their decisions.

5.3.2

Implications for education and training

An important educational implication that I propose which stems from DG1 above is:
My study suggests that developers should have systemic and non-technical thinking skill in addition to what they have. Specially individuals who are at level two, i.e., leads or senior developers,
must take on formal training to learn systematic and strategic thinking as well as some managerial
skills. Example training includes MBA, Information Technology/Systems Management, Project
Management or courses that combine management skills and tech training. My findings suggest
that managers should hire or mandate senior developers and team leads to have this qualification
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in addition to the technical qualification that they already have because re-architecting happens
and my results show that being only technical or being the best technical person assigned to these
projects does not diminish the great challenge I identified above.

5.4

Limitations of the Study

In this research, I was the only one collecting and analyzing the data. While I strengthened the
internal validity of my findings through careful coding of my data [Pandit, 1996], the findings are
subjective because they were formed from the ground up through my judgment of the data.
I generalize my findings with caution. I probed into the experiences of software developers
mainly from Iran and North America in my interviews. I do not have other evidence for my
findings such as a direct observation of a team or individual doing re-architecting tasks. The
collected re-architecting experiences were from a wide range of team and system sizes and in
different companies. This ranges from one developer working on a system of the size of an order
of 10,000 lines of code to an average of 15 developers working on a system of the size of an
order of hundreds of thousands of lines of code, an order of a thousand classes and a thousand
database tables. The considered experiences were rich in the sense that my interviewees did either
a re-architecting with simple, straightforward change step implementation but huge impacts or a
re-architecting that had highly complex, painful change steps. My study participants also dealt with
the change step decision-making at its higher level of abstraction (that takes place at a whiteboard
in a meeting), lower level of abstraction (that takes place at the keyboard on a code repository) or
both [Watkins, 2004].
This qualitative study provided rich data to help me better understand the software rearchitecting phenomenon specially the human aspects involved in it.
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5.5

Summary

This chapter contributes a qualitative study of industrial developers’ experiences in conducting
software re-architecting, identifying common problems encountered in the current practice. I interviewed 20 software developers who worked at 18 different companies on various re-architecting
projects. In those projects, my interviewees were lead developers or non lead developers at independent companies that were either software vendors or invested in the development of their own
needed software. In particular, I sought to answer what was challenging when the team/organization felt determined to re-architect a system and how they did it. I probed to find what technologies
they used in the change process and whether the existing support was enough.
Via the analysis of the experiences of these technical people, I found that in all these settings,
it was thought that having only technical skills are sufficient for carrying out a re-architecting and
attention was not given to the skill of systematic thinking about changes, one that establishes a
holistic view explaining how one change as well as their entirety affect the whole software system. My study implied that developers, the best of them technically who are chosen for the rearchitecting job, lack skills in this area. My study suggests that software developers or at least,
those in the lead positions, must be taught the skill of systematic thinking by attending training
programs such as MBA, Information Technology/Systems Management, Project Management or
courses that combine management skills and tech training.
Also, I found that the current state of the practice of software re-architecting lacks technology
to encourage and support this way of thinking which is necessary for this job. For this, my study
implied that software engineers must take a systematic approach to the communication and record
management of the whole process of change. The change process is the activity involving one or
more people to determine the appropriate complex transformation to be performed on the system.
The transformation is typically broken down into smaller change steps and people tend to talk
about individual change steps and the order which they should be applied. By systematic approach,
I mean having a system that developers and other stakeholders of a re-architecting can efficiently
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handle record management and communication about these change steps in it.
The findings of this chapter confirm and complete the generated design guidelines of the previous chapter. The entire set of generated design guidelines of these empirical studies will be
presented as a coherent list in the next chapter.
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Chapter 6
A Knowledge Representation Framework for Software
Re-architecting
In the previous chapters, I discovered a series of critical challenges that software engineers face
in the change process of a re-architecting (Section 5.2 and Section 4.2). Based on these, a set of
design guidelines were generated for future solutions to address those issues (Section 5.3.1 and
Section 4.3). In this chapter, I focus on the problem of the communication weaknesses and lack
of proper management of records in the change process (Section 5.2.4) and refine my past design
guidelines towards my specific interpretation of a solution for this problem: a knowledge representation framework, that captures and represents diverse kinds of information in the change process
via lightweight modelling, visualization, and collaboration of stakeholders, and enables the use of
reasoning and analysis tools to inform awareness and decision making. This framework connects
all persons who are involved in a re-architecting and connects all the scattered information as a coherent body of knowledge that dynamically evolves in the process and everyone contributes to it.
My knowledge representation framework is the basis of a future advanced tool for re-architecting
that supports (asynchronous) collaboration of engineers. Such a tool would help to systematize the
re-architecting process without becoming burdensome.
In Section 6.1, I state the main problem that was uncovered based on my empirical data. In
Section 6.2, I present the coherent list of design guidelines that emerged from my past studies
and I interpret them into a list of design guidelines for a knowledge representation framework.
In Section 6.3, I explain my knowledge representation framework that is designed based on these
guidelines. A simplified version of the change that I studied in Chapter 4 is used as an example to
describe the framework.
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6.1

Statement of the Problem

My qualitative study in Section 5.2.4 found the critical challenge of communication weaknesses
and lack of proper management of records inside each layer and between layers of the organization
that are involved in the change process of re-architecting. The change process is the activity involving one or more people to determine the appropriate complex transformation to be performed
on the system. The transformation is typically broken down into smaller change steps and people
tend to talk about individual change steps and the order which they should be applied. My study
suggests that (DG4 in Section 5.3.1) software engineers need a systematic approach to communication and record management in the change process of re-architecting. By systematic approach,
I mean having a system that developers and other stakeholders of a re-architecting can efficiently
handle record management and communication in it. This is shown in Figure 6.1.

Figure 6.1: The current status of the change process in software re-architecting.
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Figure 6.1 is diagrammed according to the IDEF0 standard of process definition [Chartered
Quality Institute, 1998] to define the change process. Input is the input of the process that is
transformed in it, here the existing architecture (called as-is) and the output, here the desired architecture (called to-be) is produced. Controls are a different input to the process that directs the
activity in the process, such as templates, standards, plans, and checklists that are used but they
themselves are not changed in the process. Currently, the typical project management controls the
change; but what is missing is a systematic approach to communication and record management of
this process that is explained above. Mechanisms are the human resources and tools for doing the
activity. Here, expert developers with the use of state-of-the-art software development tools carry
out the change in the software system.
In Section 5.3.1 and Sections 4.3 of the previous chapters, I identified a list of guidelines for
future research to considered in providing such a systematic approach to the change process of
re-architecting.

6.2

Stepping Towards a Solution

Different solutions are possible to address the problem in Figure 6.1. My solution to this problem is a knowledge representation framework that represent diverse information that is communicated among different engineers in the change process. I take the knowledge representation
approach [Rich and Knight, 1991] to the stated problem because in my interpretation of the solution to this problem, we need to structure the way engineers exchange their information about
the system with someone else throughout the change process. This is otherwise difficult without a
common language for representing that knowledge and ambiguities arise. Such a framework connects all persons who are involved and integrates all the scattered information as a coherent body
of knowledge that evolves in the change process and everyone contributes to it. Thus, I believe a
knowledge representation framework would facilitate communication and record management in
the change process of re-architecting.
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Below is a full list of design guidelines that I proposed in the previous chapters based on the
case study and interviews data for engineering future collaboration tools for re-architecting (they
are re-numbered here):
1. (In Chapter 5, Section 5.3.1) Software engineers must take a systematic approach to
the communication and record management of the whole process of change. They
need to have a system to efficiently handle record management and communication
of the whole process of change in it.
The three design guidelines below turned out to articulate with the required systematic approach.
2. (In Chapter 4, Section 4.3) Software engineers need to have a clear understanding
about the greater architecture of a system – what the entire code does and how their
code affects or is affected by other code.
3. (In Chapter 4, Section 4.3) Software engineers need to clearly articulate to their
collaborators changes that are happening with respect to the greater architecture of
the system and what the differences are between two or more suggestions. They
should have a support to visually communicate changes with their collaborators to
help them externalize what they have in their mind about what is going on.
4. (In Chapter 4, Section 4.3) Software engineers need to have a system that records
detailed changes together with the communications about those changes and has
the ability to retrieve information.
5. (In Chapter 5, Section 5.3.1) Software engineers need to use state-of-the-art tools
for analysis and reasoning to inform their decisions.
Stepping gently from these design guidelines towards my specific solution, I refine these design guidelines for a knowledge representation framework as a technology that I propose to help
engineers take a systematic approach to the change process in software re-architecting:
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DG1: The knowledge representation framework needs to clearly communicate the high
level architecture of a software system.
• Interpreted from items 1 and 2 above.
DG2: The knowledge representation framework needs to clearly communicate where
changes are happening with respect to the high level architecture of a software
system. A change model is iteratively built into it by the collaborators.
• Interpreted from items 1 and 3 above.
DG3: The knowledge representation framework needs to communicate the order of
changes for the sake of considering their priority, dependency, and efficiency of
their execution.
• Interpreted from items 1 and 3 above.
DG4: The knowledge representation framework needs to support incomplete change models. This is necessary because engineers might have incomplete or inaccurate information about the software system when discussing it at a high level or planning
upcoming changes. Engineers’ information evolves through collaboration and iterative work. Thus, the modelling activity should not restrict them at any point to
provide a complete specification; rather it has to be a very flexible activity.
• Interpreted from items 1, 2, and 3 above.
DG5: The knowledge representation framework needs to factor in analysis that is important for the plan stakeholders; for example, analyzing completeness of a change
model and consequences of decisions for engineers and analyzing planning a sequence of changes for managers. Using state-of-the-art analysis tools helps inform
decisions.
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• Interpreted from item 5 above.
DG6: The knowledge representation framework needs to visualize information in different ways for different stakeholders with different amounts of expertise.
For example, when an architect is discussing the change with her manager to justify
the re-architecting, she does not need to see the code but when she is discussing the
change with a developer of a component of the system that is going to change, they
need to see relevant code as well.
This also implies that the knowledge representation framework needs to be accessible for regular people and does not require extensive training. They include regular
developers and managers without a deep technical knowledge.
• Interpreted from items 1, 3, and 4 above.
DG7: The knowledge representation framework needs to involve fundamental version
control features of branching and merging of the models to communicate what is
the current status of the change model and to clearly communicate the alternatives.
It also needs to help collaborators identify and appropriate common steps/features
across change models (i.e., borrow from each other).
• Interpreted from items 1 and 3 above.

6.3

A Knowledge Representation Framework

Based on the design guidelines (DGs) that are listed in Section 6.2, I propose a knowledge representation framework that captures and represents diverse information involved in the change
process of re-architecting via lightweight modelling, visualization, and collaboration.
In this section, I explain the workflow of the framework via an example first. Then, we look
at each of the dimensions individually. The example is a simplification of the re-architecting of
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Figure 6.2: A high level understanding of the existing (old) help subsystem.
Eclipse help subsystem that I studied in Chapter 4.
In this framework first engineers communicate their understanding of the existing software
system with an intuitive, light-weight sketching approach. By iteratively refining this model, they
provide “just enough” details in their model of the existing software system and identify ambiguities and answer each others’ questions. Figure 6.2 shows an example. The main elements of a
sketch diagram are boxes and arrows. They are very simple as if engineers are using pen and paper
or drawing on whiteboard. Resulting box and arrow sketches are very informal. They are partial
models — representing only any physical (e.g., file and directory) or logical (e.g., methods and
classes) parts of the structure of the existing software system that engineers think are relevant to
their re-architecting task at hand.
In Figure 6.2 I demonstrate important aspects of sketches in my approach:
1. Some boxes map directly to a physical unit of source code. For example, IHelp in
the box called APIs is a file in the source code repository that is a Java interface
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or WorkbenchHelp in the box called ui plugin is another file in the project
repository that is a Java class. Engineers can import any physical or logical unit of
code and configuration from the project repository into their model. They visualize
it with a box if it is a functionality concept or with an arrow if it is a dependency
concept in the software implementation.
2. Strictly speaking, the logical units are not limited to programming language modules, e.g., a method in Java, instead it can even be just any few lines of code or
configuration in a programming language standard module or file. Engineers visualize that concept with a box or arrow. For example, in Figure 6.2, support is a
piece of configuration declared in an XML file in the project repository. However, it
has an important role in the architecture of the help subsystem, called an extension
point in the Eclipse plugin architecture, and it is relevant to the re-architecting thus
it is sketched.
3. In Figure 6.2, some boxes do not directly map to a physical unit in the project
repository. For example, the help repository does not include an APIs package or a package called extension points. They are very high-level concepts that engineers imagine and use when they communicate and reason about
the existing software system.

Another example of this, in Figure 6.2, is

the boxes representing extension points for the help content and for the user
interface (UI), respectively called content extension points and Other
UI-related extension points. The help implementation box and the

two boxes within it are like this as well. These are very high-level concepts that engineers care about in the re-architecting task at hand and each may be by no means
a clean and well-modularized unit in the project repository; each box can map to
hundreds or even thousands of lines of code and configuration that are spread out
in different files and directories in the source code repository.
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4. The existing system might have other facets that engineers do not care about in
their re-architecting task at hand thus they do not show them in their sketches. They
are unimportant context, as the rest of the Eclipse Platform is in this example in
Figure 6.2.
Engineers iteratively refine the high-level sketch to reach the level of detail and accuracy that
is necessary for assessing and planning the change (in this example, we assume we are at the point
where engineers think that this is enough to proceed for now). The framework provides features
for drilling down and rolling up in the emerged box-and-arrow hierarchies to assist engineers in
switching their focus between levels of abstraction. Also, the framework provides features for engineers to declare and refine mappings from sketches to the physical and logical program elements
in the project repository so they easily can see/switch to relevant code when needed.
It is also possible that engineers have alternative understandings of the structure of the existing
software system. The framework allows engineers to sketch alternative models that represent different understandings of the same system. Engineers can report consensus and proceed based on
their common understanding of the existing system. However, the framework keeps track of any
alternative that once was considered.
This shared, visual understanding of the existing system puts everyone on the same page and
serves as a solid foundation for proceeding to the next phase, defining a change. The model for a
change is called a change step in my approach.
Engineers decide to define a change step. The framework enables engineers to interact with
an existing sketch and encode change decisions on its elements: Add, Delete, Split, Move, Copy,
Rename. The framework automatically captures these decisions and their temporal sequence.
The change step connects the two understandings of the old (as-is) and new (to-be) systems.
This new understanding, such as the one shown in Figure 6.3 in my example, is not necessarily the
final, target design. It is what engineers envision the current architecture to become next. Several
change steps might be needed for achieving a major re-architecting of a system. The change step
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Figure 6.3: A high level understanding of the new (to-be) help subsystem.
is a significant part of this framework because having merely the before (e.g., Figure 6.2) and after
(e.g., Figure 6.3) models do not communicate what is happening from before to after.
The framework provides an operator for the engineers to view the change step where they
can view changes they proposed. This view has two compartments: a static representation of
what changes are proposed; they are visualized by colour-coding of decisions, and a dynamic
compartment that animates the temporal sequence of decisions.
Figures 6.4, 6.5, 6.6, and 6.7 show a static view of the change step for my example rearchitecting. A change step only depicts the important context in the structure of an existing
software system. In my example, the rest of the Eclipse Platform is unimportant context of this
change step.
In Figure 6.4, neutral boxes and arrows1 are structural elements that existed before and are still
there, i.e., are the same, after the changes are proposed. Yellow colour encodes decisions that mod1 white

boxes and black arrows
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Figure 6.4: Change step view: Still-existing and no-longer-existing concepts.
ify an element. We assume the name of an element to be its identifier (ID) in the sketched model.
For example, in this example, the WorkbenchHelp class still exists but developers said its code
should change in a certain way. Engineers can write new code snippets in the framework for a box
or arrow to indicate or instruct how its new implementation would look like. Red colour encodes
decisions that delete an element. In our example, the WorkbenchHelp class was dependent on the
IHelp interface but the changes say it no longer is.

Neutral and yellow colored elements of the sketch in Figure 6.5 are the same as Figure 6.4.
The green colour shows any concept that is added to the sketch. However we cannot blindly say
that they are brand new; maybe they just existed somewhere else in the system and are now being
used here. This is why the view change step operator presents to engineers the interactions they
made with the system to define the change step (see Figures 6.6, 6.7, and 6.8).
Figure 6.6 shows the IHelp concept that once existed has been split and two new concepts,
which map to two Java classes, have been created. This change interaction can include code
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Figure 6.5: Change step view: Still-existing as well as added concepts.
snippets showing what pieces of the IHelp interface would be implemented in which of these two
new classes. Figure 6.6 shows that the helpSupport concept is exactly the same support concept
which used to exist in the current system and is proposed to move somewhere else and be renamed.
The yellow coded changes in Figure 6.7 describe instructions on what changes to make in the
program element in the source code repository, now that their required portion of API is provided
by the HelpSystem class and no longer by the IHelp interface. This description can be in terms
of code snippets or natural language content; it is absolutely up to the engineers.
In Figure 6.8, we can see that a dependency existed from support to IHelp but engineers
turned it to a dependency from helpSupport to AbstractHelpUI. It is exactly the same dependency concept but is deleted from its old context and moved to a new context.
The framework does not infer these little changes that are part of the big change step; it simply
records engineers’ decisions through interaction with the sketched model of the system during the
define change step operation.
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6.4

The Framework Dimensions and Core Features

In the previous section, I explained the workflow of the framework by an example. In this section,
I summarize the workflow about the change and will describe the dimensions of this knowledge
representation framework in detail.
The Framework Workflow
On the sketched model of the existing software system:
1. Engineers define a change step.
2. Engineers commit a change step.
3. Engineers revise a change step. Loop to step 2 above.
When engineers revise a change step, it could be because of the following three reasons:
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Figure 6.7: Top is a dependency modification change and bottom is a brand new addition.
1. The high-level sketch is refined into a more detailed-level sketch as their understanding of the existing system develops over time.
2. The high-level sketch and/or mapping to the program elements in the project repository changes as their understanding of the existing system develops over time.
3. Engineers change their mind about aspects of the new design, i.e., they want something else or they think of other ways of achieving that.
The Knowledge Representation Dimensions
This framework has five knowledge representation dimensions: Components, Dependencies,
Change steps, Alternatives, and Time. These represent different information about the change.
Below I describe each dimension.

6.4.1

Component dimension

The component dimension represents the logical units of implementation and its design is based
on design guidelines DG1 and DG6 from Section 6.2.
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Figure 6.8: Top is a component modification change and bottom is two dependency deletion/addition changes in which those dependency concepts are exactly moved.
The component dimension ranges from units of functionality that are implemented in terms
of the programming language elements and the IDE resources at one side of the spectrum to very
high-level units of functionality at the other side of the spectrum that developers imagine and use
when they communicate and reason about the existing software system. Nowadays, an existing
software system may have been implemented via the use of different programming languages and
technologies. Thus, there is no restriction on the type or size or any other factor of a unit of
functionality in my framework. Any unit of functionality that a software developer pays attention
to in the big refactoring task is a component in this framework.
In this framework, software developers graphically represent a component with a box. A component can be mapped to its implementation in the code repository. This mapping is expressed
by the software developer. The box may not exist in the code repository as an IDE resource or
programming language element but chunks in various places may be its realization. The mapping between a component and its implementation in the code repository ranges from no mapping
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expressed at all to a complete correspondence to all code chunks and configuration data that implements that component. Software developers can also express other knowledge they might have
about the component of interest in the form of natural language content. For example, what they
think the purpose of a component is or what assumptions the component makes about other components. The natural language content can be certain knowledge, uncertain knowledge, or a question.
Basic operators to sketch components and work with them in the framework may include:
• Add / Delete / Modify a box sketch
• Move / Resize a box sketch
• Add / Delete / Modify a mapping from a box sketch to the code repository
• Add / Delete / Modify an abstraction hierarchy
• Move / Navigate an abstraction hierarchy
• Add / Delete / Modify natural language content
• Annotate natural language content as certain knowledge, uncertain knowledge, or
question

6.4.2

Dependency dimension

The dependency dimension represents how the individual components collaborate with each other
to provide a bigger functionality or service in the system. Its design is based on design guidelines
DG1 and DG6 from Section 6.2.
The dependency dimension ranges from the different types of dependencies that the programming languages and technologies define and the IDE supports between resources at one side of the
spectrum to the high-level dependencies that software developers use to communicate and reason
about the interaction and collaboration of the components of the existing system at the other end
of the spectrum.
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In this framework, software developers graphically represent a dependency with an arrow. Similar to a component, a dependency can be mapped to pieces of code and configuration which
a developer thinks implement that dependency in the code repository. The mapping between a
dependency and its implementation in the code repository ranges from no mapping at all to a complete correspondence to anything in the code repository that implements the dependency. Software
developer can also express other knowledge they have about the dependency of interest by adding
natural language content to the arrow sketch. The natural language content can be certain knowledge, uncertain knowledge, or a question.
Basic operators to sketch dependencies and work with them in the framework may include:
• Add / Delete / Modify an arrow sketch
• Move / Resize an arrow sketch
• Add / Delete / Modify a mapping from an arrow sketch to the code repository
• Add / Delete / Modify an abstraction hierarchy
• Move / Navigate an abstraction hierarchy
• Add / Delete / Modify natural language content
• Annotate natural language content as certain knowledge, uncertain knowledge, or
question

6.4.3

Change step dimension

The change step dimension is the core of this framework. This dimension of the framework represents information about the system when engineers investigate and plan an architectural change
in the system. It is designed based on design guidelines DG2, DG3, DG4, DG5, and DG6 from
Section 6.2. This dimension includes:
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• Current understanding. It is a “good” understanding of the existing system represented by high-level boxes and arrows sketches, with mappings to the code repository. Good is a subjective measure here and it is decided by software engineers
when their understanding of the existing system is complete enough and detailed
enough to investigate and plan changes.
• New understanding. It is what software engineers think the new structure of the
existing system would look like conceptually, plus explanations about the new code
to create. The “new” is not necessarily the final, target design. It is what they
envision the existing system to become next.
• A transition from the current to the new understanding. It is a visual, interactive
specification of how the current understanding has to change to reach the new understanding, plus instructions on what changes to make in the code repository.
The change step dimension in this framework ranges from very high-level box and arrow concepts, before and after the change, and what changes occur in between, at one end of the spectrum,
to further detailed-level box and arrow concepts down the abstraction hierarchy, before and after
the change, and what changes occur to them in between, at the middle of the spectrum, to eventually the programming language elements and IDE resources in the code repository and explanation
of what changes should occur to them, at the other end of the spectrum. It is totally up to software engineers where in this spectrum to define a change step. A change step may be revised later
on during the process when (1) software engineers’ current understanding of the existing system
evolves over time or (2) they realize they have to re-architect differently.
The change step dimension includes the following basic operators:
• Define change step. This operator switches the mode of the framework from collaboration on the conceptualization of the existing system to collaboration on assessing and planning changes on the represented concepts. It provides a set of basic
operators to define changes. These operators include:
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– Add / Delete / Split a component
– Add / Delete a dependency
– Keep / Copy / Move a component
– Keep / Copy / Move a dependency
– Rename a component
– Rename a dependency
– Mark impact (of any of these changes)
– Add / Delete / Modify natural language content
– Add / Delete / Modify code snippet content
– Annotate natural language content as certain knowledge, uncertain
knowledge, or question
• Resume change step. Software engineers resume working on an interrupted
change step. The same perspective as above is activated for them in order to pick
up where they left off at the interruption.
• Commit change step. When software engineers feel a change step is complete
enough and detailed enough for them to proceed (to implementation or to the discussion of the next change step), they can commit it. The framework keeps track of
all change steps that engineers create in a re-architecting process and revisions to
them.
• View/Modify change step. This operator helps software engineers to understand
or review a change step that is already completely or partly defined. It represents
the following types of information: (1) what has not changed in the transition from
current understanding of the existing system to the new understanding of what it
should become, (2) what concepts existed in the system before the transition and
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do no longer exist in the system after the transition, (3) what concepts did not exist
in the system before and do exist in the system after the transition, and (4) what
interactions engineers did with the framework to define the change step. Item (1) is
necessary because it presents those parts of the system that despite being unchanged
are pertinent to the change; in other words, they are part of the important context
for the change. The framework does not clog the clarity of the change step by
unimportant context.

6.4.4

Alternative dimension

The alternative dimension in this framework represents (1) alternative understandings of the existing software system or (2) alternative change steps to it. The framework supports models in
parallel that either compete or that lead to multiple concrete solutions. Its design is based on design guideline DG7 from Section 6.2. The alternative dimension includes basic operators such
as:
• Create an alternative. When a software engineer wants to express her understanding or her idea of a change that is different from another one’s, the framework
supports her by explicit expression of alternatives as if she is defining them in the
first place, as explained before, giving her operators she needs. The framework
keeps track of alternative sketches of the existing system as well as its alternative
change steps. These are the knowledge that later on in the process, engineers may
feel the need to go back to and reconsider them.
• Delete an alternative. Software developers may want to delete an alternative altogether from the framework despite the fact that it would not hurt to just let it be
there for potential future reference back to it.
• Compare alternatives. After at least one alternative is created for the high-level
boxes and arrows model of the existing system or for a change step, software engi94

neers would like to see the difference and discuss the pros and cons of each alternative. This operator allows them to go back and forth among defined alternatives
and supports comparing and contrasting two or more alternatives very directly.
• Report consensus. After an attempt to reach a consensus, engineers mark one
among all the alternatives and proceed. In other words, it is known in the framework
which model is the consensus one.

6.4.5

Time dimension

The time dimension in this framework simply represents how the knowledge that is managed by
other dimensions of the framework evolves. Because as engineers proceed, their understanding
of the system/problem is constantly evolving; the steps that they are going to take are constantly
evolving; and the desiring goal is constantly evolving. This dimension captures the knowledge of
such evolution and is designed based on design guideline DG7 from Section 6.2. The framework
includes a repository for all the models and a version control mechanism that keeps track of (1)
the high-level boxes and arrows sketches of the existing system and alternatives, (2) the changes
steps and alternatives, and (3) the high-level boxes and arrows sketches of the desired system and
alternatives.
The basic version control operators to consider include:
• Commit / Checkout a box and arrow sketch to/from the repository
• Commit / Checkout a change step to the repository
• View differences between two versions of a sketch or a change step

6.4.6

The border line of the framework functionality

I see that it is critical to clarify what the framework does and does not do for software engineers:
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• The framework DOES NOT make decisions for software engineers. That is, it does
not suggest a change step (see Section 6.4.3) because the idea of how to a change
a system, generally speaking, does not come from the existing system; it comes
from the people. Instead, the framework would facilitate their decision making by
representing the information they need.
• The framework DOES guide software engineers by making them aware of things
they need to make decision about. Part of this is that the framework keeps track of
versions of their understanding of the system, versions of their decisions on how
to change it, and versions of the alternatives of both. Thus, I believe that it would
relieve software engineers from the burden of managing and recalling overwhelming volumes of relevant facts and details about a re-architecting. The other part is
that the framework DOES automate various kinds of reasoning by applying logical
techniques on its accumulated knowledge of the system. For example, it reminds
engineers about what has to be done for the sake of their task completion; the framework alarms “This and this is undecided yet. Do you want to decide these now or do
you want to proceed anyway?” Of course, I am aware that these prompts should not
happen all the time because otherwise this feature of the framework would become
annoying for engineers. Two more complex reasoning problems are explained in
the following.
Reasoning for Revising a Change Step
One line of reasoning can be when engineers revise a change step. An engineer would want to
revise a change step when their understanding of the existing system is refined/enhanced and they
intend to accordingly revise a change step that is defined on the older version of their understanding. Typically, they would not need to define a change step from scratch but they need to
refine/enhance the recent version of that change step. Here, the framework reasons about how the
new and older versions of the understanding sketches match and replay the change step on the new
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sketch, releasing engineers from the tedious task of coping and pasting their past decisions. The
framework finds and informs engineers about actions it cannot complete because of the differences
between the two models. In other words, during this reasoning, the framework forces engineers to
think about those actions it cannot automatically complete for them in revising the older change
step.
Reasoning for Sequencing the Change Steps
The other line of reasoning is for the support of change steps sequencing. The framework uses the
notion of context to support ordering of change steps. The context of a change step is a subset of
the entire system’s concepts that a change step is defined about/on them. A change step definition
in this framework is composed of the context and the decisions. Viewing a change step, its context
is composed of what was there in the before model and has not changed, what was there and still
is there but has changed, and what was there but is no longer there; that is, elements encoded by
neutral, yellow, and red in that change step. (Figure 6.4 is an example).
If another change step is going to be defined right after this change step on the same context,
the context of that change step will be the set of concepts encoded in neutral, yellow, and green
respectively representing what was there in the before model and has not changed, what was there
and still is there but has changed, and what was not there and is added (Figure 6.5 is an example).
Let us assume that engineers have defined one change step. The second change step they want
to assess and plan for their re-architecting is either relevant to the previously defined change step or
is irrelevant to it. If two change steps have overlapping contexts, I call them relevant change steps
otherwise I call them irrelevant change steps. The question that arises here is that “is it possible for
the two change steps, which are irrelevant because of their distinct contexts, to have any semantic
relevance to each other?”
The answer is yes. It is possible that the semantic of a change step that is already defined or
the semantic of a decision within it (e.g., any of the decisions shown in Figure 6.6, Figure 6.7,
or Figure 6.8) causes a particular decision to be made within another change step or even causes

97

another change step to be defined in another part of the existing software system. In this case, the
framework enables the engineer to explicitly express this semantic relationship between the two
change steps or between the two detailed decisions made within the first change step and within
the second change step.
The way my framework supports the sequencing when change steps are contextually irrelevant
to each other is simple. After engineers define individual change steps that are irrelevant in the
sense that I explained above, the framework enables them to see the change steps they have defined
as well as any semantic relationship they have expressed on them.
If there is no semantic relationship, the way it works would be very trivial; engineers make
possible permutation sequences they care about and discuss pros and cons of each sequence and
report consensus to proceed. However if there is a semantic relationship between two change
steps that are contextually irrelevant, the framework informs the engineers about this. Either engineers decide that, in the possible permutations, these two change steps should always come in this
present order or the framework helps in defining equivalent of the second change step now that it
is supposed to come before the first change step by applying reasoning. The framework stores this
change step as an equivalent of what it was before and also the two alternative sequences.
When the change steps are contextually relevant, then the entire or part of the new understanding that is output as a result of a change step definition is the input understanding for the change
step engineers intend to plan next. In this case, engineers first have to define change steps with a
default ordering that incur to them. Take the default sequence in Figure 6.9 as an example.

Figure 6.9: Towards sequencing change steps – initial sequence.
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Obviously context b is more weakly mapped to the existing implementation because it represents a to-be state of it if change step A is implemented.
Now that engineers want to consider another sequence in which change step B precedes change
A, it definitely will not be as simple as when these changes would be contextually irrelevant. We
illustrate this in Figure 6.10.

Figure 6.10: Towards sequencing change steps – alternative sequence.
Again, as change step B is already defined in the framework but on a different context, i.e.,
context b, now the framework applies its reasoning and helps the engineer to re-define the change
step B on its new context a and it stores the resulting new change step B as an equivalent of the
old change step B; this is conceptually different from an evolutionary versioning of B, it shows
an equivalent of B in another sequence. The framework does the same for helping the engineer to
re-define the change step A but this time on its new context d.
So, this way our framework, through its reasoning mechanism, enables engineers to sequence
a subset of change steps that are contextually and/or semantically relevant or dependent to/on each
other. Through these reasoning mechanisms engineers are enabled to explicitly define possible
orderings they care about when change steps are contextually and/or semantically relevant and
discuss pros and cons of each sequence of them.
In the end, engineers report consensus on a sequence and proceed to implementation. As an
example assume they chose to implement the first sequence that is shown in Figure 6.9. After
they implement the change step A, my approach encourages to update (revise/refine) the next
change step given the new understanding that is just implemented. This means updating both the
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information in context b and both the decisions made in change step B on the elements of that
context. The framework keeps track of this evolution of the understanding and change step by
means of the versioning mechanisms provided via its Time dimension.

6.5

The Framework User Interface and Interactions

This section explains the elements of the user interface of the framework.
An Existing-Source Model (The “Before”)
The existing-source model represents understanding of the existing source system. This model
consists of elements that depict the frameworks Component and Dependency dimensions (see Sections 6.4.1 and 6.4.2). A user can arbitrarily group elements into abstractions that abstract away
concrete elements in the source code. Abstractions in the model may represent language-based abstractions (e.g., packages in Java) or they may be user-defined abstractions for convenience. Clear
levels of abstractions, then, exist in the model (A strict hierarchy of abstractions will cause problems when two different abstractions are useful for different purposes; thus, the framework allows
abstractions to overlap in a non-hierarchical manner). Natural language comments can be written
anywhere in this model to explain the human understanding. Multiple models are supported to
depict Alternatives (see Section 6.4.4).
A Desired-source Model (The “After”)
Same as the existing-source model, the desired-source model represents understanding of the target
source system. The description is much the same as above, except that this model may only
partially have underlying source code, e.g., those elements that does not change from the before
model has same underlying source code.
A Change Model
The before and after models described above are interrelated as a before-after pair called a change
step model (see Section 6.4.3). This pair includes explicit relationships between these two mod100

els. Natural language comments can be written anywhere in this model to explain the individual changes. Also, multiple change step models are supported to depict Alternatives (see Section 6.4.4). A change model of a re-architecting consists of a sequence of change step models.
Model Operations
There are operations that allow the user to change the before or after models and there are operation
specifications that connect the before to the after. Every operation that is performed is commentable.
On the one hand, the framework enables a user to model the after, staring it as a copy of the
before, and then she can alter it, which defines the transformations in going from the before to
the after (the interrelations between the two models). So, here, the after is modelled by adding
elements from the before, by adding new elements, by moving elements within abstractions, by
deleting elements, and by adding/modifying/deleting relationships. These additions/modifications/deletions would indicate changes to the underlying code base and would not affect the before
model.
On the other hand, the after can be created independently of the before like when a manager
creates a very high-level model to communicate her desired target system to her competent team of
developers or to another manager. Also, there is no reason why after cannot be a precise model that
is created independently of the before model (though I cannot imagine an example when this would
be the case) or anything in between. If two independently created before and after models exist,
a user need to explicitly define the transformations by finding correspondences and differences
between the before and after sides and relating those elements to each other and specifying if the
relation is a retain or an addition/modification/deletion.
Realistically, the framework is flexible and supports a mixture of these two activities for defining the change model.
Addition/modification/deletion to the before model does not signify a change to the underlying code base because it reflects enhancement of the human understanding. By default, any change
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to the before model should be immediately reflected in the after model. This can implicitly or
explicitly change the after model: either another operation is interpreted and done automatically to
the after model via the framework’s reasoning mechanism or the framework raises an awareness
for the user to explicitly do something (an operation) on that model when the effect cannot be
automatically interpreted. Also, the operation specifications that connect the before to the after in
the change step model are affected. Model modifications to the after will not affect the before, but
can affect the operation specifications connecting it to the before.
View Operations
In this framework, there is a clear distinction between the models and the view (in a ModelView-Controller [MVC] architectural style sense). There are operations that allow the view to
be changed: a user can zoom-in, drill-down, hide, or all their opposites, plus moving the physical
screen positioning of an element without altering the model these happen on.
The framework enables a user to view a change step model this way:
1. The framework graphically shows what has not changed in the transition from the
before model to the after model. These are specified in the change model with a “retain” operation specification from an element in the before model to its counterpart
in the after model.
2. The framework graphically shows what is deleted in the transition. These are specified in the change model as an element exists in the before with no operation specification to anything in the after (equivalently, this could be shown as a “delete”
operation specification that points to nothing in the after model).
3. The framework graphically shows what is added (brand new) in the transition.
These are specified as when an element exist in the after with no operation specification to anything in the before.
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4. The framework graphically shows what is changed from their existence in the before to their existence in the after. These are specified with a “move” or “modify”
operation specification to indicate details of the change from an element in the before model to its corresponding evolution in the after model.
5. The framework animates their specific sequence over time.

6.6

Summary

This chapter addresses the problem that the current state of the practice lacks a systematic approach to the communication and record management of the whole process of change in software
re-architecting. It lists the design knowledge generated for future collaboration technologies tailored for the particular needs of re-architecting decision makers and developers. I refined my
design guidelines, as I identified incomplete points therein, and I proposed a knowledge representation framework as a solution to this problem. This knowledge representation framework captures
and represents diverse kinds of information in the change process via lightweight modelling, visualization, and collaboration of stakeholders, and enables the use of reasoning and analysis tools to
inform awareness and decision making. This framework connects all persons who are involved in
a re-architecting and connects all the scattered information as a coherent body of knowledge that
dynamically evolves in the process and everyone contributes to it. This framework is the basis of
future collaboration tools for software re-architecting; it supports diverse implementations. Such a
tool would help to systematize the re-architecting process without disturbing the natural conditions
of developers’ work.
My thesis is that these design guidelines and the knowledge representation framework that is
based on them can help improve the way software developers think about, plan, communicate and
collaborate in the change process of a re-architecting. I proceed with a preliminary but necessary
evaluation of my solution in the next chapter.

103

Chapter 7
Evaluation of the Framework
In the previous chapters, I discussed some of the key challenges that software engineers face in the
change process of software re-architecting and identified a set of design guidelines to address these
issues in future support systems. In particular, I discussed the human challenge of communication
within and between different layers of decision makers (developers and their leaders) and lack of
a proper management of records of these communications and the resulting changes in the system.
My study identified that software engineers must take a systematic approach to the communication
and record management of the whole change process. I proposed a knowledge representation
framework as a solution for this problem stepping gently from the identified design guidelines.
In this chapter, I conduct a user evaluation study to determine if this framework is approved
by software engineers. I invented an artificial re-architecting situation of an asynchronous collaboration in which a developer tries to figure out what changes must occur in a system that has a
design problem and communicate his/her thoughts (decisions) to a higher level technical leader.
I created a paper prototype of the knowledge representation framework and hired a confederate
to simulate interactions with it. Eight eligible developers were recruited and they attended in the
study independently on separate days. A participant completed two tasks one with the use of the
paper prototype and one without it representing the traditional (“manual”) approach and answered
a short questionnaire to compare the two approaches. On average, each experiment lasted about
two hours. From the participants’ point of view, the knowledge representation framework approach
allowed them to better present the changes to the team and it enabled them to consider more detail.
They asserted that the manual approach really well represented what they were used to do but the
approach represented by the paper prototype was different and required a bit of getting used to.
Some participants identified the limitations of the prototype, not the represented approach, to be
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uncomfortable to work with.
The artificial re-architecting situation is described in Section 7.1. The paper prototype of the
framework is presented in Section 7.2. The experiment protocol is outlined in Section 7.3. The
participation eligibility criteria are listed in Section 7.4. The details of my observations are presented in Section 7.5. The questionnaire results and an analysis of them are given in Section 7.6.
I conclude my analysis of the results in Section 7.7 and discuss limitations and validity of this
study in Section 7.8. Appendix C provides the generated artifacts by participants: paper prototype
change models and emails.
The Conjoint Faculties Research Ethics Board of the University of Calgary has approved this
research under ethics ID REB16-1744.

7.1
7.1.1

Task Design
Overview

I invented an artificial re-architecting situation in which a participant performs tasks that involve
asynchronous collaboration for deciding what changes should occur in a system that has a design
problem. In this study, I address the challenge of communication weaknesses and poor record
management in the change process of software re-architecting from Section 5.2.4 .
Participants, who play the role of a technical lead, are given a very high-level change description, i.e., a re-architecting suggestion, from a fictitious higher level technical manager in their
organization. They need to operate at a very concrete level to see if that suggestion is feasible.
The outcome of their tasks is a plan that communicates to the manager what it is exactly that has
to change, and how exactly those things must change in the system implementation. The task
captures this part of their broader collaboration about deciding the right change to happen in the
system.
The system is a simulation of a vending machine that my supervisor developed in the Java programming language (Java Standard Edition Development Kit) for educational purposes. I choose
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this system for my tasks because it is large enough to have a software architecture and to define some meaningful architectural changes on it, complicated enough for the re-architecting to be
challenging and demanding some thoughts, and simple enough to be used in the context of a lab
experiment.
The tasks have a communication component: To be completed, each task demands a participant
to communicate the details that matter in the concrete level of thinking about the re-architecting
as well as to maintain the sight of the big picture re-architecting for communicating with the highlevel colleague.
I developed a paper prototype for the user interface of my framework according to its specification in Section 6.5 to represent the Component, Dependency, and Change Step dimensions of
the framework (See Sections 6.4.1, 6.4.2, and 6.4.3 respectively) for participants to work with in
this experiment. These dimensions of the framework are designed based on a subset of the design
guidelines that support the required qualities for these tasks as explained in the previous paragraph.
Thus, the following design guidelines from Section 6.2 are being tested as well in this study:
DG1: The knowledge representation framework needs to clearly communicate the high
level architecture of a software system.
DG2: The knowledge representation framework needs to clearly communicate where
changes are happening with respect to the high level architecture of a software
system. A change model is iteratively built into it by the collaborators.
DG4: The knowledge representation framework needs to support incomplete models.
DG6: The knowledge representation framework needs to visualize information in different ways for different stakeholders with different amounts of expertise.
A participant performs two different re-architecting tasks, though with the same degree of
complexity, in an experiment session one with the use of my paper prototype, that is called the
prototype treatment and one without it, that in this thesis is called the “manual” treatment. In the
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manual treatment, a participant works directly on the code, is given software architecture document of the system, and has access to arbitrary text editors as well as plenty of writing supplies.
S/he communicates his or her plan to the technical manager via writing an email in their desired
email client and sends it to my given email address. In the prototype treatment, participants create
a change model (See Section 6.5) via experimenting the define change step operator of the framework (See Section 6.4.3) which is them assumed to be automatically shared with the technical
manager as a collaborator.
In the following sections I explain each component of the task design.

7.1.2

The vending machine system

Figure 7.1 shows the vending machine architecture at its highest abstraction level. This system is
composed of two major components:
• Hardware simulates the vending machine hardware. It includes selection buttons,
coin insertion and storage hardware, product storage and dispensing hardware, and
a display and lights to communicate with a user.
• Software simulates the vending machine logic that operates it.
These components correspond to com.vending.hardware and com.vending.software
projects on the Eclipse IDE accessible to a participant.

Figure 7.1: A very high-level view of the vending machine architecture.
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Within Hardware, a Java class called VendingMachine represents a standard configuration
of the vending machine hardware.
Software, in Figure 7.1, is a Java class called VendingMachineLogic. It is responsible for

handling a user selection, handling the inserted coins, and handling product dispensing. Current
implementation also provides technician entry/removal of products and technician entry/removal
of coins features.
This system is currently implemented using the Observer design pattern. According to its
structure shown in Figure 7.2, when a user inserts a coin in the vending machine, which is what the
method addCoin in CoinSlot simulates, or when s/he presses a selection button, which is what
the method press in SelectionButton simulates, VendingMachineLogic is notified via the
methods validCoinInserted and pressed respectively. Figure 7.3 shows the current vending
machine architecture in more detail. These diagrams depict only the subset of information that is
required for completing the tasks in this experiment from the overall vending machine structure.

Figure 7.2: A high-level view of the vending machine architecture.
According to Figure 7.3, the CoinSlot and SelectionButton classes extend a base class
called AbstractHardware.
Via a register() method an AbstractHardware class registers an indicated listener class
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productRack

calls
It orders the corresponding product rack to dispense one item.

Figure 7.3: A rather detailed view of the vending machine architecture.
that will receive event notifications from this hardware class. For example, a coin is inserted
or a selection button is pressed. Subclasses inherit the register method but each defines its own
notifyXXX methods; for example, CoinSlot defines the notifyValidCoinInserted method

and calls it in addCoin and SelectionButton defines the notifyPressed method and calls it
in the press method.
There are various listener interfaces in this implementation that each corresponds to a hardware
class event. These listeners implement the AbstractHarwareListener java interface. Via the
notify methods, an AbstractHardware class lets its listener know that an event that is interesting
to it has happened.
The listener of both CoinSlot and SelectionButton is the VendingMachineLogic. It
implements the CoinSlotListener interface providing the validCoinInserted method and
SelectionButtonListener interface providing the pressed method.

When the VendingMachineLogic is notified that some coin is inserted, it increases its record
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of available funds in the system, the availableFunds field. When it is notified that a user
pressed a button, it then calculates which button is pressed via an index implementation. One
index number corresponds to one selection button which corresponds to one ProductRack that
holds one kind of product. The VendingMachineLogic checks the price of it and calculates
if the availableFunds amount is enough for purchasing the selected product. If so, it orders
the rack, given it is not empty, to dispense one product and commands the coin receptacle in the
VendingMachine to store the coins. VendingMachineLogic then calculates and return the rest

of coins (if any) to the user.

7.1.3

A problem that should be addressed in the system

The problem with this version of the vending machine system is the poor modularity of its
Software component, which is the one and only VendingMachineLogic class. All the logic

that runs the vending machine is inside this one class. It is one big module with entangled functionalities of handling a user selection, handling the inserted coins, and handling product dispensing.
The pressed() method deals with all of these issues. It is a highly coupled procedural implementation.
The fictitious conversation between a participant and the technical manager is about improving the current architecture so that these responsibilities are separated from each other and are
located in different classes. So, if in the future engineers are required to support other forms of
these functionalities such as adding a mixed payment mode with a credit card or to replace the
hardware with an alternative, they can accommodate that in the system by only changing the class
that implements that functionality and not the entire software implementation, which is now the
VendingMachineLogic class.

7.1.4

A proposed solution for the problem

A proposed new architecture for the vending machine system is shown in Figure 7.4.
In this architecture, the Hardware component is the same as the old one but the new Software
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Figure 7.4: A tentative new architecture for the vending machine system.
is implemented in two layers.
Layer 1 contains low-level interactions with Hardware encapsulated in three different mod-

ules, isolated from each other:
• handling a user selection in communication,
• handling the inserted coins in funds, and
• handling the product management and dispensing in product.
Layer 2 performs high-level coordination steps on these three and is encapsulated in a con-

troller module named business logic.

7.1.5

Task 1

A participant, as the technical lead in my artificial re-architecting scenario, is tasked to investigate
a change that separates the functionality of handling coins inserted into the system from the old
VendingMachineLogic class into a new funds module and introduces a new business logic
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module called business logic that coordinates funds’ interaction with the other remaining
functionalities in the old VendingMachineLogic class, now called OTHER. The resulting architecture is shown in Figure 7.5.
The Hardware component is the same as before; it has as event-based architecture via the
use of the Observer design pattern [Gamma et al., 1995]. A participant may consider this design
pattern for re-architecting how the new Software components interact.

Figure 7.5: An intermediate vending machine architecture derived from Task 1.
The feasibility of this intermediate step towards achieving the desired architecture shown in
Figure 7.4 is very unclear to the technical lead and the technical manager. A participant’s job is
then to figure out in detail what changes are needed in the vending machine’s implementation and
to pass that information back to the technical manager fast (i.e., without implementing it). The
plan that the participant gives back to the technical manager should suggest a sequence of steps
involving adding, deleting, and modifying (e.g., moving, renaming) code sections. Participants are
told that it is preferred to reuse as much as possible of the existing code and not throw it away and
do it from scratch unless proving necessary.
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7.1.6

Task 2

A participant, as the technical lead in my artificial re-architecting scenario, is tasked to investigate a change that separates the functionality of product management and dispensing from the old
VendingMachineLogic class into a new product module and introduces a new business logic

module called business logic that coordinates product’ interaction with the other remaining
functionalities in the old VendingMachineLogic class, now called OTHER. The resulting architecture is shown in Figure 7.6.
The Hardware component is the same as before; it has as event-based architecture via the
use of the Observer design pattern [Gamma et al., 1995]. A participant may consider this design
pattern for re-architecting how the new Software components interact.

Figure 7.6: An intermediate vending machine architecture derived from Task 2.
The feasibility of this intermediate step towards achieving the desired architecture shown in
Figure 7.4 is very unclear to the technical lead and the technical manager. A participant’s job is
then to figure out in detail what changes are needed in the vending machine’s implementation and
to pass that information back to the technical manager fast (i.e., without implementing it). The
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plan that the participant gives back to the technical manager should suggest a sequence of steps
involving adding, deleting, and modifying (e.g., moving, renaming) code sections. Participants are
told that it is preferred to reuse as much as possible of the existing code and not throw it away and
do it from scratch unless proving necessary.

7.2

A Paper Prototype of the Framework

I created a paper-based prototype of the graphical user interface of the framework specified in
Section 6.5. This prototype demonstrates the ability to DEFINE CHANGE STEP in my framework
(See Section 6.4.3). Participants experience this feature of the framework in the two experimental
tasks, Task1 and Task2 in this prototype.
The materials used to create the paper-based prototype includes: white papers of various sizes
in the form of a box for representing components and their nesting within one another, various
lengths of string with paper arrow ends for representing dependencies, sticky notes and pen for
writing natural language comments, a black marker for jotting down a box label and coloured
markers for colour-coding the change model, and pins for hanging papers and strings and connecting them on the soft office cubicle walls to create a box and arrow model.
The designated soft office cubicle walls are a prototype for an interactive display. One wall
was prepared as the prototype screen for the training use and another corner was prepared as the
prototype screen for the experimental tasks. In this corner, the box-and-arrow software architecture
diagram of the vending machine system shown in Figure 7.3, was hung on one wall with a “before”
label pinned on the top it1 . This represented the “before” model of the system open and visible to
a user on the prototype screen. On the side wall, the same diagram was duplicated with an “after”
label pinned on the top to represent the “after” model of the system that a user would manipulate
to define a change step. For this purpose, the Software component and its dependencies to
the Hardware component were built with paper boxes and string arrows. Everything else were
1 The

same diagram was printed on a letter paper for the manual treatment
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printed as a big poster because they were fixed and not going to change in the experimental tasks.
Figure 7.7 shows this prototype setting.

Figure 7.7: The setting of the prototype screen.
For the prototype’s computer, I trained a colleague of mine with the user interactions and the
back-end operations to understand and respond to a user input. Below I describe this carefully.

7.2.1

Instructions for interacting with the prototype

A participant would locate a box or arrow on the prototype screen and issue a simple voice command to the confederate to perform a particular view or model operation on that element. Here,
it is noteworthy that in the framework as a software, a user commands the framework through the
defined interaction and not via talking to it, but in the paper-based prototype this interaction is
replaced by talking to my confederate. Participants are aware of such discrepancy.
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As a view operation, a participant would issue a MOVE command to move the physical screen
positioning of an element without altering the model. A participant would issue a RESIZE command to re-size an element without altering the model. The confederate would replace that box
with a smaller or bigger pre-prepared piece of paper for him. The confederate would do these two
operations himself automatically if he needed space for executing a command as this capability is
existing in today’s visualization tools.
As a view operation, a participant would issue a SHOW CODE command to see the underlying
code of a box in the context of the model 2 . For this, I already highlighted the code mapped to each
box in the model in the code prints and the confederate would show that to a participant pretending
that it was popped up and everything else in the code view was grayed out to indicate less relevance
but the code of the selected box from the model. A participant would then use the black marker to
mark a line or lines of code to select them and command the confederate to ADD them with a label
to the current model. This way s/he would enhance the current model with more detailed elements
than I already provided in the architecture diagram that were relevant and mattered in the given
task. The confederate would then add dependencies of that box to/from the rest of the boxes that
already existed in the model. Both before and after models are updated, in this case, the same and
accordingly. The confederate does not apply any colour-coding to that added box yet because it is
an enhancement of the model of the current system, not a re-architecting decision to it.
Again as a view operation, a participant would issue a VIEW CHANGE STEP command and
the prototype screen plus the confederate together would present an explicit overview of what has
not changed in the transition from the before model to the after model, what is deleted in the
transition, what is added (brand new) in the transition, and what is changed from their existence
in the before model to their existence in the after model, with the help of the colour-coding I will
explain later on in this section and the confederate pointing to each transition from the before to
the after model with his hand saying the name of the operation that caused it. A participant is told
2I

provided a laptop in the prototype area just in case one would feel more comfortable reading a piece of code in
the Eclipse IDE than printed on paper.
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that the framework as a software would not talk to them and what the confederate does is the best
we could do with a paper prototype in our limited time to convey to them what sort of information
is presented to them for this command.
As a model operation, that is an operation that defines a change to the model, a participant
would issue an ADD, DELETE, or MODIFY command on a box, arrow, or comment in the model.
For an added box, the confederate would mark it up with the green marker; for a deleted box, the
confederate would mark it up with the red marker and pin it below but outside to be still visible;
and for a modified box, the confederate would mark it up with the yellow marker. If the change
is a RENAME, the confederate would strike through the old label and write the new given label
under it. If the change is a MOVE, the confederate by default would update the box dependencies
(that can be configurable in a software). If a participant wants to add a text comment to explain a
change or any element in the model, the confederate would hand them a piece of sticky notes and
a pen to jot down their comments and would stick it to its place.

7.3

The Experiment Protocol

Figure 7.8 shows the flowchart of the experiment and how long I estimated that each step would
take. These estimates are merely considered at the time of task design to ensure that an eligible
participant could finish the experiment session in a reasonable amount of time. A user guide is
prepared for each step of the flowchart that are presented to a participant to familiarize him or her
with everything s/he needed to know in that stage of the experiment. These manuals are printed
out and put in a sorted order on a participant’s desk as a reference for them. An experiment began
right after a participant signs the consent form. Participants are assured that it is the framework
approach that is being tested versus the manual approach and not their own problem solving and
design skills. Participants are aware that no matter how much they desire, they can have breaks
during the experiment. Each step of the experiment protocol is explained in the following.
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Figure 7.8: The experiment protocol flowchart.
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7.3.1

General training

I explain the artificial re-architecting situation to a participant and outline what s/he is asked to do.
Then, I train a participant about the current vending machine system and why it needs to be rearchitected according to Section 7.1.2. A participant also performs a training task, which follows
later in this section. A participant takes his or her time over navigating through the source code,
running its automated test suite, and seeing what happens in there. In this part, a participant is
sitting behind a computer, while the Eclipse IDE is open, and the user guides as well as plenty
of writing supplies are available. I sit next to the participant. I observe to see if they have a
problem understanding the system and would answer if they have questions. I would also help the
participant with the working mechanism of the Eclipse IDE if they struggle to use that.
I estimated that the general training step would take up to 1 hour. In fact, I give a participant as
much time as needed to learn the system.
A System Training Task
On Figure 7.2, a participant is asked to answer the following questions to look into the system and
is familiarized with the presented software architecture. For answering these, they can either run
one appropriate test from the system test suite in the Debug mode of the Eclipse IDE and explore
the method call stack or navigate through the source code in the Call Hierarchy view of the Eclipse
IDE.
1. When are these logic methods called?
• validCoinInserted()
• pressed()
2. What happens next?
During a debriefing, Figure 7.3 is used to assure a participant learned the detailed architecture
of this system. They are asked to take their time to familiarize themselves with the source code to
ensure that they are ready for the adventure of re-architecting it.
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7.3.2

Prototype training

In the designated training area of the lab (See Figure 7.9), I present the paper prototype and explain
what the semantics of the elements are that they see on it. I also introduce the confederate as
the back-end of the paper prototype that simulates interactions with it. I explain instructions for
interacting with the prototype via the confederate. Details are explained in Section 7.2.
After my presentation is over, a participant is asked to complete a training task which follows
later in this section. In this setting, a participant, the confederate, and I are standing in front of
the paper prototype screen. I observe to see if a participant is not confused with the task to do, if
there is any problem in the interaction with the prototype, or if my confederate updates the model
correctly. I would answer if they have questions.

Figure 7.9: The designated area for the training of the paper prototype.
I estimated that the prototype training step would take up to 1/2 hour. Again, I ensure to give a
participant as much time as possible to learn the prototype.
A Prototype Training Task
I designed this training task to be performed by each participant after I present the prototype tool
to them. On the screen prototype shown in Figure 7.10 and via commanding the confederate, I
asked each participant to perform the following steps:
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1. Move bar() to B
2. Rename it to bar2()
3. See in context the code of a piece of code
4. Move a piece of code to bar2()
5. Add a comment to bar2() saying “Its old implementation has to change like this
to accommodate this piece of logic: blah, blah, blah”
6. Add buz() to B
7. Add a dependency from bar2() to buz()
8. Delete foo()
9. View the change step

Figure 7.10: A before model in the paper-based prototype screen for training.
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Figure 7.11: A change model created in the paper-based prototype screen for training.
The result is shown in Figure 7.11.

7.3.3

Experimental blocks

A participant performs two different re-architecting tasks defined in Section 7.1.5 and Section 7.1.6) one task without the paper-based prototype, called the manual treatment, and one task
with the framework paper prototype, called the prototype treatment.
The same vending machine system is subject to re-architecting in both tasks. I care to have
minimal learning effects between the two treatments a participant attends. I admit that while these
tasks are different, a participant would inevitably be more confident about working with the system
after s/he finishes one task, regardless of which tasks s/he starts with. However, since (1) each task
deals with different functionalities of the system and (2) in real-world cases developers perform
various re-architecting tasks on one single system, I think that this improved level of familiarity
with the system is normal and acceptable.
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I have 4 experimental blocks to consider all possible combinations of the tasks and treatments.
At least two participants are needed to attend in each experimental block thus a minimum of 8
participants have to be hired. Table 7.1 shows my experimental blocks. In this table, each row is
an experimental block with each column representing what is done first and what is done next.
Table 7.1: The experimental blocks.
Experimental block

First Half

Second Half

#1
#2
#3
#4

Task1 + Manual Treatment
Task1 + Prototype Treatment
Task2 + Manual Treatment
Task2 + Prototype Treatment

Task2 + Prototype Treatment
Task2 + Manual Treatment
Task1 + Prototype Treatment
Task1 + Manual Treatment

Manual Treatment
I provide a desktop work space with an Eclipse IDE installed and the vending machine project
open on that, with access to the Internet, text editors, and plenty of writing supplies for the manual
treatment. During the manual treatment, I would help a participant with the working mechanism
of the Eclipse IDE if they struggle to use that. I am present all along the experiment to answer any
question they might have about the vending machine system, and to give any clarification about
their tasks. I observe what they do and take field notes. A participant takes his or her time to think
about the re-architecting s/he is asked to plan. I want a participant to give a verbal summary of his
or her solution to me while working on it. I would challenge a participant to think more if I see a
flaw or if I see his or her expression is not complete or detailed enough. After reviewing the quality
of their solution this way, I ask them to write an email to my email address pretending it to be the
technical manager’s contact to communicate that plan with him. I take notes from a participant’s
comments along the process and record how long it takes a participant to complete a task.
I estimated that doing a task would take up to 1/2 hour in the manual treatment. In addition to
that, no matter how much s/he desires, a participant can have breaks during the task.
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Prototype Treatment
The prototype treatment is done in an area designated for the installation of the paper prototype of
the framework that is shown in Figure 7.7. In this setting, a participant, the confederate, and I are
standing in front of the prototype. I provide a desk, chair, writing supplies, and a laptop in case a
participant prefers to sit, think, or read the code. A participant takes his or her time to think about
the re-architecting s/he is asked to plan and simultaneously commands the confederate to specify
a decision in the model. I observe what they do and take field notes. I want a participant to give a
verbal summary of his or her solution to me while working on it in the prototype. I would challenge
a participant to think more if I see a flaw or if I see his or her solution is not complete or detailed
enough. I take notes from a participant’s comments along the process, I ensure a participant is on
track and the solution s/he works on makes sense, and record how long it takes to complete a task.
Once completed, my confederate takes a picture of the change model a participant has created.
I estimated that doing a task would take up to 1/2 hour in the prototype treatment. In addition
to that, no matter how much s/he desires, a participant can have breaks during the task.

7.3.4

Questionnaire

In the end, a participant is asked to fill out a questionnaire. The questions are related to the attitudes
that participants have towards either of the approaches being tested (“attitudinal questions” [Brace,
2013]). In comparison, in the prototype treatment, I would like to know how developers feel
about (1) modelling changes on a structural model of the system representing its higher level
architecture as opposed to thinking about/deciding changes directly on its source code as well as
(2) communicating decisions via a visual change model versus an email explanation.
These kinds of questions can be either open-ended or pre-coded [Brace, 2013]. My questionnaire is a hybrid of these, consisting of four Likert scale questions and one open-ended question
that inquires about what they liked or disliked about these two approaches to justify their responses.
I did not code my presumptions about the pros and cons of each approach as answers. I provide
a rather wide range of preferences for either of the approaches and left the description of why for
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the open-ended question to ask their thoughts about the good and bad of the two approaches. In
this way, I could collect a participant’ own terminology of the strengths or weaknesses of each approach as it comes to their mind based on their experience in their tasks. It is important to mention
that I could not ask a longer, detailed list of questions because participants would have not being
willing to sit down and reflect on a long survey at the end of a long experiment session. Indeed, in
that case, the factor of participant’s fatigue would have had an adverse effect on the reliability of
their answers.
The Likert scale questions asks:
Q1. Which one was easier for you to use in communicating with your technical manager?
Q2. Which one was easier for you to see the big picture, e.g., to check that you didn’t
forget something?
Q3. Which one do you think would be easier to make revisions to your plan?
Q4. Which one do you think would be easier to communicate back and forth with people?
A response to each question ranges as follows:
• 1 – strongly preferred the manual approach
• 2 – somewhat preferred the manual approach
• 3 – neither was better
• 4 – somewhat preferred the prototype approach
• 5 – strongly preferred the prototype approach
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Table 7.2: Participation in the experimental blocks.
Experimental Blocks
#1
#2
#3
#4

Participants
D1, D5
D2, D6
D3, D7
D4, D8

The measured time to complete each task in each treatment, the emails that have been posted,
the pictures of the change models in the prototype, the answers to the questionnaire, and the participants’ comments and expressions during the experiment collected as my field notes are the data
collected in this experiment. Here, I need to emphasize that this study is a preliminary qualitative
inquiry to determine the range of attitudes towards the new approach represented by the paper
prototype.

7.4

Participants

Eight developers took part in this user evaluation study of my framework, labelled D1 through D8
in this thesis. They were computer science graduate students from the University of Calgary. According to my recruitment criteria for this study, they (1) had a minimum of 3 years experience in
developing large object-oriented software systems, i.e., with more than 100 classes, (2) could understand the big picture concepts of a system and were familiar with design patterns, and (3) were
comfortable doing non-trivial development in the Java programming language using the Eclipse
IDE. Their participation in this study was appreciated with an Amazon gift card of the value of
$100 upon its completion.

7.5

Observations

Participants were assigned to the experimental blocks in the order they were hired. Table 7.2 shows
this assignment which goes by their identifier count.
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Table 7.3 compares the time to complete each task in each treatment of each experimental
block. All participants managed to complete their tasks.
Table 7.3: The measured time to complete each task in each treatment.
partic.

task

treat.

time (min)

task

treat.

time (min)

total (hr:min)

D1
D5

Task1
Task1

Manual
Manual

28
49

Task2
Task2

Prototype
Prototype

25
33

1:39
2:07

D3
D7

Task2
Task2

Manual
Manual

24
71

Task1
Task1

Prototype
Prototype

36
42

1:44
2:49

D2
D6

Task1
Task1

Prototype
Prototype

41
44

Task2
Task2

Manual
Manual

35
42

2:30
2:21

D4
D8

Task2
Task2

Prototype
Prototype

29
38

Task1
Task1

Manual
Manual

34
28

1:47
2:06

The point of this study was not to see who can and who cannot solve the problem, i.e., figuring
out a series of changes that the proposed re-architecting demands in the system, in a maximum
allowed length of time for each treatment. Rather, I wanted everybody to go without any rush
through the challenge in each task and practice applying the manual and the prototype approaches
until they reach the questionnaire stage to compare the two approaches and to express their opinions
after such an exposure to each approach.
Since figuring out the changes to the vending machine implementation is a kind of design
activity itself, I anticipated that different plans for each task would emerge from different persons.
Regardless, I needed to ensure that every solution provided was correct (i.e., it solved the problem
stated in each task) and it was complete. This demanded a significant amount of attention from me
to what a participant was doing.
To achieve correctness, I asked my participants to consider explaining their work to me so I
could understand their thought process clearly. This was easier for me in the prototype treatment
as I could see their plan being gradually formed and hear their commands to the confederate so I
could raise a question for them anytime I suspected a confusion or flaw. However, in the manual
treatment, I had to interrupt once in a while to ask them to tell me what they are thinking about
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or reminding them to do so once they were ready. At that time, they would show me their notes,
any diagram they had sketched, and a verbal summary of their thoughts and decisions so far. In
either treatments, when I saw a participant was confused in a task or when I realized a flaw in
either his or her understanding of the system or his or her plan formed till then, I redirected him or
her by further explaining that particular part of the software architecture s/he was focused on and
summarizing his or her decisions so far to clarify the situation for the participant (helping him or
her understand why s/he was doing something wrong). Through this intervention, I ensured each
participant developed an acceptable plan in each treatment.
A task completeness was achieved when (1) I was assured that a participant correctly solved the
problem as explained above and (2) s/he provided enough details in terms of what had to change
and how in the vending machine implementation in their solutions. In the prototype treatment, for
each decision if an affected part of the system was not depicted in the before model, a participant
had to command the confederate to SHOW CODE and to select that part from the code and ADD
it to the model, then command the confederate for the decision to be applied to it. Thus, in the
prototype treatment they had to consider relevant details all along but in the manual treatment I
had to remind a participant to communicate such details in their emails to their technical manager
because their verbal solution summary to me often missed some important details.
For that email, the participants were free to explain their plans in any format they wished, e.g.,
including pictures of diagrams. I noticed that all participants explained their proposed plans purely
textually in the manual treatment to their fictitious technical manager.
I did not expect the resulting plans in either treatments to be perfect taking into account the
collaboration process. Once a participant, i.e., the tech lead, decided his or her plan was ready to
be submitted to the technical manager, we would go for that and the end of the treatment was announced. In the bigger collaboration process, this is the point where the tech lead awaits feedback.
Such a feedback might ask for more precise or detailed piece of information or suggest a revision
to the plan. An alternative plan from a separate colleague might be discussed as well.
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All participants except D7 were relatively quick in understanding the system for each task
and manipulating that understanding for proposing a detailed enough plan. They investigated the
implementation of the vending machine system through the lens of what was relevant and mattered
in figuring out the right changes for themselves and in the rather abstract conversation with the
manager. D7, on the other hand, strove to understand every detail in the system implementation
and took that into account in his decision making in the manual treatment (his first encounter
with the experiment). So D7 recorded the longest completion time for the manual treatment (See
Table 7.3). Later, in the prototype treatment, he used that knowledge of the system he needed to
have for his decision making and created a detailed change model via the paper prototype.

7.5.1

An expected learning effect

When we started an experiment session with the manual treatment, i.e., the experimental blocks
#1 or #3 shown in Table 7.1, as details are reported in the first four rows of Table 7.3, it took
an average of 43 minutes for a participant to finish the first task manually and an average of 34
minutes to finish the second task in the prototype treatment. On average, an experiment session
took 2 hours and 5 minutes from its start to its end including the given training sessions, tasks, and
the questionnaire.
When we started an experiment session with the prototype treatment, i.e., the experimental
blocks #2 or #4 shown in Table 7.1, as details are reported in the second four rows of Table 7.4,
it took an average of 38 minutes for a participant to finish the first task via the application of the
prototype tool and an average of 35 minutes to finish the second task manually. On average, an
experiment session took 2 hours and 11 minutes from its start to its end including the given training
sessions, tasks, and the questionnaire.
I see that the second treatment, regardless of whether it was manual or with the prototype,
lasted on average slightly shorter that the first treatment.
Now when I look at all manual treatments, which are the first half part of experimental blocks
#1 and #3 and the second half part of experimental blocks #2 and #4 in Table 7.4, I see that, on
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average, it took slightly longer for a task to complete when it was done first in an experiment (see
Table 7.4).
Table 7.4: The average duration of a manual task when it was done first or second in an experiment.
Manual
First Done

Second Done

Task1

38.5 min

31 min

Task2

47.5 min

38.5 min

Similarly, when I look at all the prototype treatments, which are the second half part of experimental blocks #1 and #3 and the first half part of experimental blocks #2 and #4 in Table 7.4,
I see that, on average, it took slightly longer for a task to complete when it was done first in an
experiment (see Table 7.5).
Table 7.5: The average duration of a task in the prototype treatment when it was done first or
second in an experiment.
Tool-assisted
First Done

Second Done

Task1

42.5 min

39 min

Task2

33.5 min

29 min

These observations conclude that (1) regardless of the task, we look at which treatment took
place first or (2) focusing on either treatment, we look at which task took place first, on average
what a participant did first took longer than what s/he did next in an experiment session. This
shows that a learning effect exists in this study despite the fact that the experimental tasks were
different. However, it was anticipated that when a participant worked on the same system in both
tasks, s/he would be more comfortable the second time s/he performs a task, albeit different, in this
system.
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7.5.2

Specific observations about the manual treatment

To plan the re-architecting change step given in Task1 or Task2, my participants accessed the
VendingMachineLogic class in the Eclipse IDE and navigated through it and checked its ref-

erences to the Hardware package to study related parts of the system implementation to their
tasks.
Inside the VendingMachineLogic class, some participants read the code carefully line by
line and they took notes for themselves on paper of the lines of code that were related to a coin
or a product in their task. Some participants skimmed through the VendingMachineLogic class
to figure out which part of the code is about a specific concept related to their task scrolled it up
and down repeatedly. To understand dependencies, one participant (D1) temporarily selected a
section of the code and deleted it to see where the compiler error is, and the rest did not touch
the code but simply navigated between different references therein to understand dependencies.
Some participants checked the architectural diagram in Figure 7.3 that was printed for them and
was available on their desk to recall something about the system, and some participants asked me
to recall a part of the architecture for them.
Participants sketched out a diagram of the new design on paper for themselves or wrote some
pseudocode about in a text editor or on paper. I observed one participant (D1) was also editing
parts of the VendingMachineLogic code according to his pseudocode probably to further figure
it out. We chatted over these artifacts and wherever it was unclear to me how the code changes or
how the new code structure tentatively looks, I asked them to give details.
Next, I reminded them to communicate their plan via an email to their imaginary manager.
An interesting observation at this point with participants D2, D6, and D7 was that they gave out
a sigh of “It’s hard to write all of this again!”. In fact, these participants thought that now that
they mapped out the changes for themselves, their part in the collaboration was over. It was really
tedious for them to articulate changes to someone else who was not there. They already knew the
conditions of the study, but I faced such resistance. For example, D6 from the experimental block
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#2 commented: “It’s hard to explain the plan in an email specially the code and diagrams. It’s
why you have that tool! [the prototype of the knowledge representation framework tool]”. He
had already completed a task with the prototype approach. D7 from the experimental block #3
commented: “I am frustrated because I have to explain changes in language like how different
components are behaving and communicating. It is really hard to explain the sequence of steps to
happen. I am very good at doing this in my brain but explaining the coordination to my manager,
that is documenting it, is very hard for me. I solved this in 10 minutes in my head but then deciding
how to communicate that plan to someone else took me a lot of time.”

7.5.3

Specific observations about the prototype treatment

At the end of the prototype training section which always immediately preceded the prototype
treatment, all participants announced that the idea of what this prototype does is very simple and
clear to them. When D5 was trained with the prototype, she commented: “It is a nice concept. It
can be like a GitHub for architecture.” But applying it to the real task was not initially easy for
some of the participants.
Mapping out the changes with the prototype demanded going back and forth between the source
code, mainly the VendingMachineLogic class, and the model on the prototype screen several
times. The code was printed for participants on paper and the confederate showed that when a
participant commanded him to pop up the code of a box in the model. Since this model was rather
high level and did not show all the code sections that had to be changed, participants needed to
enhance the model. For this, they used a marker to select lines and commanded the confederate to
add that section of the code as a box to the current model. Then, they commanded the confederate
on how to change that box.
D3, D5, and D6 were initially confused in solving the problem standing up in front of the
prototype and navigating through a printed version of the code. I intervened and reminded them
to either use the laptop for navigating through the source code on the provided desk nearby or if
they wished to continue this way, to 1) think step by step, and 2) add some parts of the code that
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were relevant to the model but missing from it as more boxes, arrows, and comments so that every
relevant part of the implementation that they thought is important in their task was visible to them
on the prototype. They did not use the laptop but they progressed as I otherwise advised. They got
their focus and they smoothly continued to create their plans. In fact, after a while working with
the prototype approach, they understood it better and they utilized the paper prototype to solve
their problems.
D1 and D8 initially accessed the VendingMachineLogic code on the laptop and scrolled
it up and down to recall it. They asked me to read the code in the standard editor. When they
were reminded of its detailed design shortly, they came to the prototype screen and started issuing
commands to the confederate. They no longer went back to use the code on the laptop. Instead,
any time a participant needed to see the code of an element in the context of the model, they commanded the confederate to show the piece of code mapped to that model element. The confederate
would then hand the papers on which the code was printed to the participant pretending that that
piece of code was popped up on the paper prototype screen.
D5 and D7 also initially asked me to take a look at the notes that they had already taken in
the manual treatment about the system. D1 used pen and paper to sketch a solution for himself
then started communicating with the confederate to build his solution in the prototype but the rest
of participants, including those that were doing their first task via the prototype, did not take any
separate note. They read the code print and they selected where it was important for them in the
code. Then, the confederate added their code selection as one or more boxes in the model and they
manipulated them in the prototype as explained above. “The [prototype]3 is guiding the process
[...] I am loving it so far” commented D7.
When the confederate was previewing D7’s planned changes for him, and I added that in the
future tool VIEW CHANGE STEP command would animate the captured flow of the change step
definition, he was impressed and enthusiastically commented: “It is great! I would love to see the
re-play. I would like to see the flow [...] It is great that [the] tool can show the flow one by one
3 He

used the term “tool” because we were referring to it as a prototype for a future tool.
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when I am explaining to my project manager. Because when [otherwise] I draw on whiteboard,
I have to remember the steps. And sometimes when you cross/wipe stuffs from whiteboard, it is
hard to remember what it was... flow, I mean sequence, is what I care about when I talk with my
manager about the major changes. This matters about re-architecting changes that are beyond the
scope of a method or a class. there, it (the flow) doesn’t matter.” As I observed in the manual
treatment, he was very frustrated about having to explain the flow of his decisions in an email for
the artificial asynchronous conversation with his manager.
An interesting point here is that with the static visualization provided by the prototype, the
confederate recapped on all of the changes a developer decided on different parts of the old system
but also D7 really wanted to see a visualization of the process (an animation, not just the static
visualization). It is uncertain to me if he meant to see an animation of the order of actions as he
thought the changes through or the order he wanted those identified changes to be implemented in
the system; these are not identical however. The knowledge representation framework will capture
the order in which an engineer think changes through but ordering changes after they are captures
in the system is an interesting subject that we can explore in future work to have that provided in
this framework; Indeed I briefly talked about this feature in Section 6.4.6.
Although we did not have the step of putting an email as a plan together in this part of the
experiment, according to Table 7.3, the length of a prototype treatment was not necessarily or
considerably shorter than a manual treatment because of 2 factors that was present: 1) the learning
curve of thinking on the model for a person who always had used to think directly on the code,
and 2) a participant had to command the confederate for an operation, wait till he finishes updating
the screen which involved writing content on paper, cutting some strings, adjusting the existing
model such as MOVE-ing or RESIZE-ing elements to make more room if needed, hanging the new
box and arrow pieces, and colour coding the affected boxes, and then they proceeded to the next
command.
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7.5.4

A comparison of the resulting artifacts

Another interesting observation in the manual treatment is the contents of developers’ emails.
When I read those emails later, I realized that D1, D2, D3, and D8 had tended to explain the final
detailed design as opposed to explaining the detailed changes that must occur to the current
system (the To-be vs. Changes in Figure 4.3 in Chapter 4) despite the clear task instructions given
to explain the set of changes that must take place on the current system in terms of adding, deleting,
and changing (e.g., moving, renaming).
Contrary to these, D4, D5, D6, and D7 explained the detailed changes that must occur to the
current system although their emails are not perfect due to the inefficiency of using text. Here is
the question why despite explicit instructions to communicate changes to the current system, D1,
D2, D3, and D8 did not. One possibility is that they did not understand the instructions; which is
really unlikely because of the conversations I had with everyone which reminded that s/he needs
to explain the steps (changes) to the manager in the email. The other possibility can be that these
developers assumed that by explaining the end state the manager will understand the changes.
These emails are provided in Appendix C.1.
In the resulting prototype change plans, on the other hand, all developers explicitly identified
the changes to the current system by visualizing ADD, DELETE, and MODIFY actions on the
components (boxes) that each action was acting on and adding comments. Snapshots provided
in Appendix C.2 is the resulting static visualization of each plan that communicates the end state
(i.e., the after or To-be) and the changes, in the paper prototype. All developers except D1 did
thoroughly specify the changes to the current system in a “good enough” level of abstraction to be
communicated to the manager. D1’s plan comprising both the end state and the change specifications is too high level in my opinion compared to the rest. This participant can represent people
who think the problem through with a very high-level view to the system while the rest managed
to think it through at a more detailed level of abstraction. These artifacts looked messy in the end
because of the limitations of the paper prototype but the plan was clear for all of us.
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7.6

Results from the Questionnaire

I asked the following questions about a participant’s experience with the manual and the prototype
approach in a five point Likert scale questionnaire:
Q1. Which one was easier for you to use in communicating with your technical manager?
Q2. Which one was easier for you to see the big picture, e.g., to check that you didn’t
forget something?
Q3. Which one do you think would be easier to make revisions to your plan?
Q4. Which one do you think would be easier to communicate back and forth with people?
A response to each question ranged as follows:
• 1 – strongly preferred the manual approach
• 2 – somewhat preferred the manual approach
• 3 – neither was better
• 4 – somewhat preferred the prototype approach
• 5 – strongly preferred the prototype approach
The charts in Figure 7.12 and Figure 7.13 give the results. The circles in Figure 7.13 show the
number of developers who preferred each approach for the asked question.
The top chart represents D1’s and D5’s answers from the the experimental block #1 and D3’s
and D7’s answers from the experimental blocks #3 where participants first did a task manually and
then did the other task with the prototype tool. The bottom chart represents D2’s and D6’s answers
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Figure 7.12: The 5 point Likert scale questionnaire results.
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Figure 7.13: A visualization of the questionnaire responses based on the count of each response.
from the the experimental block #2 and D4’s and D8’s answers from the experimental blocks #4
where participants first did a task with the prototype and then did the other task manually.
The blue (first) bar in each chart shows the response to the question Q1. All participants
except D2 strongly preferred the prototype approach to use in communicating with their technical
manager. D2 somewhat preferred the manual approach in this regard.
The red (second) bar in each chart shows the response to the question Q2. All participants
except D1 and D2 strongly preferred the prototype approach to see the big picture, e.g., to check
that they didn’t forget something. D1 and D2 somewhat preferred the prototype approach to see
the big picture.
The green (third) bar in each chart shows the response to the question Q3. All participants
except D1 strongly preferred the prototype approach to make revisions to their plan. D1 somewhat
preferred the prototype approach to make revisions to the plan.
Finally, the purple (fourth) bar in each chart shows the response to the question Q4. All participants except D1, D2, and D3 strongly preferred the prototype approach to communicate their
plan back and forth with people. D1, D2, and D3 somewhat preferred the prototype approach to
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communicate their plan back and forth with people.
The questionnaire had an open-ended question at the end for participants to articulate their
thoughts about their experience, both the good and bad aspects of the two approaches. They
justified their answers from the questionnaire in this section.
Seven participants responded that the prototype approach enables them to “present the
changes better to the team” because:
• Firstly, the box-and-arrow notation for modelling the architecture of the system is
interesting. D1 emphasized that “I am usually a visual person. I like to see my
codes in boxes.”
• Secondly, changes are represented as actions and are visualized on the software
architecture model while the code remains intact. D6 explained that “I think that the
prototype approach is better because it shows visually the changes”. Similarly, D2
commented that “The prototype approach allowed visualization in a much better
way than the manual approach.” In the manual approach, changes were explained
via an unstructured email message.
• Thirdly, the explicit change visualization makes the changes better understood. D5
emphasized that “The prototype approach help[s] me to see revisions and modifications clearly.” The big picture visualization made D7 more aware of his decisions:
“When writing an email, you don’t see a change explicitly but in the prototype
approach, I see the change and its [introduced/affected] dependencies explicitly.
[Therefore,] If I make a wrong decision, I see that. However, I may not realize that
that is not a very good solution in the mode of writing an email.” D7 later added “I
liked the prototype approach because it helped me view the weakness of the [new]
architecture, the one I built using the provided instructions, which I missed in the
manual approach.”
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• Fourthly, wherever they wished, they can add text to explain changes. D6 pointed
out the importance of this capability: “The feature of adding notes to changes
makes the [prototype]4 get the good part of [the] manual approach by explaining
the changes explicitly combining it with visualization.”
• Fifthly, it is more efficient. D4 emphasized that “[The] manual approach takes lots
of time to explain what changes need to be done” and it is “a very tedious job” for
him.
Several participants also added that not only “[the prototype approach] makes you present the
changes better to the team”, but also it “makes you consider more details”. According to D3, “the
manual approach ... loses a lot of details that will require back and forth communication to clarify
it. The [prototype approach, on the other hand,] makes you consider more details.” In this regard,
D6 pointed out the integration of the change model with the underlying code in the prototype and
commented on the significance of this feature in the change process: “Other people can open code
to see the exact code that needs to change.”
Several participants commented that the prototype approach requires a bit of getting used
to as the main reason for the lower score that some gave to this method. There are two good points
in this comment.
• First, the experiment was successful in showing the difference between the two
methods. They found the manual approach quite similar to what they were doing in
reality. D1 commented “The manual approach is the only way I usually use. Using
the tool was a little bit different. It will require time to be familiar with. That is
why I tend to give a somewhat preferred to it. It will require some learning curve
to be adopted in organizations so everyone understands.” Similarly D2 remarked
that “it took some time to learn what is going on in the prototype. I am more used
4 In

this and similar replacement cases, they used the term tool or tool-assisted approach, meaning the prototype
and prototype approach respectively.
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to working with the manual approach as compared to the prototype approach.”
Also, the tasks was believable and enabled the use of both methods. D7, in his
comment about the experiment as a whole, said: “I like the experiment because the
code is not complicated to understand but it was still complicated enough to make
me think of how I could restructure it. Due to the entanglement of its parts and
the dependencies between them it has complexity and I needed to keep the same
final behaviour for the user in the new architecture (i.e., preserving the same user
experience).”
• Second, their answers indicated that the prototype approach was worth learning.
D6 expressed that “After I understood the prototype, it was easy to use.” “It will
require a bit getting used to it but it will make this kind of collaboration easier”
added D3.
During the work with the paper prototype, the need for two main features, in addition to what
was displayed, was noted by some participants.
• First, on the basis of the fact that the change model is integrated with the underlying
code it manipulates, it was said to be necessary that the future prototype provides
more information about an action on the model. For example, D5 commented:
“It would be nice if the future version of the prototype tells whenever you made a
change that causes compilation error or tests to fail.”
• Second, the ability to present the temporal sequence of changes or visualizing the
process of planning was emphasized as an appealing feature of the future prototype. D7, who I had observed in the manual treatment that explaining the sequence
of changes to happen was an unpleasant task for him, commented: “In case time/sequence was available, it would help me explain it to my manager. It would also help
me remember the reason I decided to do some changes over time.”
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The first need is related to DG5 and the second need is related to DG3 and DG6 in Section 6.2.
In Section 7.8, I explain that I could not test these due to the prototype limitations.
And as the last significant point, regarding how long a treatment lasted either with or without
the use of the paper prototype, the participants did not associate it with the better of that method.
In his open-ended answer, D8 chose to reflect on the learning effect I described in Section 7.5.1
to justify why using the prototype was longer for him without being an indication of a problem
with the approach: “Since we started with [prototype] experiment, it took more time because
getting used to the architecture needs some time which was included in the first step [i.e., the first
treatment]. The only reason that manual approach was short was because I had more clear mind
to re-architect the system, as I [had] spent some time with it during the first experiment.” Also, I
did not intend any such comparison by collection of the time to completion data in this study.

7.7

Conclusion of My Analysis

My prototype allowed a developer to experiment with a subset of the design guidelines behind the
proposed knowledge representation framework, hence the framework is not fully evaluated. The
considered design guidelines in this prototype, out of their total of seven listed in Section 6.2, are:
DG1: The knowledge representation framework needs to clearly communicate the high
level architecture of a software system.
DG2: The knowledge representation framework needs to clearly communicate the locations that changes happen with respect to the high level architecture of a software
system. A change model is iteratively built into it by the collaborators.
DG4: The knowledge representation framework needs to support incomplete change models.
DG6: The knowledge representation framework needs to visualize information in different ways for different stakeholders with different amounts of expertise.
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Based on DG1 and DG2, my paper prototype was designed to keep a developer in the whole
high-level context (software architecture) that mattered for defining the change step. So, at any
moment, s/he maintained a systemic view of the change. Of course, interactions with this view
was not perfect due to the limitations of the paper prototype, but developers’ answers to question
Q2 (See Figure 7.13) indicated that the paper prototype was successful in providing this capability
and improving this aspect of their work. Contrary to this, in the manual treatment, a developer was
making decisions while s/he was sticking to a local piece of code.
Based on DG4, my prototype aimed towards showing that a developer and his/her collaborators
iteratively define and improve a change step in this approach. The change models were built in an
informal manner with no guarantees of completeness (beyond what I could check for controlling
the quality of their works). The responsibility of checking the completeness of a change model in
this approach was on the imaginary collaborator. In other terms, my experiment tested whether a
flexible modelling approach, suggested by DG4, would be useful for developers, who are used to
working directly on the code, to plan changes.
This is also where DG6 affected the design of my paper prototype. I wanted my participants
to consider a rather abstract conversation with a colleague. This is necessary when collaboration
takes place with a higher rank colleague such as a technical manager. For this, participants needed
to focus on the whole system and communicate what mattered in that systemic view. The paper prototype change models demonstrated two levels of abstraction: at the lower level, a created
change model consisted of the components (boxes) that directly represented selected lines of code,
their dependencies (arrows), and their changes. At the higher level, a created change model was
composed of the composite components and dependencies which were sketched based on an understanding of the architecture of the vending machine system. Both the relevant code and the
higher level abstractions of it were represented for the facilitation of the collaboration of the two
different roles (i.e., a manager and a developer) in each task.
This prototype evaluation also tested an important aspect of DG6: accessibility to regular peo-
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ple. Each participant was a regular developer who with a short, simple training of the prototype
was able to create one possible change model and completed the task.
According to my observations (in Sections 7.5) recorded as field notes and the questionnaire’s
results (in Figure 7.13), this study suggests that the prototype approach demonstrating the tested
qualities (design guidelines) above has the potential to facilitate planning a change step and communicating that information for developers. This preliminary evaluation warrants the large investment in the concrete implementation of this paper prototype as a tool and convinced us that it
would be a promising technology: its existence may lead to improved developers experience in
real-world re-architecting situations. My future work in Chapter 8 addresses what implementations are possible. The future re-architecting tool prototype as a software system enables a more
rigorous study of the tested design guidelines as well the complete set of them in order to fully
evaluate the proposed knowledge representation framework.

7.8

Discussion

In the previous sections, I explained that only a subset of the design guidelines (DGs) were evaluated with my paper prototype; hence the knowledge representation framework is not fully evaluated. In this section, I explain why such evaluation would have been impractical in a laboratory
setting and with a paper prototype. For the design guidelines that were not tested in this evaluation,
i.e., DG3, DG5, and DG7, field studies are more likely to be useful but would require industrial
strength tools, investment in which was unwarranted prior to provision of preliminary evidence.

7.8.1

Limitations of the experiment

As an initial evaluation of the concept, I intended to test only the capability of modelling one
possible change step in the prototype of the knowledge representation framework. This involved
testing design guidelines DG1, DG2, DG4, and DG6 as described in Section 7.1.1. As a result, my
designed tasks and the paper prototype did not represent DG3, DG5, and DG7, as follows:
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DG3: The knowledge representation framework needs to communicate the order of
changes for the sake of considering their priority, dependency, and efficiency of
their execution.
In the prototype treatment, each decision was captured as an action on the model of the system
and it sufficed for the participants to know that the order in which they were defining actions
when thinking the plan through would have been captured if the prototype had been a software
(than paper). A representation of this sequence, for example its replay as an animation (which
is also related to DG6 for future work with industrial strength tools), was very difficult to be
simulated by the confederate to test DG3. Simulating the animation of the process properly by the
paper prototype would have depended on my confederate’s accurate memory of the sequence of
decisions (actions) a participant made as s/he was thinking though, in addition to his quick analysis
for updating the prototype screen per each action.
Also, worrying about the consideration of possible sequences for arriving at a better plan was
beyond the scope of this study and is aimed for future studies that tests DG5 with industrial strength
tools.
DG5: The knowledge representation framework needs to factor in analysis that is important for the plan stakeholders; for example, analyzing completeness of a change
model and consequences of decisions for engineers and analyzing planning a sequence of changes for managers. Using state-of-the-art analysis tools helps inform
decisions.
Simulating a simple version of this type of analysis, for example for the change impacts, would
have required a longer interruption time in between a participant’s decisions for the confederate
to analyze and display the change impacts on the model. This would have added too much information on a paper prototype and would have become more disturbing to the participant’s flow of
thought.
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Indeed, some of my participants had difficulty during the study because of the limitations of
the prototype itself. The need to tell the confederate to execute an action for them and wait for him
to finish updating the prototype screen was an unpleasant interruption to their own flow. “Because
the actual tool was not present, it took you time to communicate with [the confederate]. If the tool
comes in its real implementation, it will be more handy then,” remarked D2. This complaint was
not about the demonstrated concept but just how the prototype worked.
DG7: The knowledge representation framework needs to involve fundamental version
control features of branching and merging of the models to communicate what is
the current status of the change model and to clearly communicate the alternatives.
Addressing DG7 would have demanded a longer engagement (requiring multiple sessions) with
at least two participants in each task to test the dynamics of their asynchronous collaboration as
well as the iterative formation of the change model as a result. This would also have demanded my
confederate to simulate the version control operations as well for each participant to allow their
collaboration on defining a change step, which was difficult to do with a paper prototype.

7.8.2

Threats to validity

A. The Paper Prototype Limitations
In this lab experiment, I was testing the concept and not a user interface. This concept to be communicated though needed an interface and a computer. The paper prototype display demonstrated
the core concepts that the interface of the framework needs to present to a user for a change step
definition: The before model, the after model, the changes in between that occurs on a copy of the
before model, and the natural language comments for any of these or for the whole change model.
My paper prototype was simple but enough for demonstrating that part of the concept. The training
material that I used for training the participants are available.
For the simulation of the computer, I trained a human confederate. The interaction instructions
are available and he responded accordingly. I needed him to simulate two important features:
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First, my framework entails an integrated environment with the underlying source code. Despite the changes are specified on a lightweight, easy to understand, and easy to create model of
the source system, one important feature of the framework is that at any time it enables and indeed
the approach encourages the users to check all relevant details from source and enhance their abstract models via adding needed details. It was important for me that a participant works with this
feature. I had my confederate doing the integration with source code and together with the paper
prototype, I provided a close simulation of switches between the source view and the model view.
I believe that this was very basic but again, enough for demonstrating that part of the concept.
Second, my confederate simulated the interactions of a user with the model and he simulated
part of the preview feature of the change model. I did my best to train the participant to use
correct commands and the confederate to respond to that. This is again explained in the interaction
instructions in this chapter. My confederate needed to know exactly the operands and the name
of an operation a participant had intended to do and then he operated it on the prototype display.
He did not guess himself. But the threat hear would be that a participant would think the future
tool must understand human language, speech, and sound for interaction. I countered this threat
by explicitly stating in the prototype training that (1) this interaction is a simulation of the concept
of their otherwise direct interaction with the display, and (2) is done only because this approach is
new to them and I did not want them to be confused with the mechanics of updating the prototype
display (paper boxes and strings) to reflect a command’s execution. All participants were justified
in this regard.
Another aspect of this threat is the other side of this interaction when a participant issued the
VIEW CHANGE STEP command. That was provided by the confederate’s hand gestures and vocal
overviews. Again, all participants were justified that the concept were are testing does not talk
to them and is not intended to do that. In the design of the framework, I was aware that human
language is weaker than computer visualization and animation to show the changes and the flow
of their definition; I did not at all design the framework in Chapter 6 to talk with a user. However,
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I think what my confederate did was the best we could do to preview a change step on a paperbased prototype with time, human memory, and paper limitations. All participants were justified
that what the confederate explained was merely a simulation of the visualization of the transition
relations between the elements of the before and after models which has fallen into words.
Ultimately, all participants were justified that this experiment has not been about the usability
testing of the interface of the tool but to test the approach supported by the prototype. Despite
these restrictions, I believe that this experiment served its purpose.
B. Task Interruptions
It was very likely that a participant would not think enough about the details of the system implementation, and simply translate the high level re-architecting explanation given in a task to the
prototype representation or repeat it in the email. To avoid this, and to make sure that they are
thinking the changes through in a lower level of abstraction I needed to stop them to externalize
their thinking. Although, these conversations increased the reliability of their answers, task interruptions were a limitation of my study. They do not explain what they are doing in a real task; they
just do it.
C. Bias in the Questionnaire
There is one threat to the validity of questionnaire’s responses that they come from graduate students. The threat is that students might be willing to help each other’s work by providing confirming responses. To address this, my analysis does not solely depends on the questionnaire’s
responses but significantly on the field notes that I collected as I observed each participant carrying out the manual and the prototype treatments. Only by checking if the questionnaire responses
confirm my observations recorded in my field notes I could mitigate this threat about the bias of
the questionnaire. In other words, my field notes is an alternative path of communication with the
subjects (participants) and thus they have a key role in the analysis of the questionnaire data.
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D. Generalizability
First, the re-architecting tasks that I designed were not trivial. The scale of the vending machine
system was small enough for a participant to be able to master its architecture and manage the
re-architecting meaningfully in the limited lab experiment time. Also, that was necessary for
me to be able to ensure that a meaningful change step is being defined. If I had used a larger
scale task, it would have taken really long time to give a participant the necessary mastery over its
architecture and it would have taken really long time from them to solve its re-architecting problem
meaningfully. For a lab experiment then things might have ended up being too vague for everyone
and this would have distracted them from focusing on learning the new approach and being able
to compare it with the manual approach. The type of the re-architecting that was designed was
also inspired from my interviews in Chapter 5 where improving the modularity of a system was a
typical case. Regarding the quality of the tasks, the participants found it challenging enough; “I
like the experiment because the code is not complicated to understand but it was still complicated
enough to make me think of how I could restructure it. Due to the entanglement of its parts and
the dependencies between them it has complexity and I needed to keep the same final behaviour
for the user in the new architecture (i.e., preserving the same user experience).” This task is a
representative of a task that one can study in a lab experiment.
Second, the recruited participants had worked with non-trivial software systems in which communication and problem solving involved a software architecture. My participants were comfortable to deal with the vending machine system in a high level of abstraction than merely its source
code. The system training, provided documentation, ample time to delve into implementation, and
also me answering their questions enabled them to pretend to be a technical leader (e.g., an architect or a lead developer) of the system in the tasks. These people were filtered according to the
participation eligibility criteria and although they were graduate students, they were good enough
developers.
Third, the setting that I provided for the manual part of the experiment composed of (1) a
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workstation with a popular integrated development environment (IDE), (2) writing supplies that
developers naturally use to make a note of their thoughts and decisions, and (3) the email client
of their choice as an instance of common text-based means of conversation. As participants also
confirmed in their comments, this was the norm of their real-world work for asynchronous collaboration. It is possible for the medium of their communication to be different (e.g., a discussion
forum instead of private email) but the common characteristics of textual content transmission and
the isolation of conversations and decisions from the system artifacts that they are about, have been
important for me to be exposed.
I do not generalize the findings from a lab study with a paper prototype but I believe my findings
are strong enough to convince the investment in a future concrete implementation of the prototype
to do field work and formal lab studies.

7.9

Summary

This chapter reports a user evaluation study with expert graduate student developers to evaluate
if the new approach proposed in this thesis is useful for a developer to plan and communicate a
change step. I created a paper prototype of my knowledge representation framework and hired
a confederate to simulate interactions with the paper prototype. Since this study was focused on
demonstrating the core capability of this framework that is defining a change step, the created
paper prototype represented a subset of the design guidelines, those that underpinned the DEFINE
CHANGE STEP operator of the framework (Section 6.4.3). Two complicated but feasible tasks for
an in-laboratorio experiment were invented for this purpose.
All participants could learn and apply the approach represented by the paper prototype to complete their given tasks in a reasonable amount of time. The results suggested that the approach
represented by the prototype enables software developers to better present changes to their team
relative to the traditional mechanisms, thereby enabling them to consider more detail. This suggests that the tested approach and thus the tested underlying design guidelines are promising for
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facilitating the change process of software re-architecting. This preliminary evaluation convinced
us that the large investment for a concrete tool implementation is warranted. Such a concrete tool
prototype will be used to evaluate the complete set of design guidelines which could not be tested
in this study due to the limitations of the paper prototype.
This study inspired our future work, justifying investment in a concrete implementation to
further explore the generated design knowledge and the framework for collaborative re-architecting
solutions.
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Chapter 8
Thesis Discussion
In this chapter, I compare the proposed approach with the existing related approaches that I reviewed in Section 2.4. A benchmark of these works against the generated design guidelines are
given in Section 8.1.
Also in this chapter, I discuss the future work of this thesis. I suggest two possible paths
for the implementation of the proposed knowledge representation framework in Section 8.2. In
Section 8.3, I explain how the future software engineering practice and research would benefit
from the existence of this tool. In Section 8.4, I attend to what underlying intelligent algorithms
are immediately needed for the tool implementation.

8.1

A Comparison of the Existing Planning Approaches with the Proposed Approach

In this thesis, I designed a knowledge representation (KR) Framework as a solution to the problem
of communication weaknesses and lack of a proper record management in engineers’ collaboration on a re-architecting. This approach and the rest of existing approaches reviewed in section 2.4
contribute towards systematizing the change process in a re-architecting. Table 8.1 is a benchmark of existing approaches including mine against the generated design guidelines in Section 6.2.
These design guidelines define what my empirical studies implied to be necessary for a solution to
support engineers of a re-architecting based on their challenges and their real needs.
According to DG1 in Section 6.2, a change model that is created in an approach needs to
clearly communicate the high level architecture of a software system. Quite connected to this,
DG2 in Section 6.2 says that the change model needs to clearly communicate where changes are
happening with respect to this high level architecture of a software system.
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Table 8.1: Characterization of the existing approaches to re-architecting.
Design guidelines
DG1
DG2
DG3
DG4
DG5
DG6
DG7

The formal
The traditional
The Mikado
modelling
approach
method
approaches
7
7
7
7
7
7
7

3
3
3
7
3
7
7

The KR
framework
approach

7
7
3
3
7
7
7

3
3
3
3
3
3
3

In the traditional, manual approach, a change model does not exist. In these practices, software engineers read code, they talk with each other and communicate their information about the
system and ideas about the necessary changes, in text (spoken or written) and static pictures on
whiteboards or in electronic formats. The software architecture and change information (what is
exactly that they want to change and what changes are needed) is scattered here and there in their
minds, conversations, documentations, and source code (see Chapters 4 and 5).
The change model created in the formal modelling approaches (see Section 2.4.1) fulfill these
two needs. The software architecture models are defined rigorously by formal modelling languages
and these languages have been enhanced to support modelling changes as well.
The change model that is created in the Mikado method (see Section 2.4.2) visualizes the
task list involved in a big change for clearer communication with the team; it does not model the
software architecture of the system and the changes that occur on that.
According to DG3 in Section 6.2, the change model needs to communicate the order of changes
for the sake of priority, dependency, and efficiency. When such a model as required by DG1 and
DG2 is not in place in the traditional approach, software engineers cannot accurately decide an
ideal possible order of the implementation of changes. However such possibility is provided in
both other techniques to consider the other possible ordering of decisions. In formal modelling
approaches, different paths can be planned and explicitly verified and in the Mikado method, dif-
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ferent change graphs based on the order of executing changes one considers is produced and is
explicitly communicated.
According to DG4 in Section 6.2, incomplete change models must be supported. Then modeldriven approaches are very rigorous in the sense that the model that is defined must be complete
and well-formed; they work based on the assumption that an engineer knows a system and a change
in every detail and now she wants to specify it for automation or verification purpose. The Mikado
method on the other hand is very flexible and its graph is gradually developed; there is no rigorous
compilation as is on the formal models of a re-architecting. The Mikado graph is developed only
for the purpose of identification and communication of what tasks need to be done and what are
their relations and is gradually completed.
According to DG5 in Section 6.2, change models need to be analyzed, for example for completeness and consequences, to inform decisions. This is why formal approaches exist in the first
place to provide rigorous, tool-based analysis for a re-architecting in a system. Regarding the
Mikado graph, as it is separated from the code artifacts such analysis sounds inapplicable. Written
text about changes in the traditional approach is difficult to analyze, difficult to search, and difficult
to trace. Spoken words are worse! The static pictures on whiteboard or in electronic formats are
difficult to analyze because they are disconnected from the code artifacts they are about. In case of
automatically generated diagrams from the code, they are overwhelmed with too much information
for a high level discussion however they can be used for tracing a dependency in the system.
According to DG6 in Section 6.2, the change model has to visualize information in different
ways for different stakeholders with different amounts of expertise. This is the place where collaboration counts in; and existing approaches really lack this capability. As I deeply investigated
in my empirical studies in Chapters 4 and 5, the traditional approach really suffers from the communication of information among people at and between different layers of the organization who
must be involved in the process. Formal modelling approaches present a very high level description of the system for one particular audience: software architects with highly specialized skills to
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use software architecture description languages. On the other hand, the Mikado graph is great for
communication among developers because of the precision with which it defines the modification
tasks that needs to be done on the code. But it is unclear to me how this approach can be effective
for communication about a really big re-architecting at a high level of abstraction when people
would like to discuss software architecture.
Finally, according to DG7 in Section 6.2, the change model needs to involve fundamental
version control features to support the dynamic process of collaboration in defining the change
model and its record management from start to finish in the change process. In the traditional
approach, over time many words and pictures are exchanged and they are stored here and there.
Finding the exact picture that explains something or a conversation that took place earlier about
these changes is not convenient. Version control is only applied when they implement changes
in the source code. Although the resulting artifacts of the formal modelling approaches and the
Mikado graph (electronic version) can benefit from applying a typical version control a version
control mechanism is not built into these approaches to track and control the model evolution.
This comparison does not mean that my proposed approach is in competition with existing
formal approaches for planning software re-architecting. My work aims towards allowing an organization to iteratively perform a re-architecting. Thus, my change model has no guarantees of
correctness, but could be used as the starting point for formal methods. The formal methods could
catch mistakes in the informal method (my approach), leading to more discussions and revisions,
etc. until the whole planning is done.
With regards to the Mikado method that is rooted in the practical experience of its creators,
these two informal methods approach the re-architecting planning from two different perspectives:
task extraction without a direct representation of the high-level design structure of the system vs.
modelling decisions directly on the high-level design structure of the system. Future case studies
are needed to compare these two works.
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8.2

The Interaction Platforms and Techniques

In this section, I address how the interaction future of the framework tool will look like and hence
what future research is needed.

8.2.1

The framework as a corporate collaboration tool

I imagine that the framework will exist as enterprise software itself which facilitates corporate
re-architecting collaboration. For displaying the dimensions of the change step data in a largescale software system, the tool requires large-scale displays in an office. Such a permanent display
on an office wall can be a digital whiteboard or a whiteboard-sized display. For facilitating the
collaboration of different people/roles on a change step, the tool must support the communication
between multiple devices including mobile devices, desktop computers, and large displays. Using
such communication, I can imagine that a developer use a mobile device to take/grab a change step
from a large display to assign that work to her/himself. The tool platform should allow pen-based,
touch, and mouse and keyboard interactions and it must integrate existing project communication
and planning tools in the change process that it supports. For the re-architecting framework of
Chapter 6 to be implemented as a collaborative multi-surface platform, future user studies are
needed especially to develop design guidelines for a seamless re-architecting collaboration on that
platform.

8.2.2

The framework as an organic part of the source code repository

I imagine that the framework will also come to existence as an annotation layer in source code
repository of large open-source projects, for example in GitHub [GitHub], to facilitate the global
collaborative efforts on re-architecting goals. Same as developers share code now, they will follow
the same workflows to create, share, and discuss change models and will have the support of
existing version control tools that are augmented for inspecting these models and viewing their
commit history. In this way, future repositories of open-source projects not only record the code
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and its raw change commits, but also a visual meta-data that provide all the high-level information
about a re-architecting that took place.
The change model annotations can be visually defined when developers are collaborating just
on high level ideas without being attached to any code but later to be filled out (that I call the topdown annotation manner), or they can be generated when a developer is directly walking through
the code repository and selects code that matters (that I call the bottom-up annotation manner).
The linkages between an annotation that represents “before” source model and its underlying code
segments and files is established via leaving special invisible characters on and inside project files.
All these selections are then extracted, e.g., put into a JavaScript file, and a box-and-arrow visualization is created. Developers can augment this model with more annotations and text until it
is good enough for discussing a change. Developers then collaborate on deciding the changes on
this abstract representation with the flexibility to switch back-and-forth to the raw repository view
for selecting more code or to refocus on an underlying code from the model. Obviously, this implementation uses more recording and information keeping facilities to serve the geographically
distributed collaboration.
Hence, a future study is needed to specially develop design guidelines for how a change step
can be visualized and animated on a web browser. Also future work is needed towards engineering
the existing Git version control for enhancing its workflow tools on the change model.

8.3

The Broader Software Engineering Application

If we go forward in time and imagine that a concrete implementation of the framework as a collaborative tool is available, both software engineering practitioners and researchers will benefit
from it. Software engineers can leverage the knowledge representation framework for managing
the knowledge of a software architecture as it gradually comes about in their development collaborative efforts; software engineering researchers benefit from this tool in studying past records
of architectural changes in corporations and in open-source projects. In this section, I address
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this broader application of the re-architecting knowledge representation framework and how its
existence would impact future investigations of the topic.

8.3.1

A support for coexistence of architectural knowledge with code

If we go forward in time and a concrete implementation of the tool is available, software engineers
can leverage the given knowledge representation framework for architecting their large-scale software systems in the first place. That is, from the beginning all their design activities shall take
place in this tool which integrates other tools such as forums, etc. and integrates the scattered
information about the design of the architecture of a system throughout the process.
I can imagine that when two architects are discussing the high-level design of the system, they
shall sketch their envision of the structure of the system in the framework and gradually evolves
it. All their discussions of rationals and alternative designs as well as the constraints on individual
components of the system and their relationships/dependencies are recorded in the framework and
the tool allows walking through that body of knowledge at any time in their future.
I can imagine that when the development tasks starts and a developer is assigned to each of
these parts, again when he is envisioning the detailed design of a component of the system, he
would sketch that as a model of the system in the framework. Communication and collaboration
on that design is supported and all the information are recorded. For writing the code she just lets
the tool know that she is going to write the code for that piece of the model and she automatically
enters into the development environment which is well integrated with the collaboration tool. An
advantage of this integration is that, the tool can associate any documentation a developer write
in the code to the corresponding component in the model. Iteratively, through the programming
and code review activities the mapping between the abstract model of the code and the underlying
code is completed to a good enough degree that captures which pieces of code implements an
abstraction in the model, what detailed dependencies exist which are important to be seen in the
abstraction, and what are the assumptions made in each component.
The distinctive feature of this method compared to auto-generation of (class) diagrams from
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code is two folded: (1) The framework and its representation is applied starting from when there
is no code developed for a software system, and (2) the box-and-arrow representations come from
people’s understanding which matters for their communication and collaboration on a system design and development. It is correct that at some point the human high-level understanding and the
exact form of a system implementation have to align with each other, and for that the framework
tool supports integration of existing tools which helps bridge this gap. For example a contribution
of such a tool to be leveraged in my framework is to improve a code review activity. An automatic
tool for generating detailed class diagrams from a code can be activated when two developers are
reviewing and discussing a component implementation to see how much the implemented design
(represented in the leverage existing tool) reflects the designer’s thought about how the structure
of that component should be and how it should work (the representation in the architecting framework). This comparison of the two representations also helps them better realize the limitations
that exist in the way of purely implementing the designer’s thought. All the comparison and contrast information and developers comments are recorded and the needed revision can be explicitly
represented as a change step representation provided by the framework.
In this way, the knowledge of a system architecting is recorded at all levels including design
and development and can be retrieved as an integrated representation at any time, especially when
the team needs to consider a re-architecting.

8.3.2

The impact of the framework on software engineering research

One of the problems that I felt existed in my research is that the number of cases is very limited in
which a researcher can completely examine a change step. Either these cases are known internally
in software development organizations or they are discussed in forums for open-source projects.
Either way, as I did in my interviews and case study, a researcher has to conduct excessively
labourious study to bring together all the otherwise scattered information about these projects in
order to make sense of them and yet she is aware that there might be much more information about
what happened in the change process that is forgotten or lost.
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So, moving forward in time, when people actively use the framework tool as seamless part
of their software architecting and re-architecting collaboration, better change representations are
being created. At that time, when a researcher wants to study software re-architecting, she has
access to the whole information of a change step in an explicitly structured and visualized way.
For each change step, she can understand what code changes are involved exactly for it and what
ideas have been communicated for it and how that single change step alters the architecture of
the system on its own and what other change steps this one relates to. The change knowledge
representation in the tool and its easy user interface that walks a user through that framework helps
future researchers to understand re-architectings more easily and thus enables them to ask more
fascinating questions about the change data and human collaboration.
A researcher would access all this information in the tool online for open-source re-architecting
projects as opposed to the separate study of discussion forum, raw code changes, and available
documentations as I did in the absence of such a tool in Chapter 4. In addition, when a researcher
interview the involved staff in corporate re-architecting projects, every interviewee can pull up
their last project on his or her laptop and use that as a basis. The tool would help them to walk
through that change step they are talking about as opposed to trying to recall what they can recall
about it as my interviewees did in the study of Chapter 5. More (accurate) information will be
shared with researchers which then allows for further analysis.
So, I can see that the future collaboration tool based on my framework could totally affect
how people do software engineering research because of providing this helpful representation of
changes. Thus, my thesis will contribute to the research community to overcome one of the obstacles to understanding software re-architecting problems.

8.4

The Needed Intelligent Algorithms

Since the framework’s representation of a re-architecting has syntactical components with clear
semantics, the framework proposed can be used in different kinds of reasoning. Indeed, the more
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syntactical elements with semantic information is represented in there, the more it is possible to
make use of that information and provide support. The audience, on the one hand, is a developer
who thinks a change step through and on the other hand, the manager, who needs to approve a
plan. Supports are needed for both sides to avoid mistakes. My evaluation study emphasized on
two kinds of needed support: checking consistency of a change model for a developer who thinks
a change step through, and planning the sequence of changes.
During the evaluation study when developers were working with my paper prototype, the need
of having a support by the prototype that would inform a developer that if she removes a node (a
box), what the dangling references are was emphasized. In other words, a developer wants to know
what the other places are in the whole structure represented by the prototype that needs to be taken
care of in a change step she is considering. The needed algorithm is a primitive form of reasoning
that can be implemented leveraging current technology in the tool.
The other thing which is more important especially to be provided on the management side is
investigating the sequence that is safe to execute a change step or a series of them in the system.
The issue of sequencing was emphasized in the evaluation study when a developer was envisioning
the prototype’s support for him to communicate the flow of his decisions to his fictitious manager
via capturing the order he was planning his task and animating that information. If I take this
subject from his side and more think about it on the management side, I see that those people need
to give a proposal a lot of thoughts to accept the plan. Thus, for the management stakeholders
of the tool, and as I have briefly talked about it in Section 6.4.6, we need a planner algorithm
to be implemented that says “Based on the changes that have been entered, this is a plan that
would work: first do this, second do that, and so on. We would not have any dependency that is
unresolved” or contrary to this, “you can not do this because these are the dependencies that are
unresolved: one, two, three”. That is a support that a manager naturally would like to have on top
of the information that is collected in the tool and human, at this time, are willing to accept that
kind of analysis from a computer. Deciding on a working order of changes1 is a lot of work for a
1 Here,

I focus on the change dependencies as a constraint; more constraints such as change priorities or staff
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manager or the architect and as a human, one can make a lot of mistakes and she would look bad!
I encountered such cases in my interviews under Critical Challenge 4 category in Section 5.2.1.

8.5

Summary

My proposed approach is an informal method that aims towards allowing an organization to iteratively perform a re-architecting. Thus, my change model has no guarantees of correctness, but
could be used as the starting point for formal methods. The formal methods could catch mistakes
in the informal change model, leading to more discussions and revisions, etc. until the whole
planning is done.
With regard to the Mikado method that is rooted in the practical experience of its creators,
these two informal methods approach the re-architecting planning from two different perspectives:
task extraction without a direct representation of the high-level design structure of the system vs.
modelling decisions directly on the high-level design structure of the system. Future case studies
are needed to compare these two works.
I envisioned two paths to implement the proposed knowledge representation framework as a
collaboration tool: One path is a large-display interactive implementation which facilitates colocated collaboration of engineers via state-of-the-art interaction technologies. The other path is
a source code annotation tool that is integrated with development platforms such as GitHub to
facilitate the collaboration of engineers in virtual teams.
The use of this tool can be initiated from the very beginning of software development to capture
and represent the software architecture knowledge of the team. Later on, needed change steps are
organized and coordinated in it. This also provides a better access to the records of both failed and
successful re-architecting attempts for future researchers of the phenomenon.

availability can be added later in further future versions of the algorithm.
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Chapter 9
Conclusion
Today’s large-scale software systems (e.g., enterprise software) are ever more exposed to change.
Changes may require the high level design structure of a software system, known as its software
architecture, to be changed as well. This means that the change brings with itself major restructuring within the implementation of the software system. This phenomenon is called software
re-architecting. It can be very hard to plan and execute a re-architecting in the implementation of
a large-scale software system because such systems are usually very complicated and they consist
of many interconnected parts. If a re-architecting is not carefully planned and executed, it may
cause a lot of disruption in the enabled business processes of these systems as well as in the work
of developers who work on different parts of the system. As we cannot avoid this phenomenon in
the life cycle of large-scale software systems in a long run, we have to see how we can improve
the chances of success for such endeavours. To achieve this goal, a better understanding of the
technical and human issues involved in software re-architecting is needed. This knowledge will
inform future researchers of the real needs for technology and tool support. This was my motivation in exploring the problems of software re-architecting, specially its human aspects in this
thesis. I sought to answer two research questions in this thesis, whose answers are summarized in
Section 9.1 and Section 9.2.

9.1

What are the challenges of a re-architecting for developers of software systems?

My empirical studies found:
1. Developers have inadequate knowledge about the architecture of the system (Chapter 4). Upper-level decision making happens with incomplete information (Chap163

ter 5). Lower-level decision making happens with an overwhelming amount of
information (Chapter 5).
2. The feedback given to a developer about a change is very limited. At the highlevel decision making, unanticipated effects and conflicts turn out to be serious
(Chapter 5). At the low-level decision making, the compiler is not going to catch
incomplete changes (semantic errors). Thus, a developer can introduce bugs and
have no idea where they are (Chapters 4 and 5).
3. Changes are tricky to test (Chapter 5).
4. There is a rigid dichotomy between development and management views relative to
changing the system (Chapter 5).
5. Developers do not clearly communicate the changes to each other (Chapter 4).
Records of the changes and communications about them are poorly managed
(Chapter 5).
From the above list, items 1 through 4 are addressed in the existing literature in Section 2.2.
The item 5, the critical challenge of communication weaknesses and lack of proper management
of records in the change process of re-architecting is either not mentioned in the rest of the existing
studies or is not strongly addressed. This thesis specifically addresses this interesting issue.

9.2

What kind of solutions can help resolve these problems?

My findings in Chapter 5 suggested that software engineers must take a systematic approach to
the communication and record management of the whole change process. Based on this insight, I
identified the need for a collaboration tool for re-architecting with a threefold purpose and suggests
a set of design guidelines for future technology:
• To promote developers awareness of the software architecture
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• To improve record management of decisions as they relate to software architecture
• To improve communication of decisions among the various stakeholders of software architecture
I proposed a knowledge representation framework as an abstract solution based on the following design guidelines in chapter 6:
DG1: The knowledge representation framework needs to clearly communicate the high
level architecture of a software system.
DG2: The knowledge representation framework needs to clearly communicate where
changes are happening with respect to the high level architecture of a software
system. A change model is iteratively built into it by the collaborators.
DG3: The knowledge representation framework needs to communicate the order of
changes for the sake of considering their priority, dependency, and efficiency of
their execution.
DG4: The knowledge representation framework needs to support incomplete change models. This is necessary because engineers might have incomplete or inaccurate information about the software system when discussing it at a high level or planning
upcoming changes. Engineers’ information evolves through collaboration and iterative work. Thus, the modelling activity should not restrict them at any point to
provide a complete specification; rather it has to be a very flexible activity.
DG5: The knowledge representation framework needs to factor in analysis that is important for the plan stakeholders; for example, analyzing completeness of a change
model and consequences of decisions for engineers and analyzing planning a sequence of changes for managers. Using state-of-the-art analysis tools helps inform
decisions.
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DG6: The knowledge representation framework needs to visualize information in different ways for different stakeholders with different amounts of expertise. This also
implies that the knowledge representation framework needs to be accessible for regular people and does not require extensive training. They include regular developers
and managers without a deep technical knowledge.
DG7: The knowledge representation framework needs to involve fundamental version
control features of branching and merging of the models to communicate what is
the current status of a change model and to clearly communicate the alternatives.
It also needs to help collaborators identify and appropriate common steps/features
across change models.
I created a paper prototype of the framework to evaluate the key feature of defining a change
step, thus the underlying design guidelines DG1, DG2, DG4, and DG6. In this lab experiment, a set
of graduate students with industrial development experience solved two concrete tasks involving
software re-architecting. One task was done with the use of the paper prototype tool and another
task was done with standard development and communication tools (i.e., two treatments). The
results suggested that the paper prototype tool facilitates the planning of changes and their communication. It allowed participants to better present changes to their team relative to the standard
mechanisms, thereby enabling them to consider more detail. This evidence revealed the potential
value of the framework as a platform for deeper study and warranted the large investment that
would be needed to develop equivalent, concrete tools. Future formal studies with a concrete tool
prototype are needed to test the entire framework, thus the complete set of its underlying design
guidelines. In the long run, after the concrete tool prototype is refined so that it could be seamlessly integrated with developers’ work environments, field studies are needed to further test the
framework under the realistic work conditions. Thus, any unmet user needs would be discovered
and existing design guidelines would be augmented or refined.
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9.3

Thesis Contributions

The main contributions of this thesis are:
1. Identification of an essentially humanistic problem with software re-architecting
that is likely to arise in various team-oriented, computer-mediated tasks due to similar inherent complexity. This thesis pushes the boundary of what we know about
the problems of software re-architecting and paves the way for future researchers in
many ways.
2. Establishing a set of design guidelines for future support systems for addressing
this problem in software re-architecting.
3. Definition of a novel knowledge representation framework that captures and represents diverse kinds of information in re-architecting via lightweight modelling,
visualization, and collaboration. The framework serves as the basis of the future
collaboration tools for re-architecting.
4. Definition of a paper prototype evaluation methodology to test some of the design
guidelines.
5. Initial evidence of the value of the framework and underlying design guidelines,
justifying future investment in its concrete tool development.

167

Appendix A
Documentation Connected to the RCP Case Study
This is the appendix for my case study in Chapter 4. Contents of the following sections are exactly
copied and pasted from the cited web pages with few corrections of typographical errors in developers’ comments. Sections A.1, A.2, A.3, and A.4 are planning documents and communications of
Eclipse Rich Client Platform re-architecting that were publicly available and I used for this study.
• Bugzilla - Bug 36967 [RCP] [Plan Item] Enable Eclipse to be used as a rich client
platform Last modified: 2004-05-25 12:30:35 EDT [Edgar, 2003a]
• Bugzilla - Bug 40050 Need a trimmed-down org.eclipse.help Last modified: 200401-21 19:49:10 EST [Edgar, 2003b]
• Generic workbench structure [Generic workbench structure]
• 3.0 Help API Change for Rich Client Platform
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A.1

Bug 36967 - [RCP] [Plan Item] Enable Eclipse to be used as a rich client
platform

Figure A.1: The snapshot of the summary of bug 36967 [Edgar, 2003a].

Description Jim des Rivieres 2003-04-25 18:33:55 EDT

Enable Eclipse to be used as a rich client platform. Eclipse was designed as a universal tool
integration platform. However, many facets and components of Eclipse are not particularly
specific to IDEs and would make equal sense in non-IDE applications (e.g., window-based GUI,
plug-ins, help system, update manager). The Eclipse Platform should factor out and segregate
IDE-specific facilities (e.g., everything having to do with workspace resources) so that a subset
of it can be used as a rich client platform for building applications. [Platform Core, Platform UI]
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[Theme: Rich client platform]

Comment 1 Jim Eatmon 2003-04-30 10:42:22 EDT

One of the things we would like to see is the ability to download a build that contains a “raw”
workbench. Our application (using R2.1-M3) doesn’t require Editors, Update, Help, Project
or Resource views. Removing the plugins and their associated xml was reasonably easy. The
complexity is increased when one has to “hack” existing classes in order to remove the addition of
actions and preference pages. We had to change the following classes:

NewWizardMenu
PerspectivesPreferencePage
ViewsPreferencePage
WorkbenchPreferencePage
WorkbenchActionBuilder

Our version of these classes are put in a separate jar that is defined as a part of the Workbench
Plugin and is loaded before workbench.jar.

Despite the complexity, it took a junior level person with a year of experience just two days to get
it working the way we wanted.

I’d be happy to provide the source for our “hacks” should you be interested...

Jim
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Comment 2 Nick Edgar 2003-04-30 12:07:35 EDT

See also bug 29179 for changes that were done in 2.1.

Comment 3 Nick Edgar 2003-04-30 12:08:57 EDT

Jim, having the source for your changes would be good thanks. Could you please attach them to
this PR, along with a point form summary of the changes that were made?

Comment 4 Jim Eatmon 2003-04-30 13:23:30 EDT

Created attachment 4762 [details]
Attachment per your request...

Comment 5 Jim Eatmon 2003-04-30 13:25:34 EDT

I attached a zip with our version of the classes. Sorry, I’m unable to comment point by point as
I didn’t make the changes. Perhaps you could do a diff against the R2.1-M3 source to discover
exactly what was done...

I reviewed the other bug you referenced, and we are already on the interested list. We ignored
much of what was done through that bug as it seemed to focus on the enablement/disablement
of things, where our preferred approach is to completely remove all references to unnecessary
plugins, preferences and menus. In addition we saw subclassing vs hacking as a non-issue. It’s
just as much trouble to subclass as it is to change the original class.
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Again, what we would like is a configurable workbench where, if I remove a plugin directory
and any references to that plugin in other plugins, then all preferences, menus and views for
that plugin would disappear from the workbench. One approach for implementing this would
be for a development-type plugin to add it’s preferences and menu items upon the opening of a
perspective. This is what our code does and it seems to work fine. Another approach would be to
define these things through xml.

Jim

Comment 6 Bob Foster 2003-05-01 12:58:20 EDT

Agree with the last comment, and not just for non-IDE applications. Eclipse would be improved
if all plugins followed the same rules with respect to defining actions and menus.

Comment 7 Nick Edgar 2003-05-05 10:04:08 EDT

Reminder to check out the patch posted by Matthew Hatem in bug 29179 (I’ve closed that PR).

Comment 8 Simon Arsenault 2003-06-10 14:24:46 EDT

An initial proposal of the work involved for this plan item has been released on
the Eclipse UI team web site - this was one of our 3.0 M1 objectives.

Please see

http://dev.eclipse.org/viewcvs/index.cgi/%7Echeckout%7E/platform-ui-home/
rcp-proposal/rich_client_platform_facilities.html

Comment 9 David J. Orme 2003-06-10 15:09:12 EDT
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Looks good so far.

One possible ambiguity I noticed was if the text editor support will be in the IDE plug-in or if it
will be in a third plug-in separate from both the IDE plug-in and the rich client plug-in.

Otherwise, I like it so far.

Comment 10 Simon Arsenault 2003-06-10 15:12:19 EDT

We have not decided yet where the text editor will end up...

Comment 11 David J. Orme 2003-06-10 15:26:28 EDT

If it’s easy to do, a separate plug-in from both IDE and thin-client platform (TCP) would be
preferred.

Some TCP apps could definitely benefit from having a text editor plug-in already written and
available to them.

Comment 12 Nick Edgar 2003-06-10 16:06:18 EDT

The text editor component is already implemented as separate plug-ins, although for backwards
compatibility with R2.0, the extensions and extension points for it are currently defined in the
org.eclipse.ui plugin.
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We are planning on cleaning this up. The text editor plug-ins will not be part of the “workbench
proper” layer but will be an optional add-on. They may be required by the “workbench ide tooling”
layer, although there are currently no direct dependencies on them in the current workbench code.

A deeper question is whether the “workbench proper” should have any notion of editors at all.
Independent of the text editors, the workbench currently has a notion of editor parts. Editors get
pride-of-place in a perspective, and have several dedicated actions (File>Save, Save As..., Save
All), dialogs (Save Resources, Switch to Editor), and other semantics (e.g. the editor switching
mechanism, the recently used file list). We’re debating whether it makes sense to include even this
level of support in the workbench proper, or whether this should be layered on as well. Even if the
support is built-in, the Save actions etc. will not appear unless the application adds them.

David, I can understand not wanting text editors in the “workbench proper” layer. But why would
you want to exclude them from the “workbench ide tooling” layer?

Comment 13 David J. Orme 2003-06-10 16:17:30 EDT

>>David, I can understand not wanting text editors in the “workbench proper” layer. But why
would you want to exclude them from the “workbench ide tooling” layer?<<

Because there are RCP apps that aren’t IDE apps that could benefit from having an integrated text
editor.

A few examples:

Mail/news client
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E-Book reader (for creating/editing annotations)
File manager / explorer

Comment 14 Nick Edgar 2003-06-10 16:22:08 EDT

Ok, we’re aligned then. The text editors should be a separate component which can be added on
to the “workbench proper” if needed. The “workbench ide tooling” layer may require them, but
applications do not need to include the entire tooling layer just to get editors.

Comment 15 Don Estberg 2003-06-10 20:48:32 EDT

My understanding is you are splitting the current workbench into a generic workbench and that
part of the workbench that depends on core.resources, which you tentatively call ui.resources.
You also talk about a IDE workbench atop the generic workbench. So it seems there are two
possibilities: (1) this IDE workbench depends on the generic workbench and ui.resources, or (2)
this IDE workbench is what you are calling ui.resources.

Comment 16 Don Estberg 2003-06-10 21:13:12 EDT

Why wouldn’t Eclipse want to supply a startup class that could be used with the generic workbench? Some clients may be able to use it as is, and other clients could use it as a starting point
before modifying it for their own needs.

Comment 17 Ed Burnette 2003-06-10 22:11:19 EDT

I’m not sure I understand drawing the line between the two pieces at resources. It’ll be nice to get
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supported editing of arbitrary paths, but I could see many non-IDE type applications that want
the concept of resources. These resources could be remote files, servers, database tables, video
streams, rss news feeds, and other objects, real or virtual.

The way I see it, there’s a continuum of programs based on Eclipse technologies:

Extended Eclipse –>Standard Eclipse –>RCP –>JFace app –>SWT app
(e.g., WSAD)

“RCP” is the target of the Rich Client Platform initiative. RCP programs are being built today but
require various degrees of kludging to customize. For example as your doc says to take out certain
menus.

The break at resources seems arbitrary though. The question about where to put editors is
typical of the kind of questions that will arise.
migrate out to its own little plugin?

Will every piece of functionality need to

Another example is the confusion of whether to call

the new plugin “ide” or “resource”, and trouble with the terminology of the “ide workspace”
vs. the workspace “proper”. It seems like a correct refactoring would feel more natural and elegant.

How about if you left the basic functionality in the ui piece pretty much as it is now but provided
extensions to customize it, and remove all the default menus and perspectives. A very small
optional plugin might be needed to activate features like the File action set and the Resource
perspective. The focus should be on adding fine grained customizability that people really need.

Comment 18 Matthew Hatem 2003-06-10 23:12:00 EDT
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I have questions surrounding action contributions. Currently action contributions are presented
in the UI via hard wired contribution managers. Namely the Workbench menu bar, toolbar
and possibly View toolbars. Has there been any investigation into the possibility of allowing
non-ide applications to have more control over this or making the Workbench action contribution
model more generic? Being able to add additional or custom contribution managers would be nice.

Additionally, the status bar in the Workbench has hard wired controls, e.g. the progress bar, cancel
button, message area. Would a generic workbench/RCP benefit from having a bare bones status
bar? How would non-ide applications add their functionality to this status bar or add it’s own
status bar implementation.

-m@

Comment 19 Rowan Christmas 2003-06-11 17:16:18 EDT

I have been working on something like this on my own. I understand that much of this bug will be
part of the Eclipse3.0 release. Here is what I am working towards: A plugin-driven tool integration
system that will allow for data sharing between tools. What this amounts to is a ”workbench”
which is a small window and shows which tools can be launched, which tools are running and
some stats. The perspective idea is not an option for me since I have people who will not use SWT
and want to use Swing. I don’t see this as a problem since every tool will be in its own window.

What I have right now, and maybe people can help me with this, is a Integrator class that is the
main feature and creates a SWT Shell and a Swing JFrame. What I am unable to do is use my
mini-workbench to launch another Plugin. So if anyone can point me to the place where I would
initialize a Plugin ( Platform maybe? ), that would be swell. I have posted all of my code in the
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eclipse.platfrom newsgroup for those interested.

I would much rather do as people have suggested and use the provided workbench, but only if it
comes “raw”.

–rowan

Comment 20 Ed Burnette 2003-06-23 10:52:23 EDT

I wanted to capture these postings from the platform-swt-dev mailing list, with one additional
comment at the end:

Ed Burnette wrote:
>Would it make sense to bundle JFace more tightly with SWT and less tightly with the Platform
UI in both a physical and logical sense?

Nick Edgar wrote:
>We have no plans to bundle JFace with SWT or to support JFace as a separate component from
the Eclipse UI.

Ed Burnette wrote:
>I understand there are no plans to do that right now, but the question is would it make sense, or
would it be feasible, or technically sound, to make such plans. If not, why. Some (most?) of the
code seems to be pretty generic, such as Jface tables and content providers, and add significant
value to SWT.
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Nick Edgar wrote:
>Yes, a separate JFace is technically feasible and sound. The only sticking point currently is its
dependencies on the utility classes in org.eclipse.core.runtime. We’ve been careful since R1.0 to
avoid introducing dependencies from JFace to org.eclipse.core.resources, or to the rest of the UI
(other than SWT, of course).
>
>However, we cannot currently commit to a separate JFace component. We’re still debating
whether to keep JFace as a separate component, or to fold it into the lower level of the Rich
Client Platform (bugzilla 36967). Since people have already built apps on top of SWT+JFace (and
excluding the rest of the Eclipse runtime), we’re tending towards leaving it pretty much as is, but
cleaning up the dependencies, e.g. by moving the utility classes in org.eclipse.core.runtime into a
separate jar. The exact shape of this has not yet been decided, but the design will be firmed up by
Milestone 2 (July 18). Even if we do make JFace a separable plugin, e.g. by moving the utility
classes in org.eclipse.core.runtime into a separate jar, the emphasis of the Eclipse platform will
still be as a tooling platform, so there may be a limit to how much support we can extend to those
using JFace separately from the rest of the platform. Again, these details will be sorted out by
Milestone 2.
>
>If you have any further thoughts on this matter, please append to bugzilla 36967.

Additional comment:
+1 to keeping it as a separate component and cleaning up the dependencies. In addition to swt.jar,
here is the list of jar files currently needed for a JFace app (from Eclipse in Action Appendix E):

- <eclipse-root>\plugins\org.eclipse.jface 2.1.0\jface.jar
- <eclipse-root>\plugins\org.eclipse.core.runtime 2.1.0\runtime.jar
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- <eclipse-root>\plugins\org.eclipse.ui.workbench 2.1.0\workbench.jar
- <eclipse-root>\plugins\org.eclipse.core.boot 2.1.0\boot.jar

If you can get it down to jface.jar and maybe one utility jar file that would be ideal.

Comment 21 Nick Edgar 2003-06-23 13:23:18 EDT

JFace apps should not currently require workbench.jar.

There are no dependencies from

org.eclipse.jface.* classes to org.eclipse.ui.* classes.

Comment 22 Ed Burnette 2003-07-03 18:50:11 EDT

You’re right, the dependencies are currently (in 2.1):

- <eclipse-root>\plugins\org.eclipse.jface 2.1.0\jface.jar
- <eclipse-root>\plugins\org.eclipse.core.runtime 2.1.0\runtime.jar
- <eclipse-root>\plugins\org.eclipse.core.boot 2.1.0\boot.jar

Comment 23 Nick Edgar 2003-07-04 10:53:27 EDT

In comment 18, Matthew asks:
>I have questions surrounding action contributions. Currently action contributions are presented
in the UI via hard wired contribution managers. Namely the Workbench menu bar, toolbar
and possibly View toolbars. Has there been any investigation into the possibility of allowing
non-ide applications to have more control over this or making the Workbench action contribution
model more generic? Being able to add additional or custom contribution managers would be nice.
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The application will be able to configure which of the current bars are visible, on a per-window
basis. Are you asking for the ability to add other bars? I notice that your RCP M7 has its own
action bar. How does this differ from those in Eclipse? How are you currently adding it (i.e.,
subclassing WorkbenchWindow)? If I want to write a plug-in that targets both Lotus applications
and other Eclipse-based applications, will I have to populate the action bars differently? I would
like to understand what you’re doing here, and see if we can make the current Eclipse action bars
more flexible, to support your use cases, rather than replacing them (similar to the approach you
took with tweaking perspective layout).

>Additionally, the status bar in the Workbench has hard wired controls, e.g. the progress bar,
cancel button, message area. Would a generic workbench/RCP benefit from having a bare bones
status bar? How would non-ide applications add their functionality to this status bar or add it’s
own status bar implementation.

We haven’t considered this yet, but it sounds like you’d like us to <g>. Can you summarize
your use cases? I notice that your RCP M7 has added API to IStatusLineManager to control
alignment of the message, and exposed it on IWorkbenchWindow. Until now we’ve tried to
restrict who gets to manipulate the action bars, by presenting “virtualized” action bars to views
and editors. That way, if view A sets a message then view B gets activated, when you switch
back to view A it still has the original message. If anybody can gain access to the “real” status
line or menu bar, then the workbench loses the ability to manage contributions. Likewise, if
anybody gets to control alignment of the message, it could lead to it jumping around unpredictably.

If these are merely things that the primary application configures once, and regular plugins are not
allowed to tweak, then that is important for us to know, and is something we can consider.
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Comment 24 Justin Kilimnik 2003-07-16 22:07:59 EDT

I also have been working on this sort of thing for a while now and have my own “patched” version
of the Eclipse source.

One issue I would like to bring forward is about update.ui.forms a.k.a. Manifest Editors. I use
these a lot for viewing and editing the properties objects. The first point I have is why is this in
the update.ui package? Shouldn’t it be moved into a eclipse.ui.forms package? Also, I needed
to patch this stuff a bit to make it work out side of a fully initialized WorkBench (wrote my own
AbstractForm class and moved the eclipse code onto that). So maybe that work should be done as
part of this Bug?

Comment 25 Justin Kilimnik 2003-07-17 02:23:00 EDT

Just to quickly elaborate on previous comments:

The modifications I have made made it possible to launch a Workbench/Workbench window
without the BootLoader/Platform being initialized. I programatically open a perspective.

Therefore, are you going to, in your design, be able to just create a Workbench/Workbech Window
with perspectives, etc without the need for the plugin engine? A lot of the code looks for the
WorkbenchPlugin/ResourcesPlugin/etc.

I.e., The code I imagine to launch a workspace with a defined perspective would look like this
(simplistic):
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Workbench b e n c h = new Workbench ( . . . ) ;
WorkbenchWindow window = new WorkbenchWindow ( . . . ) ;
Perspective perspective = MyPerspectiveFactory ( ) . create ( ) ;
bench . a d d P e r s p e c t i v e ( p e r s p e c t i v e ) ;
bench . a c t i v e P e r s p e c t i v e ( p e r s p e c t i v e ) ;
window . s et B l o ck O n O pe n ( t r u e ) ;
window . open ( ) ;
—

(Less Important) I also have modified the Workbench so that instead of the close (‘X’) button in
the corner of a ViewPart so that instead of closing it would Toggle back to fast view (also added
a pin icon to Pin the viewpart and make it always open). This functionality is similar to Outlook
98/2000. So basically I needed the Close button able to be toggled so that I can add my own close
button to add this functionality. Can this be added as well? I can get involved and help doing some
of the coding, just advise me if you would like me to do so.

Comment 26 Simon Arsenault 2003-07-17 09:56:17 EDT

For comment 25 - The rich client platform will contain the “plugin engine”, that is it will require
org.eclipse.core.runtime. It will *not* be dependent on the workspace or resources (that is,
org.eclipse.core.resources). There will be API to create a new workbench with an adviser that
will be allowed to customize the workbench and windows. There will be support for perspectives,
views, and editors - but no implementation of these will be in the rich client platform. So if you
want for example the text editor, you’ll need to include that plugin. We feel that the key points of
the eclipse rich client platform is the plugin engine that allows it to be an integration platform. We
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will be posting an updated document on what we are proposing to do for this RCP - check the ui
team’s web page and mailing list for the announcement.

As for the close button on a view... we still need to investigate that area. We are aware that some
application want a different look and behavior for views/editors. This is part of the workbench
branding story (bug 37693).

For comment 24 - you may want to post a message to the pde or update development mailing list
for an answer to your question(s). I’m not familiar enough with that area of Eclipse.

Comment 27 Jan Schulz 2003-07-17 15:49:54 EDT

Will it be possible to share the ‘base plugins’ like RCP with other products? IIRC up to now
extension like perpectives will show up in the menus. This can surely not be desired if one will,
for example, build a mailclient and the whole eclipse SDK framework is also installed. It would
be really nice if that could be achieved without symlinks (*ix) and that like.

Comment 28 David J. Orme 2003-07-17 16:16:01 EDT

What I’d like to see is this:

- You have the RCP and you have “RCP applications” where an RCP application is just a logical
collection of Features.

- RCP and RCP applications are separate things, and there should be no need to customize the
RCP itself to support some particular RCP application. By analogy, the RCP is to Eclipse plug-ins
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as a web browser is to HTML pages.

- Eclipse just happens to be the first RCP application.

- The update manager should be included in the RCP but be easy to remove for those who want to
customize the RCP for their own purposes.

Then my installer could just test to see if the RCP is on someone’s machine already. If so, it just
adds my plug-ins as a feature in their existing RCP. Then I get the functionality installed by all
their other plug-ins for free.

Then customers get exactly the integration platform they want. If they only want/need a PHP IDE,
for example, they could have just that and not need the JDT, PDE, etc.

This also helps improve the scalability story.

Comment 29 Jan Schulz 2003-07-17 17:33:20 EDT

I agree with your first comments, but IMO update should not be part of RCP: On unix update
can’t be used when the base is installed via the package tools (rpm, I can only talk about dpkg).
The same goes probably for all tools who will check if RPC is already installed (OOo for example
installs almost all used libs, even if they are available on the system.).

I wouldn’t mind if update is split into a separate feature, though...

Testing if RCP is installed will also only be done if RCP will register themselves in the registry
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(windows) or be integrated in the right FHS dir (*ix).

Getting functionality for free is exactly what I don’t want: I don’t think any tool builder or user
wants to have a complete IDE waiting in the background (even not using memory at all) when the
app which was started was a graphics tool or mailclient. And that will happen if this tool used for
example the same RCP as the IDE which was installed by another user in that machine.

Your analogy with html page and browser isn’t good IMO: It’s more like a library which is used
by other clients. The problem is, that ATM the lib is started and then needs to choose the right
parts of the available ‘clients’ to show them to the user.

BTW: You can already now use a ‘only PHP-IDE’. Just install eclipse-platform and the PHP
Features.

Comment 30 David J. Orme 2003-07-18 11:03:53 EDT

>>I agree with your first comments, but IMO update should not be part of RCP: On unix update
can’t be used when the base is installed via the package tools (rpm, I can only talk about dpkg).
The same goes probably for all tools who will check if RPC is already installed (OOo for example
installs almost all used libs, even if they are available on the system.).<<

I guess I don’t care that much if update is or is not included by default so long as it’s either easy to
remove or easy to add if desired.

>>Getting functionality for free is exactly what I don’t want: I don’t think any tool builder or
user wants to have a complete IDE waiting in the background (even not using memory at all)
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when the app which was started was a graphics tool or mailclient.<<

Wait a minute–what IS an *application* in the context of Eclipse or the RCP? Eclipse is a tool
integration platform. There really is no such thing as an application in this context. The closest
analogue to an application in Eclipse is a perspective (or maybe a group of perspectives) that let
you do something.

So far, we’ve been talking about RCP as just the Eclipse platform minus the resources framework
and a few menu choices that are IDE-specific, so all of the above still applies to the RCP as well.
In my understanding, not much else of significance about Eclipse has changed (at least as far as
the discussion has gone so far) in order to factor the RCP out of Eclipse proper.

There is no need (and I believe quite a few sysadmins would not want) to have multiple copies of
the RCP running around on the same machine in order to provide an RCP-based Java IDE and an
RCP-based mail client. Therefore, I think that the question you legitimately raise isn’t about what
code is shared by what applications, but rather how can we improve the UI scalability story so
that when someone launches the RCP with a mail client as the main Feature being displayed, they
don’t see menus/buttons contributed by the Java IDE unless they switch to a Java IDE perspective
(oversimplifying the UI scalability problem somewhat for the purposes of discussion).

In summary:

* RCP == tool integration platform because we haven’t removed those features from Eclipse that
provide this.

* Eclipse Features = applications
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* We need a better UI scalability story so that the user sees only menus / tool bar buttons that are
relevant to the current perspective or something.

I would agree that in some environments (Debian, Red Hat, etc.) that update manager probably
should be omitted, therefore it must be optional. I still think I would prefer it to be included by
default but be easy to remove rather than the reverse but I won’t lose any sleep if it’s not included
but easy to add. :-)

>>And that will happen if this tool used for example the same RCP as the IDE which was
installed by another user in that maschine.<<

I’m confused about this question. Generally you have users and you have the sysadmin on
a machine. If the sysadmin installs something for everybody, everybody sees it. This is true
regardless of if the “something” is an Eclipse plug-in in a shared RCP or if the “something” is a
new XScreensaver module.

In a multiuser environment, if I were the sysadmin, I would want to install the RCP once and let
users customize the default Eclipse Feature that would be displayed. But I wouldn’t want multiple
copies of the RCP running around on the machine just so that joe can have his RCP start up with
the JDT by default and jane can have hers start up with a mail client by default.

(If somebody just wants to build Eclipse-lookalike applications using Eclipse source code, they
are still free to hack the plug-in manager out of the RCP and build true standalone applications in
the classic sense of that term.)
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>>Your analogy with html page and browser isn’t good IMO: It’s more like a library which is
used by other clients. The problem is, that ATM the lib is started and then needs to choose the
right parts of the available ’clients’ to show them to the user.<<

As I explained above, I think the RCP is more like an empty application that lets tool plug-ins
integrate with each other as a seamless whole. This is much more than the services normally
provided by a library.

The problem we have right now is that there is an assumption in the scalability story that all tools
want to integrate into the same set of tasks (ie: currently Java programming) even when some tools
may have nothing to do with that set of tasks (ie: email client). RCP needs to somehow eliminate
that assumption. This is already being addressed in the 3.0 plan through the “improved UI scalability story” task item. I have some thoughts/ideas about that but I’ll post them in a separate comment.

>>BTW: You can already now use a ‘only PHP-IDE’. Just install eclipse-platform and the PHP
Features.<<

True. That was a bad example. A better example would be the email client; installing an email
client on top of the current eclipse-platform gives you a UI with some IDE artifacts remaining.

Comment 31 David J. Orme 2003-07-18 11:56:49 EDT

The UI scalability story can be found in bug 36967. Suggestions relevant to UI scalability an RCP
can also be found in bug 36968 (Improve action contributions).

Comment 32 David J. Orme 2003-07-18 11:59:20 EDT
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Oops, UI scalability is really found in bug 37929.

Comment 33 Jan Schulz 2003-07-18 13:48:47 EDT

Can one use mailclients to answer this mails?

>Wait a minute–what IS an *application* in the context of Eclipse or the RCP? Eclipse is a tool
integration platform. There really is no such thing as an application in this context. The closest
analogue to an application in Eclipse is a perspective (or maybe a group of perspectives) that let
you do something.

I agree with that, but still I don’t want that another application can show of in the UI of my
application. Today I can specify the ‘application’ which should be started (See ‘Running Eclipse’
in the Help), which means that a whole bunch of contribution cannot be activated if ‘workbench’
isn’t chosen as default app. I want the same functionality with RCP.

>So far, we’ve been talking about RCP as just the Eclipse platform minus the resources framework
and a few menu choices that are IDE-specific, so all of the above still applies to the RCP as well.

AFAIK the RCP should fill the gap between ‘Apps based on plugins but *without* UI’(core and
-application switch) and ‘Apps with IDE features’ (complete eclipse-platform). So I think that the
RCP will include
* Plugin Framework
* SWT and JFace
* UI Framework without any contributions
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>There is no need (and I believe quite a few sysadmins would not want) to have multiple copies
of the RCP running around on the same machine in order to provide an RCP-based Java IDE and
an RCP-based mail client.

No, this should not happen. But both of the apps should be as separate as a mailclient should be
from a different app.

I can’t see that any tool builder wants to have his program started (with showing splash screen,
welcome page and specific ‘About’ menu) and then the users starts using the rival product, because
it is available, too, under this RCP start.

>I would agree that in some environments (Debian, Red Hat, etc.) that update manager probably
should be omitted, therefore it must be optional.

I don’t mid if it is included or not as long as it is a separate feature, which can package as
a separate package. And as long as the update manager can be used with ‘package manager
managed RCP/eclipse plugins’ (should NOT be updated, see Bug:#36101) and ‘user only plugins’
(should show up and should be updateable, see Bug:#39890)

>If the sysadmin installs something for everybody, everybody sees it.

NO: I can prevent a user from starting some tools.

I also think that it isn’t a good idea that I can use fdisk by starting my wordprocessor or having
mplayer waiting in the UI of my IDE. IMO you can’t compare RCP to a desktop system like KDE
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or a linux distribution.

What I miss is to specify a ‘scope’, which of the available ‘Perspective Contribution’ are
‘activateable’ by the user. Normally a program is started from a desktop system and is then the
“root” of all available ‘things’ which can happen in this program. In the RCP case my started app
will not be the root but a small ‘contribution’ to RCP. It will not matter if I start /usr/bin/mailclient
or /usr/bin/eclipse or /usr/bin/fdisk, I will always have the same choices.

As long as Eclipse RCP isn’t trying to replace my desktop manager this isn’t acceptable to me.
The last client who tried that was StarOffice. This ‘feature’ (called StarDesktop) was removed
before it became OpenSource...

>As I explained above, I think the RCP is more like an empty application that lets tool plug-ins
integrate with each other as a seamless whole. This is much more than the services normally
provided by a library.

KDE brings UI libs which have similar functions like eclipse (at least from first look at them).
Nevertheless you can’t have kpilot starting *in* your kopete window or even starting it from
kpilots UI. If I want my tools integrated in application of someone else, then I will use the
extension point of this app.

Jan

Comment 34 Simon Arsenault 2003-07-18 14:38:37 EDT

The update plugin will not be a required plugin for the RCP. Applications who want this service
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can include the update plugin and call the appropriate API method. More details is coming soon
about our plan for RCP. This bug report will be annotated when the document becomes available.

Comment 35 David J. Orme 2003-07-18 15:27:07 EDT

>>Wait a minute–what IS an *application* in the context of Eclipse or the RCP? Eclipse is a tool
integration platform. There really is no such thing as an application in this context. The closest
analogue to an application in Eclipse is a perspective (or maybe a group of perspectives) that let
you do something.
>
>I agree with that, but still I don’t want that another application can show of in the UI of my
application.

I didn’t disagree with this. I just think that this is a separate problem—a UI scalability one.

>Today I can specify the ‘application’ which should be started (See ‘Running Eclipse’ in the
Help), which means that a whole bunch of contribution cannot be activated if ‘workbench’ isn’t
chosen as default app. I want the same functionality with RCP.

I don’t disagree with this either.

><snip/>
>>There is no need (and I believe quite a few sysadmins would not want) to have multiple copies
of the RCP running around on the same machine in order to provide an RCP-based Java IDE and
an RCP-based mail client.
>
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>No, this should not happen. But both of the apps should be as separate as a mailclient should be
from a different app.

I think that this is a matter of taste and application requirements. As you said below, sysadmin tools like fdisk certainly don’t belong inside Eclipse. But I could see companies basing
their application infrastructure on the RCP. In this case, they very well could *want* to have the
whole thing start at once, end at once, and have all of their internal “applications” available at once.

>I can’t see that any tool builder wants to have his program started (with showing splash screen,
welcome page and specific ‘About’ menu) and then the users starts using the rival product, because
it is available, too, under this RCP start.

Probably correct, although I think another way to view the RCP is as an enhancement that
Java-enables the underlying platform windowing/applications environment. That doesn’t mean
that you won’t be able to use it as a standalone application framework. I’m just saying that I see
additional use-cases to the ones you’re describing.

>>If the sysadmin installs something for everybody, everybody sees it.
>
>NO: I can prevent a user from starting some tools.

Sure, and if plug-ins are properly architected, you can do the same with plug-ins using proper file
and directory permissions.

>I also think that it isn’t a good idea that I can use fdisk by starting my wordprocessor or having
mplayer waiting in the UI of my IDE. IMO you can’t compare RCP to a desktop system like KDE
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or a linux distribution.

I agree that there are certainly combinations of applications that don’t make sense living together
inside the RCP. But I think that there are combinations of “applications” that *do* make sense
living together inside the RCP.

* Billing
* Order entry/fulfillment
* Accounts receivable

etc...

>What I miss is to specify a ‘scope’, which of the available ‘Perspective Contribution’ are
‘activateable’ by the user. Normally a program is started from a desktop system and is then the
“root” of all available ‘things’ which can happen in this program. In the RCP case my started app
will not be the root but a small ‘contribution’ to RCP. It will not matter if I start /usr/bin/mailclient
or /usr/bin/eclipse or /usr/bin/fdisk, I will always have the same choices.

Not sure I totally understand you here. If you’re talking about limiting the scope of action
visibility like we’ve been discussing in bug 36968, I totally agree.

>As long as Eclipse RCP isn’t trying to replace my desktop manager this isn’t acceptable to me.
The last client who tried that was StarOffice. This ‘feature’ (called StarDesktop) was removed
before it became OpenSource...

I remember StarDesktop and didn’t like it either. But I think that there’s a middle ground here of
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data-oriented applications that can be useful to integrate and/or group within a UI like the RCP,
especially within the context of an enterprise’s data center. So while I agree with you that many
things make no sense to integrate, I also think that the concept of a “tool integration platform” can
usefully span things that used to be thought of as separate applications.

I also agree that trying to replace the entire desktop is going way too far. I feel no need to replace
Konqueror or Windows Explorer as my file manager, for example. But I think that IDEs are not
the only work environments that can benefit from being integrated using a tool integration platform.

Comment 36 Jan Schulz 2003-07-18 16:27:29 EDT

>>I agree with that, but still I don’t want that another application can show of in the UI of my
application.
>I didn’t disagree with this. I just think that this is a separate problem —a UI scalability one.

I think it is more. Currently the -application <app>is the ’root of all things’. With the new RCP
this will not anymore true, as I have RCP (started by “-application RCP-ID”) and building on
top of that the RCP-Apps. So if one ’Application’ (in the old sense) is a perspective, all other
contributed perspectives are still visible somewhere, as they are contributed to RCP.

IMO the ‘UI scalability’ is trying to solve a much higher level problem (that there are too much
actions/...) in a given app.

>Probably correct, although I think another way to view the RCP is as an enhancement that
Java-enables the underlying platform windowing/applications environment. That doesn’t mean
that you won’t be able to use it as a standalone application framework. I’m just saying that I see
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additional use-cases to the ones you’re describing.

If the RCP is installed in a common place and no mechanism is introduced to reduce the
‘contribution tree’, it wont be possible to craft a completely standalone (in the way the users sees
it) application.

>I agree that there are certainly combinations of applications that don’t make sense living together
inside the RCP. But I think that there are combinations of “applications” that *do* make sense
living together inside the RCP.

Yes, this makes sense. So contribute them to a base application, which fits the overall goal of this
‘parts’. You still wouldn’t want to have a mplayer in this ‘management’-application.

>>It will not matter if I start /usr/bin/mailclient or /usr/bin/eclipse or /usr/bin/fdisk, I will always
have the same choices.
>Not sure I totally understand you here. If you’re talking about limiting the scope of action
visibility like we’ve been discussing in bug 36968, I totally agree.

No, I think that my scope is ‘bigger’ than bug 36968: this bug just talks about ‘not showing
actions to the user in some situations’. I’m talking about excluding (!=not showing) parts of *any*
contribution based on the started RCP-App.

>I also agree that trying to replace the entire desktop is going way too far. I feel no need to replace
Konqueror or Windows Explorer as my file manager, for example. But I think that IDEs are not
the only work environments that can benefit from being integrated using a tool integration platform.
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I feel the same. But it should be done by someone who knows why it is done with a specified
relationship and not by the fact that someone has put some files in the right dir.

Comment 37 Ed Burnette 2003-07-19 18:18:02 EDT

Since there is no “official” list or group dedicated to this I’d like to offer the mailing list at
http://lists.sourceforge.net/lists/listinfo/eclipsepowered-discussion for general discussions about
the Rich Client Platform. (This is part of the www.eclipsepowered.org site which is “dedicated to
the development of Eclipse Powered applications, rich clients built on top of Eclipse”. Both are
hosted on SourceForge.)

Comment 38 Jeff McAffer 2003-07-20 17:50:57 EDT

>I think it is more. Currently the -application <app>is the ‘root of all things’. With the new
RCP this will not anymore true, as I have RCP (started by “-application RCP-ID”) and building
on top of that the RCP-Apps. So if one ‘Application’ (in the old sense) is a perspective, all other
contributed perspectives are still visible somewhere, as they are contributed to RCP.

This is not actually true. The application tells the runtime “what code to execute”. In the context
of Eclipse that is only part of the story. The PlatformConfiguration defines “what plugins the
runtime sees” and thus, “what code *can* be run” as well as the default perspective. Obviously the
application must be in a configured plugin. Currently the UI is the standard application. It comes
up, opens the default perspective, notices contributions by various configured features/plugins and
makes them available to the user (menu entries, ...). The code that is actually running is just the
UI event read/dispatch loop.

198

Changing the application is really only interesting for people doing non-UI things or supplying
their own UI.

With respect to shared installs, the story has always been that there could be thousands of plugins
installed and available to be used by any given Eclipse but each Eclipse instance can choose (or be
told) which of the available plugins to consider running.

Comment 39 Jan Schulz 2003-07-20 20:21:00 EDT

[Ok, sending by mail didn’t work. Is that activated?]
>>I think it is more. Currently the -application <app>is the ‘root of all things’.
>PlatformConfiguration defines “what plugins the runtime sees” and thus, “what code *can* be
run” as well as the default perspective. Obviously the

Yes, I know this class...
The problem with it is, that this class depends on .metadata/.config/platform.cfg*, which makes
it not really usefull to ‘disable’ parts, when I start /usr/bin/RCP based0, when this is not wanted
when I start /usr/bin/RCP based1

>application must be in a configured plugin. Currently the UI is the standard application. It comes
up, opens the default perspective, notices contributions by various configured features/plugins and
makes them available to the user (menu entries, ...).

Yes and her I have some problems: UI makes *everything* available, what is contributed to its
extension points. I can’t say that I only want contributions which are “based on”/“contributed
to”/“depend on” some other plugin/aspect (like debug perspective contributed to the ‘IDE’ parts).

199

>Changing the application is really only interesting for people doing non-UI things or supplying
their own UI.

Yes, but with RCP you will get a higher level application: one with UI, but which has nothing
to do with any of the stuff, which is currently contributed to the extension points of UI (like the
whole java IDE)

To describe it as a picture:

Currently you have a tree with extension points and extensions: when I activate one plugin, extensions defined by this plugin are activated. And this plugins activates it defined extension-points
with all the extension. And so on...

You can select a part of the tree at the very beginning by giving the -application option. With RCP
you will always select the UI part. But then I have the complete UI ‘available’ and can’t select
parts of this subtree.

200

Figure A.2: The snapshot of the tree structure drawn in the comment [Edgar, 2003a].
How can I only enable the group ‘perspective 1 *together* with the “other extentions” a, b and x’,
which are together ‘A Mailclient’ and at some other time activate ‘perspective 3 to perspective n
together with “other extentions” p and q to v’, which are together “A IDE”. (Where activate means
that I don’t see anything else than this parts, not even in “Window—Open Perspective”. Simple
‘not there’.)

So I don’t mean that one can select a complete subtree, but parts of different subtress.

Jan

Comment 40 Jim des Rivieres 2003-07-23 16:29:08 EDT

We’ve just posted a significant revision of the proposal for this plan item (this was one of
our 3.0 M2 objectives - only a couple of days late). Please see http://dev.eclipse.org/
viewcvs/index.cgi/%7Echeckout%7E/platform-ui-home/rcp-proposal/rich_client_
platform_facilities.html
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From here on in, we’ll be evolving this proposal on a continuous basis as we work through the
proposed solution in a CVS branch. Comments are critiques are most welcome; please add to bug
36967

Comment 41 Jan Schulz 2003-07-23 19:37:51 EDT

I think most of the above discussion is adressing the TBD in “What aspects of the workbench
must the application configure?”.

Anyway: Will the above usecase (“hiding parts of the contribution, if they don’t fit into the current
‘theme’ (IDE, maiclient, wordprocesor)”) be addressed or is it planed to use the RCP as ‘one App,
one RCP plugin set’, if the tool builder don’t want some contribution show up (bad in case of a
system wide installation of RCP).

Or is that already addressed in the last two points (menu items/toolbar items with associated
actions) and how will it be possible to split contributions into themes? Means that somehow the
advisor needs to know whether the contribution should enhance the current ‘theme’ or if this item
goes into a completely different direction.

So, apart from that: please split help and updatemanager into seperate features (so that I can install
them like a new feature), much like it should be done with editors. My reasoning is, that this parts
can be used independently and will enchance the RCP, much like the ‘generic editor’ framework
does. eclipse-platform is currently a debian package of 25MB and it would really be nice of that
could be split in much smaller portions (RCP, Editors, Help, Updatemanger, IDE) with as less as
possible dependents on each other...
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Jan

Comment 42 Cagatay Kavukcuoglu 2003-07-23 20:16:24 EDT

About the IWorkbenchPage.openInEditor API’s: I think something along the lines of what I
proposed in bug 5687 may help in making a smooth transition. The basic idea is to have a
IWorkbenchPage.openEditor(IAdaptable, ...)

API. There would be an IEditorInputProvider

interface:

public interface IEditorInputProvider {
I E d i t o r I n p u t c r e a t e E d i t o r I n p u t ( Object obj ) ;
}

The workbench can lookup the input provider for a given IAdaptable and open an editor based on
this.

Otherwise, this approach has the advantage of easy porting and providing a generic way of
associating model elements with their editor inputs. Coupled with a way for the input providers
to define default editor id’s, you would not have to use plugin-specific API’s to open editors (as
in JavaUI.openInEditor(IJavaElement)) and write generic code to invoke editors on any kind of
workbench selection that adapts to IEditorInputProvider.

Comment 43 Cagatay Kavukcuoglu 2003-07-23 20:25:34 EDT

I forgot to mention in my previous post: org.eclipse.ui.ide can add adapters for IFile and
IMarker and implement resource specific editor API’s in terms of the generic one provided from
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org.eclipse.ui.

Comment 44 Ed Burnette 2003-07-24 00:42:16 EDT

Comments on the generic workspace structure proposal:
1. Question on two dependencies: in the 3.0 proposed dependencies chart, o.e.jface depends on
o.e.core.runtime, and o.e.ui.editors depends on o.e.core.resources. Both of these seem a little
suspicious so I was wondering if you could comment on why they’re there.

2. Input on o.e.text: You ask for input on declaring o.e.text’s api in the o.e.text plugin instead of
the o.e.jface.text plugin. This makes sense to me. Editors are already going to be impacted by
other changes (mainly extension points moving out of o.e.ui) so might as well get it out of the
way.

In general I think you’re going to have to eliminate the package extensions, as you point out based
on the OSGI plans.

3.

Input on renaming o.e.ui.workbench.texteditor to just o.e.ui.texteditor - I think that’s a

tremendously long and inconsistent name and it doesn’t break anything to change it so that sounds
reasonable to me.

4. Input on renaming o.e.ui.editors to o.e.ui.ide.editors - I don’t think that one is a good idea, but
for a different reason than you specify. My reason is that editors don’t seem like a particularly
“IDE” concept to me; for example if you’re using RCP to write an OLAP client you might very
well want to have an XML editor in there, and even a Java editor for stored procedures called by
calculated members.
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Comment 45 Simon Arsenault 2003-07-24 09:58:43 EDT

The plugin org.eclipse.ui.editors contains the IDE specific code for text editor support to deal with
resources. Really, the plugin should be call org.eclipse.ui.ide.texteditor to make it clear this is code
for text editors to deal with resources. That is why o.e.ui.editors dependents on o.e.core.resources.

Comment 46 Ed Burnette 2003-07-24 10:25:33 EDT

I’m not clear on what you mean by “code for text editors to deal with resources”. Does mean
that some editors are special “IDE editors” that are resource-aware and some editors are generic
editors that are not resource-aware? This goes against my impression that all editors in the new
design would support editing anything whether it was an arbitrary file out somewhere in the file
system, a file under control of an IDE project, a remote file that came from an odd place like a
database BLOB or CVS, or a stream that was generated out of thin air by some Java code. See
also bug 37935 and bug 2869 . Please clarify.

Comment 47 David J. Orme 2003-07-24 11:11:10 EDT

Along the lines of Ed’s comments, I have a concern that an IResource which I currently understand
to refer to something within the workspace could be more generally defined to refer to anything
accessible through a stream.

Ed’s example of an OLAP application is an excellent use-case supporting this interpretation.

The continued lack of a “File/Open” menu choice as expected by many users and discussed to
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death on the newsgroup is another one.

I don’t know if 3.0 is the right time to fix this, but I suspect that the longer we wait to fix this, the
more costly it will be to do. On the other hand, fixing this seems to fit well with the whole notion
of modularizing the Eclipse plug-ins so that they can be incorporated into RCP applications,
which appears to be a recurring theme in the RCP plan document.

Comment 48 Matthew Hatem 2003-07-24 12:51:37 EDT

Let’s discuss support for RCP Applications that need leverage “desktop features” such as the
SWT.ON TOP style for the main application shell. Below is sample code that modifies the
existing workbench code to allow this style to be applied via a preference.

Applications will also need to apply this style dynamically or at runtime. Currently there is no API
to do this. We see this feature to be an important part of what we call the “desktop integration”
strategy for the RCP. Other features include systemtray access, minimizing to the systemtray, nonrectangular shells and support for OS skins. We have made a lot of progress on the systemtray
front, with a prototype for Gnome 2.2 and KDE 3.x in the works. Without these kinds features,
applications based on Eclipse RCP/SWT cannot compete with native applications.

WorkbenchWindow . j a v a
import org . e c l i p s e . ui . IWorkbenchPreferenceConstants ;

. . . . . . a t t h e end o f t h e WorkbenchWindow c o n s t r u c t o r . . . . . .
/ / D e t e r m i n e a l w a y s on t o p b e h a v i o r
IPreferenceStore store =
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WorkbenchPlugin . g e t D e f a u l t ( ) . g e t P r e f e r e n c e S t o r e ( ) ;
b o o l e a n alwaysOnTop = s t o r e . g e t B o o l e a n
( I W o r k b e n c h P r e f e r e n c e C o n s t a n t s . WINDOW ALWAYS ON TOP ) ;
i f ( alwaysOnTop )
s e t S h e l l S t y l e ( g e t S h e l l S t y l e ( ) | SWT. ON TOP ) ;

IWorkbenchPreferenceConstants . java

/∗∗
∗ A p r e f e r e n c e v a l u e i n d i c a t i n g t h a t t h e workbench window s h o u l d
∗ r e m a i n on t o p o f t h e z−a x i s .
∗/
public s t a t i c

f i n a l S t r i n g WINDOW ALWAYS ON TOP =

”WINDOW ALWAYS ON TOP ” ; / /
$NON−NLS−1$

-m@

Comment 49 Ed Burnette 2003-08-24 14:15:15 EDT

Recent versions of the porting guide say: “The ‘adaptable’ attribute means roughly adaptable to
an IResource. Although resources are not part of the generic workbench, the attribute was left
in place. Non-IDE applications should not specify it. If specified, it is simply ignored when the
resources plug-in is not present.”

How about if you change it to mean that the object is adaptable to whatever is listed in the
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objectClass attribute. If false, then the object must be a subclass of or implement the class or
interface listed in objectClass. Thus specifying adaptable=true and objectClass=IResource would
be the same thing as just specifying adaptable=true in 2.1. This would remove any special cases
for resources here.

Comment 50 Simon Arsenault 2003-08-25 10:28:59 EDT

Yes, we did (and are still) considering that option. But for now, given the little time we have, we
just wanted to do what is needed to provide the same support as before.

Comment 51 Morten Christensen 2003-09-14 08:00:15 EDT

I am very interested in using Eclipse as a rich client platform, for which I have some comments:

What I think is Critical:
1) Some users of eclipse based apps will not be developers. Need to be able to remove all
potentially confusing functionality (as already planned I think). Also VERY IMPORTANTLY WE
NEED HELP BUTTONS/ICONS for all eclipse components (F1 is not good enough). While help
buttons/icons will only help usability of eclipse in general (a lot in fact), it is absolutely required
for friendly client apps targeted towards non-developers. If eclipse GUI components does not have
HELP BUTTONS/ICON they may be unusable and eclipse will be a less interesting platform....
BTW: Just look at just about every windows product for inspiration about how to provide such
help features.

What I think is important:
2) The platform would benefit from a “standard” but extensible scheme for doing simple platform-
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specific stuff like monitoring for changes in the file system (already planned for eclipse 3.0 I think)
and system tray integration etc. Maybe a special project needs to be created for this, so that client
applications that need the same kind of stuff can share libraries. As a minimum, I would like to be
able to use the same kind of platform-specific stuff as eclipse 3.0.
3) Need to be able to assemble and use all/any eclipse platform components at will. Need not only
obvious stuff like editors and update-mangers but also components like WebDav, CVS, Compare.
In addition it would be nice also to be able to build on projects like EMF or XSD.
4) Some applications may need to integrate with Swing components that are not available as SWT.
5) Plans and published guidelines for “early adapters”: What can developers do know if they want
to base a future app on the eclipse client platform ? When will the first direct support in eclipse
arrive (M4?)

What I think is less important at this stage:
6) The size of the eclipse 3.0 rich client platform distributable.
7) API changes.

Comment 52 Ed Burnette 2003-09-15 23:30:33 EDT

I noticed some updates were published to the generic workbench overview document
(<http://dev.eclipse.org/viewcvs/index.cgi/%7Echeckout%7E/platform-ui-home/
rcp-proposal/generic_workbench_overview.html>) and other related RCP documents.
If it’s not too much trouble, would it be possible for a quick note to be posted here when those
change?

One of the things that was added a few days ago was instructions on how to run RCP by mixing
M2, M3, branched, and HEAD stuff. I followed the instructions and I’m running Eclipse as a test
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application. When I go through the Perferences dialog I got a few errors; are these expected at this
point? Thx.

1. When I click on Workbench>Compare/Patch I get an error: “The currently displayed page
contains invalid values.”

2. In Workbench>File Associations, *.txt is associated with “%% Editors.DefaultTextEditor
(default)” [sic]

3. Workbench>XML Compare reports “Unable to create the selected preference page. Plugin
org.eclipse.compare.examples.xml was unable to load class
org.eclispe.compare.examples.xml.XMLComparePreferencePage”.

4. Selecting Install/Update gives: “Unable to create the selected preference page.
Plug-in org.eclipse.update.ui was unable to load class
org.eclispe.update.internal.ui.preferences.MainPreferencePage.”

5. Team>CVS gives: “Unable to create the selected preference page.
Plug-in “org.eclispe.team.cvs.ui” was unable to instantiate
class “org.eclipse.team.internal.ccvs.ui.CVSPreferencesPage”.

6. Submenus of CVS gave a similar error.

7. When exiting the workbench I always get two “are you sure” dialogs.

Comment 53 Simon Arsenault 2003-09-16 10:02:59 EDT
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These documents are changing a few times a day so posting a note to this bug report would
generate too much traffic. But when things settle down a bit more, it may make more sense then.

None of the other plugins build on top of the workbench have been ported yet, so you will get
errors when accessing their preference pages, actions, etc. Not all *.properties is up-to-date with
the move so there will be some missing entries. The double dialog prompt on exit is a known
problem which we will look into soon.

Comment 54 Ed Burnette 2003-09-28 22:11:19 EDT

According to the 3.0 milestone plan, 3.0M4 will have a frozen API which implies that the RCP
branch will be merged into HEAD. For planning purposes, is this still on track to be done by
October 3?

Comment 55 Morten Christensen 2003-09-29 08:35:54 EDT

I was thinking about future compatibility between general plugins written for the normal eclipse
IDE 3.0 (for software developers) and new applications based on the eclipse “Rich Client
Platform”.

I imagine that some (but definitely not all) general plugins for the “normal” eclipse IDE may also
be useful for some applications based on the “Rich Client Platform”. For example a “XML editor”
plugin may be useful for both the “normal” eclipse IDE AND for a number of rich clients based
on the eclipse platform.
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Not easy, but maybe something can be done to promote 3rd party compatibility when appropriate?

Comment 56 Ed Burnette 2003-09-29 09:02:25 EDT

To be most useful for RCP, the plugins would have to avoid any references to IDE objects like
resources. Otherwise the IDE plugins will get pulled in unintentionally. Perhaps the PDE could
provide some extra support for verifying and enforcing that.

Comment 57 Jim des Rivieres 2003-09-29 11:37:19 EDT

Re: comment #54
The RCP changes will not be merged into HEAD until shortly after M4, and will therefore miss
the initial API freeze planned for M4.

Comment 58 Ed Burnette 2004-01-02 18:23:55 EST

When I was writing part 2 of the RCP tutorial (draft is at www.eclipsepowered.org), I noticed that
in 3.0M6, these functions are in the WorkbenchAdvisor class but are not actually called by anyone:

postRestore
preShutdown

This one is documented to be called after the window is closed but it is actually called before the
close event is fired:

postWindowClose
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Also, I haven’t played with fillActionBars too much but it looks pretty complex because of its
flags parameter. Perhaps it should be broken up into more than one method or something. The
flags have 16 possible combinations but only two are used: all action bars, and proxy + menu +
toolbar. (and shouldn’t toolbar be coolbar?)

Comment 59 Nick Edgar 2004-04-06 16:02:44 EDT

See bug 51282 for changes to postRestore and preShutdown

Comment 60 Michael Van Meekeren 2004-05-25 12:30:35 EDT

done.
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A.2

Bug 40050 - Need a trimmed-down org.eclipse.help

Figure A.3: The snapshot of the summary of bug 40050 [Edgar, 2003a].

Description Nick Edgar 2003-07-14 14:29:59 EDT

build I20030710

As part of the refactoring for the Rich Client Platform (bug 36967) we would like to have a
pared-down org.eclipse.help.

We want to support the following scenarios:
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1. Application wants Help support, provided by the current Help UI (the current situation).
2. Application does not need Help support at all.
3. Application wants to provide its own Help UI.

For all of these, it’s important for the application footprint to be as small as possible. Clients want
to be able to make their apps available for download. The application should not have to ship with
plugins that are never used, and the plugins that ship should not have large portions of unused code.

The current org.eclipse.help plugin has a disk footprint of 267K (actually 528K if you take into
account the 32K chunk size of FAT32 partitions), and also has dependencies on org.apache.lucene
(197K) and org.eclipse.help.appserver (25K).

From the Workbench’s point of view, all we need is access to the IHelp API, and this is very simple.

The Help UI and everything that goes with it should be added on as an optional separate plug-in.
org.eclipse.help should have just the interfaces for IHelp, IContext, IHelpResource etc. It should
have a simple implementation of IHelp which starts the registered help UI (if any) and delegates
to it. It should not include anything else, or require any other plugins.

This was the original design of Help, but some assumptions about the web-based UI seem to have
leaked down to org.eclipse.help.

Comment 1 Dorian Birsan 2003-07-14 15:07:28 EDT

Yes, the current org.eclipse.help plugin exposes an extension point org.eclipse.help.support that is
used for pluggin-in a custom help implementation.
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The help implementation used to be in the org.eclipse.help.ui plugin, but it was moved to the
org.eclipse.help so that the infocenter could run without having to require all the eclipse ui plugins.
Even during eclipse 1.0 the pattern of plugin decomposition followed that of other eclipse plugins:
provide API packages, as well as default implementation of interfaces and (some) extension points.

org.eclipse.help can be separated into two smaller plugins, one that exposes the API’s and
extension points, and one that implements the remaining of the current code.

I assume that the current xml contributions (tocs, contexts) are to be implemented by whowever
provides the replacement help support.

Comment 2 Nick Edgar 2003-07-14 15:34:38 EDT

I think the extension points for content, including TOC entries and contexts, should still be in
org.eclipse.help. It’s only the Help UI that we’re imagining replacing, not how content is provided.
Or do these extension points make assumptions about the presentation?

Comment 3 Konrad Kolosowski 2003-07-14 16:37:02 EDT

IHelp currently is:

package org . e c l i p s e . help ;
p u b l i c i n t e r f a c e IHelp {
public void displayHelp ( ) ;
public void displayContext ( IContext context , i n t x , i n t y ) ;
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public void displayContext ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelpResource ( S t r i n g href ) ;
public void displayHelpResource ( IHelpResource helpResource ) ;
public void displayHelp ( S t r i n g toc ) ;
p u b l i c void displayHelp ( S t r i n g toc , S t r i n g s e l e c t e d T o p i c ) ;
public void displayHelp ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelp ( IContext context , i n t x , i n t y ) ;
public IContext getContext ( String contextId ) ;
p u b l i c IToc [ ] getTocs ( ) ;
public boolean isContextHelpDisplayed ( ) ;
}

so if IHelp is refactored into a separate, small plug-in (for example: org.eclipse.help.core) the
interfaces: IHelpResource, IContext, IToc, ITopic would have to go with it, and anyone who
implements help will need to work with these artifacts. I think this is what Dorian meant.

href parameter in IHelp displayHelpResource(String href) is a URI to help files and does not
imply web based implementation.

The declaration of org.eclipse.help.toc extension point, for contributing TOCs as XML, can stay
in org.eclipse.help (not be moved to the new org.eclipse.help.core plug-in). That would mean the
method and format of contributing TOCs can be changed by a different implementation.

Neither interfaces nor extension points make much assumption about presentation, except that
there exist objects like IContext, IToc, or ITopic. IHelp would be pretty limited if it had only
displayHelp(void) method and did not allow for other ways of displaying help (to some specific
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resources).

Comment 4 Nick Edgar 2003-07-14 17:58:30 EDT

You said “the method and format of contributing TOCs can be changed by a different implementation”. Don’t you mean “cannot be changed” since the extension point remains in org.eclipse.help?
They can change how the content is presented, but not how it’s contributed.

If the shape of the content does not change, then does it make sense to allow different UIs to have
different implementations of IToc and friends? Or are you imagining that this is something that
would be in org.eclipse.help.core, which all help UIs would prereq and reuse? If so, you would
still have to get at it via the UI, so this means that the UI would have to be activated just to walk
the help structure.

Do we want to allow plugins to be able to navigate the help structure (e.g. run a visitor over
an IToc) without activating the help UI? If so, then the IToc implementation should stay in
org.eclipse.help, along with default implementations of IContext, IHelpResource and ITopic. The
implementation of these is probably not too heavyweight. My main concern was with all the other
stuff in org.eclipse.help (i.e., search, browser, protocols, standalone) and the dependencies they
introduce.

If the implementation of these interfaces is heavyweight, then to support scenario 2 with minimal
footprint, this could be contributed to org.eclipse.help by another plugin, but separately from the
help UI.

Comment 5 Dorian Birsan 2003-07-14 18:04:18 EDT
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So, based on the 3 scenario mentioned and Nick’s comment, it looks like we would need the
following (correct me if I am wrong):

- (existing) help plugin that exposes basic API’s
- (existing) default implementation for collecting help contributions
- (existing) search support
- (new) API’s for search
- (new) remove dependency on help.appserver
- (new) change current help.webapp plugin to provide default help implementation by implementing most IHelp methods except displayContext(...)
- (new) change current help.ui plugin to extend help.webapp default help support by providing
implementation for displayContext(...).
- (existing) help.ui provides workbench search UI for help; perhaps it should use the new search
API’s.

Search support could be separated from the core help, but is this needed?

Comment 6 Dorian Birsan 2003-07-14 18:12:23 EDT

The format of the org.eclipse.help.toc and contexts have already been defined, so they should stay
in the help API. One could relax this condition and just support the two extension points without
specifying their structure (i.e., the xml format for contributing them), and require some provider
interfaces, such as ITocProvider/IContextProvider that could do the job. This will add lots of
flexibility, but will make the eclipse help less standard, so 3rd party plugins will have a hard time
contributing help.
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Standalone, browser, protocols are relatively lightweight, but they could be separated.
Default implementation for IToc/ITopic/IContext are reasonably lightweight and could stay in.
Search is indeed more involved, and as mentioned above, one could probably separate it if needed.

Nick, can you define some parameters for what the acceptable help plugin size should be?

Comment 7 Konrad Kolosowski 2003-07-14 18:18:15 EDT

Nick,
My impression is that you view the role of the plug-ins differently than I. No, I do not mean
”cannot be changed”. There is org.eclipse.help plug-in, and I was proposing adding another one
org.eclipse.help.core. From these two plug- ins, the .help.core would be the light weight and the
one that contains interfaces. The .help would be the one that contains implementation (most of
what is currently in this plug-in). Trimmed down eclipse would ship with org.eclipse.help.core,
without org.eclipse.help, so no extension points for help contributions.

The implementation of ITOC, ITopic would be in org.eclipse.help plug-in, as now.

If

org.eclipse.help is shipped with a build of Eclipse, the TOCs and Topics can be walked
without activating UI. If org.eclipse.help is replaced by different implementation, is up to them
what happens when the help resources are accessed.

Does it make more sense now?

Comment 8 Nick Edgar 2003-07-14 18:25:22 EDT
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But then there would be different ways of contributing help content for different UIs. This is not
what I was imagining.

For a footprint goal,

how about under 100K, including all prerequisites except

org.eclipse.core.runtime and Xerces. The Core team’s looking at a lightweight replacement
for Xerces.

I’m imaging something like:

org.eclipse.help
- IHelp API, help content extension points, implementation for navigating help content
- prereqs: Xerces

org.eclipse.help.core
- all the other stuff that’s currently in org.eclipse.help
- prereqs: org.eclipse.help, org.apache.lucene, org.eclipse.help.appserver

org.eclipse.help.ui
- same as now
- prereqs: +org.eclipse.help.core

Comment 9 Dorian Birsan 2003-07-14 19:00:55 EDT

That looks good.

I’d also add
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org.eclipse.help.webapp
- JSP’s/servlets for the help web application

I assume you’re ok with the current IHelp API (unless some tweaks are needed for other things).

Comment 10 Nick Edgar 2003-07-14 19:34:51 EDT

Are you saying that we could make it so that org.eclipse.help.core was generally useful stuff for
any help UI, with no assumptions that it’s webapp-based? That would be an even better structure.
What would remain in org.eclipse.help.core then? Would it be just search support (pretty well any
help UI would want search), or would there be more remaining?

I’m fine with the current IHelp API. I noticed that JDT has their own implementation of IContext.
Not sure why, but they might be working around some limitation in the API.
See org.eclipse.jdt.internal.ui.util.JavadocHelpContext.

Comment 11 Dorian Birsan 2003-07-14 22:44:46 EDT

I think JDT’s impl of IContext is for dealing with dynamic context sensitive help that cannot
be statically contributed as XML. In particular, java classes are dynamic so they implement an
IContext with some textual description from the javadoc and some links to the real javadoc and
other related topics.

Help core has nothing to do with the presentation (i.e., the webapp). The webapp has JSP’s that
present the help content and navigation data, or call the search engine. It is actually straighforward
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to write pute Java (SWT/JFace) presentation for help (we had one in the final eclipse 1.0). So yes,
we can have reasonable basic help functionality without the webapp stuff.

Search is one of the issues that we may need to investigate a bit more. As you say, searching
documentation is one of the most useful features in help, so not providing this support may not be
desirable.

At some point we had a separate search plugin (plugged-in via some extension point) and it was
decided to hard code Lucene as the engine and provide extensibility via custom lexical analyzers.

There is little that would go under help.core if search and help contributions (toc and contexts) are
provided in the main help plugin.

Comment 12 Nick Edgar 2003-07-15 10:11:25 EDT

I still think search should go in o.e.help.core. It’s not needed to satisfy the IHelp API in o.e.help.
If an application wants to have its own help UI, it will likely include o.e.help.core. The search
infrastructure need only come into play when the UI is active.

Comment 13 Konrad Kolosowski 2003-07-18 15:06:41 EDT

The proposal makes sense, except the name of the new plug-in. Since it will be higher on the stack
than org.eclipse.help, it does no longer make sense to call the new plug-in org.eclipse.help.core, I
think. We need a less confusing name.

So do we agree that following extensions point with corresponding interfaces:
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contexts
toc
contentProducer
support

stay at org.eclipse.help plugin, and following:

luceneAnalyzer
webapp
browser

will be moved to the newly created plug-in?
This will be breaking 2.x compatibility for things that are being moved to the new plug-in.

Jim, Is breaking APIs and a new plug-in approved?

Comment 14 Jim des Rivieres 2003-07-18 15:56:19 EDT

I will incorporate this proposal for refactoring Help into the proposal for the generic workbench.
We want to understand and minimize breakage. The work on refactoring the workbench is being
done in a branch (“RCP WORK 1”). The PMC will need to approve before it can be reintegrated
into 3.0 HEAD. Can you proceed similarly?

Comment 15 Nick Edgar 2003-07-18 15:56:52 EDT

This structure makes sense to me (I’m assuming that the support for dynamic help content in the
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contentProducers extension point is needed to implement the IHelp API).

Could you also list the plugin dependencies if they differ from my guess in comment #8?

Before finalizing on this structure, it would be nice to have an estimate of what the resulting
footprint of the 3 plugins would be.

Comment 16 Konrad Kolosowski 2003-07-18 18:34:10 EDT

The dependencies are like in comment #8, with a small correction that the new plugin will also
depend on xerces (help working sets are persisted in xml format). This does not change the size
equation.

Suggestion for the name of the new plugin - org.eclipse.help.base

Plug-in size (estimate):
org.eclipse.help - 82kB
org.eclipse.help.base - 166kB

Size of the other plugins:
org.eclipse.help.ui
org.eclipse.help.appserver
org.eclipse.help.webapp
is not affected.

We can use the branch for the work with the following issues: The new plug-in needs to be created

225

in CVS before we can create a branch there. For org.eclipse.help plug-in and the new plug-in the
changes will involve moving many files rather than minor changes in the existing files. That will
make keeping the branch and Head difficult to keep in synch. Therefore we would prefer to do the
work as late as possible and use the branch for a couple of weeks at most or even shorter if this
work happens at crunch time near end of the release.

Comment 17 Konrad Kolosowski 2003-07-21 11:55:02 EDT

One thing that I overlooked is that with org.eclipse.help plug-in not providing implementation
or IHelp interface (org.eclipse.help.base would implement it and contribute to support extension point), there is not way to obtain instances of ITocs and IContexts that are built by this plug-in.

Therefore we propose that

p u b l i c i n t e r f a c e IHelp {
public void displayHelp ( ) ;
public void displayContext ( IContext context , i n t x , i n t y ) ;
public void displayContext ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelpResource ( S t r i n g href ) ;
public void displayHelpResource ( IHelpResource helpResource ) ;
public void displayHelp ( S t r i n g toc ) ;
p u b l i c void displayHelp ( S t r i n g toc , S t r i n g s e l e c t e d T o p i c ) ;
public void displayHelp ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelp ( IContext context , i n t x , i n t y ) ;
public IContext getContext ( String contextId ) ;
p u b l i c IToc [ ] getTocs ( ) ;
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public boolean isContextHelpDisplayed ( ) ;
}

interface is changed to

p u b l i c i n t e r f a c e IHelp {
public void displayHelp ( ) ;
public void displayContext ( IContext context , i n t x , i n t y ) ;
public void displayContext ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelpResource ( S t r i n g href ) ;
public void displayHelpResource ( IHelpResource helpResource ) ;
public void displayHelp ( S t r i n g toc ) ;
p u b l i c void displayHelp ( S t r i n g toc , S t r i n g s e l e c t e d T o p i c ) ;
public void displayHelp ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelp ( IContext context , i n t x , i n t y ) ;
public boolean isContextHelpDisplayed ( ) ;
}
and a new API class

p u b l i c c l a s s Help {
public IContext getContext ( String contextId ) ;
p u b l i c IToc [ ] getTocs ( ) ;
}
is created.
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Comment 18 Nick Edgar 2003-07-22 22:36:02 EDT

I think it makes sense to separate out the IHelp API into two interfaces, one for the client who
wants to show help (i.e., the Workbench) and one for the help UI that wants to navigate the help
content. Why use a class though?
How about:

public i n t e r f a c e IHelpContent {
public IContext getContext ( String contextId ) ;
p u b l i c IToc [ ] getTocs ( ) ;
}

Also, currently it’s the Workbench that’s responsible for finding the appropriate help UI. WorkbenchHelp.getHelpSupport() picks the first extension on the org.eclipse.help.support extension
point. I think it should be org.eclipse.help’s responsibility to do this. Likewise for obtaining the
IHelpContent. Perhaps the plugin class for org.eclipse.help could have API for this:

c l a s s HelpPlugin extends Plugin {
p u b l i c s t a t i c IHelp getHelpUI ( ) ;
public s t a t i c IHelpContent getHelpContent ( ) ;
}

Since any Help UI will need to navigate the content, I don’t see a need to factor out the toc and
context packages into org.eclipse.help.base, particularly if org.eclipse.help.basem includes all the
other internal packages currently in org.eclipse.help, since they may not be required by another
help UI.
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The only issue is the extra footprint for applications that don’t want to ship any help UI. This
shouldn’t be too bad though, probably on the order of 50K.

Comment 19 Dorian Birsan 2003-07-23 08:32:43 EDT

Yes, this is what Konrad and I have thought too.

Initially, we thought that other plugins (the Workbench, etc.) would look at the extension point and
initialize the help system, and that’s why the HelpContent was a class, not an interface, because
there was no getter. Having the HelpPlugin class public and exposing the two getters solves the
problem. BTW, is this pattern used elsewhere? (i.e., the plugin class being a public API)

I think we can get the help plugin with support for TOC’s and contexts down to about 50K.

Comment 20 Simon Arsenault 2003-07-23 10:09:01 EDT

JavaCore and ResourcesPlugin are both plugin classes that have been exposed as API (and also
declared as final). But most plugin classes are usually internal.

In UI land, we have a PlatformUI class which we make public to access ”global” services (like
access to the IWorkbench). Even Core has a Platform class that does the same.

So, I don’t really see a pattern. My own preference is to keep the plugin class internal, and expose
some other class as public (like we do with PlatformUI).
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Comment 21 Jim des Rivieres 2003-07-23 11:49:27 EDT

re: comment #18 and comment #19, this sounds good. I’ll revise the proposal to reflect this.

re: comment #20, I agree with Simon that it’s preferable to declare a public API class to expose
the global services, and keep the plug-in runtime class internal.

One more issue: org.eclipse.help.ui depends on org.eclipse.search because it contributes to the
search UI. However, the search UI is based on IMarker, which is in org.eclipse.core.resources.
To make the help UI generally available to applications as an optional component, we need
the help UI to be in plug-in that is independent of the IDE. Can we move the stuff from
org.eclipse.help.ui.internal.search package elsewhere? If it could be API clean wrt the other help
plug-ins, we could consider just moving it to the org.eclipse.ui.ide plug-in.

Comment 22 Dorian Birsan 2003-07-23 12:17:21 EDT

Jim, we are considering even moving the IHelp interface and the associated extension point to the
org.eclipse.ui and have the help system provide an implementation for it.
This way, IHelp methods can have be done properly, because right now they are kept to a minimum,
non-ui type of arguments.
Konrad and I will write a short proposal for this.

Comment 23 Konrad Kolosowski 2003-07-24 11:46:39 EDT

Dorian and I wrote a proposal of solutions that we think best address the issues mentioned in this
bug so far.
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The document is published at http://dev.eclipse.org/viewcvs/index.cgi/~checkout~/
platform-help-home/3.0apiChange.html

Please comment, and we will revise the proposal if necessary.

Comment 24 Konrad Kolosowski 2003-08-05 17:40:40 EDT

The document linked above has been moved to platform ui. Please use link:

http://dev.eclipse.org/viewcvs/index.cgi/%7Echeckout%7E/platform-ui-home/
rcp-proposal/restructuring_help.html

Comment 25 Konrad Kolosowski 2003-09-02 11:52:33 EDT

I have refactored help. The changes are in repository in the plug-ins:
org.eclipse.help

RCP WORK 1

org.eclipse.help.base

HEAD

org.eclipse.help.ide

HEAD

org.eclipse.help.ui

RCP WORK 1

Also, affected by renaming were plug-ins:
org.eclipse.help.tests

RCP WORK 1

org.eclipse.help.ui.win32

RCP WORK 1

org.eclipse.help.webapp

RCP WORK 1
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Comment 26 Konrad Kolosowski 2004-01-21 19:49:10 EST

I think this was completed for 3.0M5.

A.3

Generic workbench structure

Last modified 17:30 EST November 7, 2003
N.B. The changes described here are still a work-in-progress.

A.3.1

Existing plug-in and API structure of 2.1 Platform UI

The big picture [is shown in Figure A.41 ]:
Prior to 2.1, the org.eclipse.ui plug-in was the monolithic implementation of the Eclipse Platform
UI. The above picture reflects the restructuring that done for 2.1 which introduced several new
plug-ins:

- org.eclipse.jface
- org.eclipse.ui.workbench
- org.eclipse.ui.views
- org.eclipse.text
- org.eclipse.jface.text
- org.eclipse.ui.workbench.texteditor
- org.eclipse.ui.editors

The workbench is in principal independent from text editors (org.eclipse.text, org.eclipse.jface.text,
org.eclipse.ui.workbench.texteditor, and org.eclipse.ui.editors plug-ins). The exceptions are:

1I

had drawn this diagram exactly from the original document [Generic workbench structure] that was no longer
available online at the time of writing this thesis.

232

Figure A.4: “Eclipse 2.1 Platform UI Plug-in Dependencies” [Generic workbench structure].
1- SystemSummaryEditor is a special purpose text editor defined in the org.eclipse.ui.editors plugin and used by the workbench’s about dialog.
2- The workbench internal class SelectionEnabler refers to ITextSelection.
3- The definition of extension points and the declaration of extensions for which the text editor
plug-ins partially use org.eclipse.ui
4- The usage of the workbench’s preference store and logging facilities by the text editor plug-ins
5- org.eclipse.ui re-exports text editor plug-ins.
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(3) through (5) were done to provide compatibility for clients dependent on org.eclipse.ui before
it was split up. Sustaining compatibility also required that API package names be kept stable, and
this resulted in places where classes in the same package come from several ”package extensions”
distributed across plug-ins. The 3 instance of this are:

- Package org.eclipse.jface.text is declared in the org.eclipse.jface.text plug-in and extended in the
org.eclipse.text plug-in.
- Package org.eclipse.ui.actions is declared in the org.eclipse.ui.workbench plug-in and extended
in the org.eclipse.ui.views plug-in.
- Package org.eclipse.ui.texteditor is declared in the org.eclipse.ui.workbench.texteditor plug-in
and extended in the org.eclipse.ui.editors plug-in.

Existing API map: list of API packages, extension points, and the plug-ins that declare them.

plug-in org.eclipse.ui

Notes:

- This plug-in is the front man for the entire Platform UI. Although this plug-in has no API of its
own, it re-exports the API from several plug-ins: org.eclipse.swt, org.eclipse.text, org.eclipse.jface,
org.eclipse.jface.text, org.eclipse.ui.workbench, org.eclipse.ui.workbench.texteditor,
org.eclipse.ui.views, and org.eclipse.ui.editors. This plug-in declares most of the Platform UI
extension points, including most of the ones for text editors.

Required plug-ins
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- org.apache.xerces
- org.eclipse.core.resources
- org.eclipse.help
- org.eclipse.jface
- org.eclipse.jface.text
- org.eclipse.swt
- org.eclipse.text
- org.eclipse.ui.editors
- org.eclipse.ui.views
- org.eclipse.ui.workbench
- org.eclipse.ui.workbench.texteditor
- org.eclipse.update.core

API packages

- None of its own.
- Although this plug-in has no API of its own, it re-exports the API from several plug-ins:
org.eclipse.swt, org.eclipse.text, org.eclipse.jface, org.eclipse.jface.text, org.eclipse.ui.workbench,
org.eclipse.ui.workbench.texteditor, org.eclipse.ui.views, and org.eclipse.ui.editors. This plug-in
declares most of the Platform UI extension points, including most of the ones for text editors.

Extension points

- actionSetPartAssociations
- actionSets
- commands
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- decorators
- documentProviders
- dropActions
- editorActions
- editors
- elementFactories
- exportWizards
- fontDefinitions
- importWizards
- markerHelp
- markerImageProviders
- markerResolution
- markerUpdaters
- newWizards
- perspectiveExtensions
- perspectives
- popupMenus
- preferencePages
- projectNatureImages
- propertyPages
- resourceFilters
- startup
- viewActions
- views
- workingSets
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plug-in org.eclipse.ui.win32

Notes:

- This is a plug-in fragment of the org.eclipse.ui plug-in.
- This fragment adds OLE editor support (Windows). This fragment does not contribute any API.

API packages

none

Extension points

none

plug-in org.eclipse.jface

Notes:

- This plug-in contains all of JFace except text-related viewers.
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in.
However, there is nothing preventing existing plug-ins from referring to this plug-in directly.

Required plug-ins

- org.eclipse.swt
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- org.eclipse.core.runtime
- org.apache.xerces

API packages

- org.eclipse.jface
- org.eclipse.jface.action
- org.eclipse.jface.action.images
- org.eclipse.jface.dialogs
- org.eclipse.jface.dialogs.images
- org.eclipse.jface.images
- org.eclipse.jface.operation
- org.eclipse.jface.preference
- org.eclipse.jface.preference.images
- org.eclipse.jface.progress
- org.eclipse.jface.resource
- org.eclipse.jface.util
- org.eclipse.jface.viewers
- org.eclipse.jface.window
- org.eclipse.jface.wizard
- org.eclipse.jface.wizard.images

Extension points

none
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plug-in org.eclipse.text

Notes:

- This plug-in contains the basic non-GUI text infrastructure (no dependence on JFace text).
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in. However, there is nothing preventing existing plug-ins from referring to this plug-in directly.
- The API for this package is in an extension of the org.eclipse.jface.text package for historical
reasons of API compatibility. The preferred API package name would be org.eclipse.text.

Required plug-ins

none

API packages

- org.eclipse.jface.text (* - extension of package declared in org.eclipse.jface.text plug-in)

Extension points

none

plug-in org.eclipse.jface.text

Notes:
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- This plug-in contains the GUI text infrastructure.
- The API for this plug-in depends on both JFace and the non-GUI text infrastructure.
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in.
However, there is nothing preventing existing plug-ins from referring to this plug-in directly.

Required plug-ins

- org.eclipse.jface
- org.eclipse.swt
- org.eclipse.text

API packages

- org.eclipse.jface.text (* - extended by org.eclipse.text plug-in)
- org.eclipse.jface.text.contentassist
- org.eclipse.jface.text.formatter
- org.eclipse.jface.text.information
- org.eclipse.jface.text.presentation
- org.eclipse.jface.text.reconciler
- org.eclipse.jface.text.rules
- org.eclipse.jface.text.source

Extension points

none
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plug-in org.eclipse.ui.workbench

Notes:

- This plug-in contains the bulk of the API and implementation for the workbench. It has the API
for editors and views (particular views and editors are defined elsewhere).
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in. However, there is nothing preventing existing plug-ins from referring to this plug-in directly.
- This plug-in has a small number of API and internal dependencies on org.eclipse.core.resources,
notably for IMarker and IResource. By and large the API is “resource-free”.
- This plug-in has an (internal) dependence on org.eclipse.jface.text for ITextSelection, but is otherwise independent of text editor support.
- This plug-in has an (internal) dependence on org.eclipse.update.core for launching the update
manager when there are plug-in incoming updates on startup, and for extracting feature and
plug-in info to show in the about dialog.

Required plug-ins

- org.apache.xerces
- org.eclipse.core.resources
- org.eclipse.help
- org.eclipse.jface
- org.eclipse.jface.text
- org.eclipse.swt
- org.eclipse.update.core
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API packages

- org.eclipse.ui
- org.eclipse.ui.actions (* - extended by org.eclipse.ui.views plug-in)
- org.eclipse.ui.commands
- org.eclipse.ui.contexts
- org.eclipse.ui.dialogs
- org.eclipse.ui.help
- org.eclipse.ui.wizards.newresource
- org.eclipse.ui.model
- org.eclipse.ui.part
- org.eclipse.ui.plugin
- org.eclipse.ui.progress
- org.eclipse.ui.wizards.datatransfer

Extension points

none

plug-in org.eclipse.ui.views

Notes:

- This plug-in contains the API and implementation for the workbench’s standard views.
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in. However, there is nothing preventing existing plug-ins from referring to this plug-in directly.

242

- Some of the API for this package is in an extension of the org.eclipse.ui.actions package for
historical reasons of API compatibility. The sole class in this extension is AddTaskAction.
Required plug-ins

- org.eclipse.core.resources
- org.eclipse.jface
- org.eclipse.help
- org.eclipse.ui.workbench

API packages

- org.eclipse.ui.views.bookmarkexplorer
- org.eclipse.ui.views.contentoutline
- org.eclipse.ui.views.framelist
- org.eclipse.ui.views.markers
- org.eclipse.ui.views.markers.internal
- org.eclipse.ui.views.navigator
- org.eclipse.ui.views.properties
- org.eclipse.ui.views.tasklist
- org.eclipse.ui.actions (* - extension of package declared in org.eclipse.ui.workbench plug-in)

Extension points

none

plug-in org.eclipse.ui.workbench.texteditor
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Notes:

- This plug-in contains the API and implementation for the workbench’s text editor framework.
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in. However, there is nothing preventing existing plug-ins from referring to this plug-in directly.
- This plug-in has a minor API dependency on org.eclipse.core.resources for IMarker, but is
otherwise ”resource-free”.

Required plug-ins

- org.eclipse.core.resources
- org.eclipse.jface
- org.eclipse.jface.text
- org.eclipse.text
- org.eclipse.ui.workbench

API packages

- org.eclipse.ui.texteditor (* - extended by org.eclipse.ui.editors plug-in)

Extension points

- markerAnnotationSpecification

plug-in org.eclipse.ui.editors
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Notes:

- This plug-in contains the standard text editor and the API and implementation for editing IFilebased documents.
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in. However, there is nothing preventing existing plug-ins from referring to this plug-in directly.
- Some of the API for this package is in an extension of the org.eclipse.ui.texteditor package for
historical reasons of API compatibility.
- The SystemSummaryEditor that is part of the org.eclipse.ui.editors plug-in is used only by the
workbench’s about dialog.

Required plug-ins

- org.eclipse.core.resources
- org.eclipse.jface
- org.eclipse.jface.text
- org.eclipse.text
- org.eclipse.ui.views
- org.eclipse.ui.workbench
- org.eclipse.ui.workbench.texteditor
- org.eclipse.update.core

API packages

- org.eclipse.ui.editors.quickdiff

245

- org.eclipse.ui.editors.text
- org.eclipse.ui.texteditor (* - extension of package declared in org.eclipse.ui.workbench.texteditor
plug-in)

Extension points

- quickDiffReferenceProvider

org.eclipse.ui.versioncheck

Notes:

- This plug-in is run on startup when there is a discrepancy between the version recorded in the
metadata area and the version of the Eclipse platform doing the opening.
- This plug-in has no API or extension points.
- This plug-in bypasses the Platform UI by taking directly to SWT if it needs to talk to the user.

Required plug-ins

- org.eclipse.swt

API packages

None

Extension points
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None

plug-in org.eclipse.help

Notes:

- This plug-in contains the non-UI API portion of the help system, and some of the help system
implementation.
- The IHelp interface is what org.eclipse.ui.workbench calls to display help to the user. The
implementation of IHelp is supplied by org.eclipse.help.ui plug-in and is contributed via the
org.eclipse.help.support extension point.

Required plug-ins

- org.apache.xerces
- org.apache.lucene
- org.eclipse.help.appserver

API packages

- org.eclipse.help
- org.eclipse.help.browser
- org.eclipse.help.standalone

Extension points
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- browser
- contentProducer
- contexts
- luceneAnalyzer
- support
- toc
- webapp

plug-in org.eclipse.help.ui

Notes:

- This plug-in contains the UI- and workbench-specific portion of the help system. This plug-in
contributes an implementation of IHelp to an org.eclipse.help extension point.
- This plug-in has a dependency on org.eclipse.search because it contributes help search. The
search UI is based on IMarkers, hence the dependence on org.eclipse.core.resources as well.

Required plug-ins

- org.eclipse.core.resources
- org.eclipse.help
- org.eclipse.help.appserver
- org.eclipse.search
- org.eclipse.ui
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API packages

- org.eclipse.help.ui.browser

Extension points

None

A.3.2

Proposed plug-in and API restructuring plan for Platform UI
• Tease apart the workbench into a “generic workbench”, which can be tailored for
use by arbitrary applications, and a specific IDE application that tailors the generic
workbench for its purposes.
• By “generic” we mean application independent.
• The generic workbench has empty menus.
• The generic workbench should be reasonably lean.
• Move IDE-specific API from the generic workbench API into an IDE-specific API
package in an IDE-specific plug-in.
• Move IDE-specific internals from the generic workbench implementation into an
IDE-specific plug-in.
• Move generic UI extension points into the generic workbench plug-in, and IDEspecific extension points into an IDE-specific plug-in.
• Add new API to generic workbench so that an application, like the IDE, can configure the generic workbench to suit without having to reach into the internals of the
workbench implementation.
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• Allow generic editors (such as the text editor) and generic views (such as the properties view) to be used with the generic workbench, but as an optional extra.
• The most likely source of breaking API changes will be the moving of IDE-specific
API from the generic workbench.
• But it’s hard to gauge breakage in the abstract. We need to dig into the details to
discover both problems and available solutions.
• Without further ado, here is how we propose to tease things apart.
• In broad strokes:
– The existing org.eclipse.ui plug-in, and its buddy
org.eclipse.ui.workbench, is the best starting point for the generic
workbench.
– There needs to be a new plug-in to hold the IDE-specific workbench.
Call this org.eclipse.ui.ide.
– The generic API and implementation is already in the
org.eclipse.ui.workbench plug-in. These stay.
– There is some IDE-specific API in the org.eclipse.ui.workbench
plug-in. This needs to move up into the org.eclipse.ui.ide plug-in.
– There is some IDE-specific internal implementation in the
org.eclipse.ui.workbench plug-in. This needs to move up into the
org.eclipse.ui.ide plug-in.
– The Platform UI extension points are currently in org.eclipse.ui
plug-in. The generic non-editor ones stay; the generic editor-related
ones move to generic text editor; the IDE-specific ones move to one
of the IDE-specific plug-ins.
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– The views in the org.eclipse.ui.views plug-in are split up, with the
generic views (properties, content outline) remaining in the plug-in,
and the IDE-specific views going to the org.eclipse.ui.ide plug-in.
– The text editors in org.eclipse.ui.workbench.texteditor are almost
completely generic already, with the IDE-specific parts already isolated in org.eclipse.ui.editors. The remaining IDE-specific dependencies would need to be moved from the
org.eclipse.ui.workbench.texteditor plug-in to the
org.eclipse.ui.editors plug-in. Both of these plug-ins would be retained. The generic text editor extension points move from the
org.eclipse.ui plug-in to the org.eclipse.ui.workbench.texteditor
plug-in.
– The org.eclipse.ui plug-in now contains just the generic workbench.
It does not include the generic views or text editors.
– The org.eclipse.ui plug-in can re-export the APIs from the plugins that it’s API depends on, namely: from the org.eclipse.swt and
org.eclipse.jface plug-ins. It is no longer dependent on
org.eclipse.text, org.eclipse.jface.text,
org.eclipse.ui.workbench.texteditor, org.eclipse.ui.views, or
org.eclipse.ui.editors; so it is no longer in a position re-export any of
their APIs.
– The new org.eclipse.ui.ide plug-in would now declare its API in
eponymous org.eclipse.ui.ide[.*] packages.
– The new org.eclipse.ui.ide plug-in is dependent on the new
org.eclipse.ui plug-in.
– From the point of view of a regular plug-in, the org.eclipse.ui plug251

in loses (a) all its IDE-specific API and extension points to the new
org.eclipse.ui.ide plug-in, (b) all its text editor-specific aspects to
the new (as far as it knows) org.eclipse.ui.workbench.texteditor and
org.eclipse.ui.editors plug-ins, and (c) all its view-specific aspects
to the new org.eclipse.ui.views and org.eclipse.ui.ide plug-ins. For
clients that depended on the IDE-specific parts, text editors, or particular views, these changes are breaking. Existing simple clients
that only depend on the generic parts of org.eclipse.ui are not affected.
– Although the new org.eclipse.ui.ide plug-in could re-export the APIs
from the plug-ins that its API depends on, the practice of reexporting APIs is not something we want to encourage. It is just
as easy in this case for clients to require the individual plug-ins that
they need.
– The generic workbench depends on the org.eclipse.help plug-in for
certain API classes it defines, such as IHelp.
– The org.eclipse.help plug-in declares extension points,
including those for contributing help documents (toc, contexts, support).
– The org.eclipse.help plug-in also includes help system implementation not needed as a necessary part of the generic workbench implementation, and extension points into which parts of the implementation get contributed (browser, appServer, lucene).
– We split the org.eclipse.help plug-in in two: the org.eclipse.help
plug-in retains the API and extension points for contributing help
documents; a new org.eclipse.help.base plug-in gets most of the
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implementation and the extension points for configuring the implementation; the org.eclipse.help.support extension point moves to the
org.eclipse.ui plug-in, renamed to “helpSupport”, and simplified so
that the only thing contributed is the UI for displaying help . The
generic workbench plug-in depends only on org.eclipse.help, and
the arrangement allows an application to either use the existing help
UI or provide their own.
– The IHelp interface in the org.eclipse.help plug-in contains display() methods that the workbench calls to invoke the UI, as well
as methods for navigating the tree of help content. We deprecate
the IHelp interface; the methods for accessing help system content become static API methods on a new HelpSystem class in the
org.eclipse.help plug-in; the display methods move to the UI’s existing WorkbenchHelp API class. A new AbstractHelpUI class in the
org.eclipse.ui.help package in the org.eclipse.ui plug-in provides the
contract for the org.eclipse.ui.helpSupport extension point.
– The help search implementation is moved out of the existing
org.eclipse.help.ui plug-in to a new org.eclipse.help.ide plug-in to
make make org.eclipse.help.ui independent of markers and the IDE.
This allows there to be a generic help component (consisting of
the org.eclipse.help.ui and org.eclipse.help.base plug-ins plus dependents) which can be used with the generic workbench.
– For further details on the restructuring of the help plug-ins, see here
(Section A.4).
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A.3.3

Proposed plug-in and API structure of 3.0 Platform UI

The big picture [is shown in Figure A.52 ]:

Figure A.5: “Eclipse 3.0 Platform UI Plug-in Dependencies” [Generic workbench structure].

plug-in org.eclipse.ui

Notes:

2I

had drawn this diagram exactly from the original document [Generic workbench structure] that was no longer
available online at the time of writing this thesis.
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- This plug-in is the front man for the generic workbench portion of the Platform UI. The code for
this plug-in is in org.eclipse.ui.workbench.
- This plug-in declares the workbench’s generic extension points (but none that are specific to the
text editor or the generic views).
-

This

plug-in

re-exports

the

API

of

the

org.eclipse.swt,

org.eclipse.jface,

and

org.eclipse.ui.workbench plug-ins.
- This plug-in does not depend on org.eclipse.core.resources. Everything having to do with
workspace resources is found in the IDE-specific workbench (org.eclipse.ui.ide plug-in).
- This plug-in does not depend on org.eclipse.update.core.
- This plug-in does not depend on org.eclipse.jface.text or org.eclipse.text. Optional generic text
editor support is found in the org.eclipse.ui.workbench.texteditor.
- This plug-in still depends on org.eclipse.help.
- The branch work for this plug-in will be done in the existing org.eclipse.ui project.

Required plug-ins

- org.apache.xerces
- org.eclipse.core.runtime
- org.eclipse.help
- org.eclipse.jface
- org.eclipse.swt

API packages

- None (generic workbench API and most of implementation are in the org.eclipse.ui.workbench
plug-in.)
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- Re-exports API from org.eclipse.ui.workbench, org.eclipse.swt, org.eclipse.jface

Extension points

- actionSetPartAssociations
- actionSets
- commands
- decorators
- dropActions
- editorActions
- editors
- exportWizards
- elementFactories
- fontDefinitions
- helpSupport (formerly support in org.eclipse.help)
- importWizards
- newWizards
- perspectiveExtensions
- perspectives
- popupMenus
- preferencePages
- propertyPages
- startup
- viewActions
- views
- workingSets
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plug-in fragment org.eclipse.ui.win32

This plug-in fragment of org.eclipse.ui plug-in is unchanged. (We are investigating whether
this can be turned into a regular plug-in, to simplify things.) An application would include this
fragment (or plug-in) only if they need support for OLE editors.

API packages

none

Extension points

none

plug-in org.eclipse.ui.workbench

Notes:

- This plug-in contains the bulk of the API and implementation for the generic workbench. It has
the API for editors and views (particular views and editors are defined elsewhere).
- The API packages for this plug-in are exported to the world by the org.eclipse.ui plug-in.
- This plug-in does not depend on org.eclipse.core.resources. Everything having to do with
workspace resources is found in the IDE-specific workbench (org.eclipse.ui.ide plug-in).
- This plug-in does not depend on org.eclipse.update.core.
- This plug-in does not depend on org.eclipse.jface.text or org.eclipse.text. Optional generic text
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editor support is found in the org.eclipse.ui.workbench.texteditor.
- This plug-in does contain any specific views.

Generic views are in the optional

org.eclipse.ui.views plug-in (IDE-specific views are in the org.eclipse.ui.ide plug-in).
- This plug-in still depends on org.eclipse.help.
- The branch work for this plug-in will be done in the existing org.eclipse.ui.workbench project;
the project and plug-in rename will be left to the very end, so that we can easily merge changes
from HEAD.

Required plug-ins

- org.apache.xerces
- org.eclipse.core.runtime
- org.eclipse.help
- org.eclipse.jface
- org.eclipse.swt

API packages

- org.eclipse.ui (generic classes only - IDE-specific classes moved to the org.eclipse.ui.ide plug-in).
- org.eclipse.ui.actions (generic classes only - IDE-specific classes moved to the org.eclipse.ui.ide
plug-in).
- org.eclipse.ui.application (new package for application-specific configuration of the workbench).
- org.eclipse.ui.commands
- org.eclipse.ui.contexts
- org.eclipse.ui.dialogs (generic classes only, such as PropertyDialogAction and ListSelectionDialog - IDE-specific classes moved to the org.eclipse.ui.ide plug-in).
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- org.eclipse.ui.help
- org.eclipse.ui.model
- org.eclipse.ui.part (generic classes only - IDE-specific classes, such as FileEditorInput, moved to
the org.eclipse.ui.ide plug-in).
- org.eclipse.ui.plugin
- org.eclipse.ui.progress

Extension points

- None (generic workbench extension points are in the org.eclipse.ui plug-in.)

plug-in org.eclipse.jface

This plug-in is unscathed. Its API is still surfaced to the world via the org.eclipse.ui plug-in
re-exporting it.

Notes:

- This plug-in contains all of JFace except text-related viewers.
- This plug-in is internal to the existing Platform UI. It’s API is exported to the world by the
org.eclipse.ui plug-in.

Required plug-ins

- org.eclipse.swt
- org.eclipse.core.runtime
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- org.apache.xerces
- API packages
- org.eclipse.jface
- org.eclipse.jface.action
- org.eclipse.jface.action.images
- org.eclipse.jface.dialogs
- org.eclipse.jface.dialogs.images
- org.eclipse.jface.images
- org.eclipse.jface.operation
- org.eclipse.jface.preference
- org.eclipse.jface.preference.images
- org.eclipse.jface.progress
- org.eclipse.jface.resource
- org.eclipse.jface.util
- org.eclipse.jface.viewers
- org.eclipse.jface.window
- org.eclipse.jface.wizard
- org.eclipse.jface.wizard.images

Extension points

none

plug-in org.eclipse.text

Notes:
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- Unchanged (assuming API remains in a org.eclipse.jface.text package extension).

Required plug-ins

none

API packages

- org.eclipse.jface.text (a package extension of an API package declared by org.eclipse.jface.text
plug-in)

Extension points

none

plug-in org.eclipse.jface.text

Notes:

- Unchanged (assuming org.eclipse.text API remains in a org.eclipse.jface.text package extension).

Required plug-ins

- org.eclipse.jface
- org.eclipse.text
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- org.eclipse.swt

API packages

- org.eclipse.jface.text (this package is extended in org.eclipse.text plug-in)
- org.eclipse.jface.text.contentassist
- org.eclipse.jface.text.formatter
- org.eclipse.jface.text.information
- org.eclipse.jface.text.presentation
- org.eclipse.jface.text.reconciler
- org.eclipse.jface.text.rules
- org.eclipse.jface.text.source

Extension points

none

plug-in org.eclipse.ui.views

Notes:

- This plug-in contains the generic properties and content outline views.
- The generic views plug-in would be an optional component of the generic workbench.
- The code for this comes from the existing org.eclipse.ui.views package.
- The branch work for this plug-in will be done in the existing org.eclipse.ui.views project.
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Required plug-ins

- org.eclipse.ui (which also re-exports org.eclipse.swt and org.eclipse.jface)

API packages

- org.eclipse.ui.views.properties
- org.eclipse.ui.views.contentoutline

Extension points

None

plug-in org.eclipse.ui.workbench.texteditor

Notes:

- The generic text editor would be an optional component of the generic workbench.
- All resource- or IDE-specific stuff is removed from this plug-in.
- This plug-in does depend on org.eclipse.ui for things like IEditorPart
- This plug-in no longer depends on org.eclipse.core.resources.
- The branch work for this plug-in will be done in the existing org.eclipse.ui.workbench.texteditor
project.

Required plug-ins
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- org.eclipse.jface.text
- org.eclipse.text
- org.eclipse.ui (which also re-exports org.eclipse.swt and org.eclipse.jface)

API packages

- org.eclipse.ui.texteditor

Extension points

- markerAnnotationSpecification
- markerUpdaters (formerly in org.eclipse.ui)
- documentProviders (formerly in org.eclipse.ui)

plug-in org.eclipse.ui.ide

Notes:

- The new IDE-specific workbench plug-in.
- This is a new plug-in project. Much of the prototyping work can be done in HEAD.

Required plug-ins

- org.apache.xerces
- org.eclipse.core.runtime
- org.eclipse.core.resources
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- org.eclipse.help
- org.eclipse.jface.text
- org.eclipse.text
- org.eclipse.ui (which also re-exports org.eclipse.swt and org.eclipse.jface, and the internal
org.eclipse.ui.workbench)
- org.eclipse.ui.views
- org.eclipse.ui.editors
- org.eclipse.update.core

API packages

- org.eclipse.ui.ide (new)
- org.eclipse.ui.ide.actions (IDE-specific package extension of org.eclipse.ui.actions)
- org.eclipse.ui.ide.dialogs (IDE-specific package extension of org.eclipse.ui.dialogs)
- org.eclipse.ui.ide.part (IDE-specific package extension of org.eclipse.ui.part)
- org.eclipse.ui.ide.wizards.newresource (formerly in org.eclipse.ui plug-in)
- org.eclipse.ui.ide.wizards.datatransfer (formerly in org.eclipse.ui plug-in)
- org.eclipse.ui.ide.views.navigator (formerly in org.eclipse.ui.views plug-in)
- org.eclipse.ui.ide.views.bookmarkexplorer (formerly in org.eclipse.ui.views plug-in)
- org.eclipse.ui.ide.views.markers (formerly in org.eclipse.ui.views plug-in)
- org.eclipse.ui.ide.views.tasklist (formerly in org.eclipse.ui.views plug-in)
- org.eclipse.ui.ide.views.framelist (formerly in org.eclipse.ui.views plug-in)

Extension points

- markerHelp (formerly in org.eclipse.ui)
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- markerImageProviders (formerly in org.eclipse.ui)
- markerResolution (formerly in org.eclipse.ui)
- projectNatureImages (formerly in org.eclipse.ui)

plug-in org.eclipse.ui.editors

Notes:

- IDE-specific text editors.
- The branch work for this plug-in will be done in the existing org.eclipse.ui.editors project.

Required plug-ins

- org.eclipse.core.resources
- org.eclipse.jface.text
- org.eclipse.text
- org.eclipse.ui (which also re-exports org.eclipse.swt and org.eclipse.jface)
- org.eclipse.ui.texteditor
- org.eclipse.ui.ide

API packages

- org.eclipse.ui.editors.quickdiff
- org.eclipse.ui.editors.text
- org.eclipse.ui.texteditor (extension of a package declared in org.eclipse.ui.workbench.texteditor)
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Extension points

- quickDiffReferenceProvider

org.eclipse.ui.versioncheck

Notes:

- This plug-in is unchanged.
- Plug-in can simply be omitted in applications where there is no concern about warning the user
of metadata version mismatches.

Required plug-ins

- org.eclipse.swt

API packages

None

Extension points

None

plug-in org.eclipse.help
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Notes:

- This plug-in contains the main API and extension points of the help system. The help system
implementation is now in org.eclipse.help.base.

Required plug-ins

- org.apache.xerces

API packages

- org.eclipse.help

Extension points

- contentProducer
- contexts
- toc

plug-in org.eclipse.help.base

Notes:

- This plug-in contains the bulk of the webapp-based help system implementation. The API and
main extension points are still in org.eclipse.help.

268

Required plug-ins

- org.apache.lucene
- org.eclipse.help
- org.eclipse.help.appserver

API packages

- org.eclipse.help.browser (formerly in org.eclipse.help)
- org.eclipse.help.standalone (formerly in org.eclipse.help)

Extension points

- browser (formerly in org.eclipse.help)
- luceneAnalyzer (formerly in org.eclipse.help)
- webapp (formerly in org.eclipse.help)

plug-in org.eclipse.help.ui

Notes:

- This plug-in contains the UI-specific portion of the help system. This plug-in contributes an
implementation of the help UI to the org.eclipse.ui.helpSupport extension point.
- This plug-in no longer depends on org.eclipse.search or org.eclipse.core.resources. The IDEspecific portion are now in the org.eclipse.help.ide plug-in.
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Required plug-ins

- org.eclipse.help
- org.eclipse.help.base
- org.eclipse.help.appserver
- org.eclipse.ui

API packages

- org.eclipse.help.ui.browser

Extension points

None

plug-in org.eclipse.help.ide

Notes:

- This plug-in contains the UI-specific and IDE-specific portion of the help system.

Required plug-ins

- org.eclipse.core.resources
- org.eclipse.help
- org.eclipse.help.base
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- org.eclipse.help.appserver
- org.eclipse.ui
- org.eclipse.ui.ide
- org.eclipse.search

API packages

None

Extension points

None

A.4

3.0 Help API Change for Rich Client Platform

Last modified 15:30 EDT September 5, 2003
(see also Bug 40050 - Need a trimmed-down org.eclipse.help [contents are copied at A.2])
N.B. The changes described here are still at the proposal stage, and are very much work-inprogress.

A.4.1

Current structure of help (as of 2.1 release)

In 2.1 help is organized into plug-ins:

- org.eclipse.lucene
- org.eclipse.help.appserver
- org.eclipse.help (requires org.eclipse.lucene, org.apache.xerces, org.eclipse.help.appserver)
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- org.eclipse.help.ui (requires org.eclipse.appserver, org.eclipse.help, org.eclipse.core.resources,
org.eclipse.ui, org.eclipse.search[)]
- org.eclipse.help.webapp (org.eclipse.help, org.apache.xerces)

Help provides a number of APIs in the org.eclipse.help plug-in. Currently, the org.eclipse.help
package only contains interfaces, of which IHelp being the most important one.

Ignoring

deprecated methods, the IHelp is:

p u b l i c i n t e r f a c e IHelp {
public void displayHelp ( ) ;
public void displayContext ( IContext context , i n t x , i n t y ) ;
public void displayContext ( S t r i n g contextId , i n t x , i n t y ) ;
public void displayHelpResource ( S t r i n g href ) ;
public void displayHelpResource ( IHelpResource helpResource ) ;
public IContext getContext ( String contextId ) ;
p u b l i c IToc [ ] getTocs ( ) ;
public boolean isContextHelpDisplayed ( ) ;
}

The IHelp interface has a dual purpose: to plug in an implementation of the help system (via
the org.eclipse.help.support extension point) and to allow others to launch the help browser or
infopops. Help does not provide an API for obtaining an instance of IHelp.
It is org.eclipse.ui.workbench plug-in (with a dependency on org.eclipse.help) that provides an API
class org.eclipse.ui.help.WorkbenchHelp with some methods to display Help. WorkbenchHelp is
also responsible for instantiating extensions of org.eclipse.help.support point, and provides a getter
for obtaining the IHelp interface. The implementation of the help system is currently contributed
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by the org.eclipse.help.ui plug-in.

A.4.2

Requirements and problems that should be addressed

a) Rich Client Platform requires a small footprint. Dependency of org.eclipse.ui.workbench on
org.eclipse.help means that the org.eclipse.help plug-in and all its dependent plug-ins are dragged
in. org.eclipse.help plug-in includes both APIs and non-UI portion of help implementation.
Most of implementation is not needed by rich client platform. Neither Lucene search engine nor
org.eclipse.appserver are required by Rich Client Platform.

b) Most of help should be optional.

Only extension points org.eclipse.help.toc,

org.eclipse.help.contexts, org.eclipse.help.contentProducer with some APIs to obtain built
TOCs and Contexts should be included in the Rich Client Platform, and the footprint of minimal
help with all the dependencies should not exceed 50-100kB.

c) IHelp interface should be split to separate access to help data (TOCs and Contexts) from the
rendering

d) display*() methods of IHelp interface are very limited. Despite their intent to provide user
with a UI for viewing help, the interface does not allow any methods with SWT or UI parameters
or return types. This only allows help implementation to be displayed in outside window or
a program completely independent of the workbench, and makes achieving good integration
difficult. The reasons IHelp is defined in org.eclipse.help plug-in are historical. The interface with
display* methods should be defined in an UI aware plug-in. It is only because of our specific
browser based implementation of help and lack of browser widget in earlier version of Eclipse,
that allowed having IHelp interface in a non-UI plug-in for so long.

e) The org.eclipse.help.support extension point should be defined in a plug-in that does instantia273

tion of extension and provides access to it.

f) The IHelp interface was intended to go in tandem with org.eclipse.help.support extension point,
for plugging in help implementation to the workbench, and there is no reasons that the same
interface needs to be exposed to the clients by WorkbenchHelp. WorkbenchHelp can provide
more powerful methods that can make use of an instance of IHelp. For example, IHelp does not
provide methods to display help content or context description in a given SWT control.

g) Help implementation provides two ways to conduct help search by the user. One is from
using the browser (HTML UI provided in org.eclipse.help.webapp plug-in), and another from
the workbench dialog.

Since rich client platform might not include org.eclipse.search and

org.eclipse.core.resources plug-ins, it should be possible to separate help dialog search page from
the rest of org.eclipse.help.ui plug-in. Currently help search from a dialog makes use of internal
APIs in org.eclipse.help plug-in.

h) To provide ability to define search scope when searching help from a browser in a workbench,
stand-alone and infocenter scenarios, help has internal implementation of working sets that are
definable / selectable from the browser. On the other hand, searching from the Search dialog uses
standard working sets defined in org.eclipse.ui Since results of search performed from a dialog
and from the browser need to be the same, help working sets and workbench working sets are kept
synchronized by a code in org.eclipse.help.ui. This synchronization code cannot be present in Rich
Client Platform where working sets and resources do not exists.

A.4.3

Proposed solutions

a) Split org.eclipse.help plug-in into two plug-ins:
• org.eclipse.help (requires org.apache.xerces)
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• org.eclipse.help.base

(requires

org.eclipse.lucene,

org.apache.xerces,

org.eclipse.help, org.eclipse.help.appserver)
org.eclipse.ui plug-in would depend on org.eclipse.help, but not on org.eclipse.help.base

b) org.eclipse.help plug-in would define the following (existing) extension points:
• org.eclipse.help.contexts
• org.eclipse.help.toc
• org.eclipse.help.contentProducer
and include implementation for collecting and building of plugged in TOCs, contexts, and content
producer implementations. The resulting size of org.eclipse.help plug-in is estimated at <80KB.

org.eclipse.help.base plug-in would be specific to our implementation and define the following
(existing in org.eclipse.help so far) extension points
• org.eclipse.help.luceneAnalyzer
• org.eclipse.help.webapp
• org.eclipse.help.browser
with implementation of (non webapp) help back end.

Note: Implementers of the last three extension points will be broken, since extensions and
corresponding interfaces change plug-in. This is the most significant breakage in this proposal,
with non-critical repercussions. In the worst case scenario, our help UI can work correctly without
the plugged-in extensions.
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c) org.eclipse.help plug in will provide APIs for obtaining TOCs and contexts by defining public
class

p u b l i c f i n a l c l a s s HelpSystem {
public s t a t i c IContext getContext ( String contextId ) ;
p u b l i c s t a t i c IToc [ ] getTocs ( ) ;
public s t a t i c InputStream getHelpContent ( String href ) ;
}

i[n] org.eclipse.help package. There is no reason to define another interface to lump both getters
together. The methods return different objects, can be called separately, and using one does not
imply using another. This class then provides the necessary data that plugged in custom help UI
may require. The package will continue to host the following interfaces of help system objects:
IHelpResource, IToc, ITopic, IContext, IHelpContentProducer, and IHelpAction.

d) Move the display-related portion of the IHelp interface to a new AbstractHelpUI class in the
org.eclipse.ui.help package in the org.eclipse.ui plug-in. This class will now be the contract for
the helpSupport extension point.

package org . e c l i p s e . ui . help ;
public c l a s s AbstractHelpUI {
public a b s t r a c t void displayHelp ( ) ;
public a b s t r a c t void displayContext
( IContext context , i n t x , i n t y ) ;
public a b s t r a c t void displayHelpResource ( S t r i n g href ) ;
public a b s t r a c t boolean isContextHelpDisplayed ( ) ;
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}

Note: The methods parameters are as currently in IHelp. Before 3.0 release the methods could
evolve, for example a method
public a b s t r a c t void displayContext
( IContext context , Control parent ) ;
could be added.

Note: The original IHelp would be deprecated. The only way to get an instance of IHelp is
from WorkbenchHelp.getHelpSupport, which would also be deprecated.

For compatibility,

WorkbenchHelp will provide an implementation of IHelp.

e) Move/rename the org.eclipse.help.support extension point to org.eclipse.ui.helpSupport

f) org.eclipse.ui.help.WorkbenchHelp should not any way to obtain the AbstractHelpUI subclass
that is plugged in. It should provide a functionally complete set of methods that delegate to the underlying AbstractHelpUI implementation. That way AbstractHelpUI can be the contract between
Eclipse workbench and the help UI implementor only. Other plug-ins would only call WorkbenchHelp methods. WorkbenchHelp already provides methods:
public s t a t i c void displayHelp ( S t r i n g c o n t e x t I d )
public s t a t i c void displayHelp ( IContext context )
that compute screen position and delegate to instance of AbstractHelpUI. To round out its capabilities, the following additional methods should be added to WorkbenchHelp:
public s t a t i c void displayHelp ( ) ;
public s t a t i c void displayHelpResource ( S t r i n g href ) ;
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public s t a t i c void displayHelpResource
( IHelpResource helpResource ) ;
public s t a t i c boolean isContextHelpDisplayed ( ) ;

g) and h) A new plug-in org.eclipse.help.ide (requires org.eclipse.help.base, org.eclipse.ui,
org.eclipse.ui.ide, org.eclipse.help.ui, org.eclipse.core.resources, org.eclipse.search) should be created. The plug-in would not be packaged with the Rich Client Platform, but with IDE only. Help
implementation for search from the workbench UI, and working sets synchronization code should
be moved to this new plug-in.
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Appendix B
Documentation Related to the Semi-structured Interviews
This is the appendix for my semi-structured interviews on software re-architecting in the wild. It
includes my pre-study questionnaire, my interview guide, and my codes.

B.1

Pre-Study Questionnaire

Participant Name:
Current occupation?
• Undergraduate Student
• Graduate Student
• Industrial Developer
If you are a student, have you ever been employed as a developer in industry?
• Yes
• No
• If yes, for how long?
Overall years of development experience (note: Basic, Pascal, and similar languages do not count)?
What language(s) do you develop in day-to-day?
What standard set of development tools do you tend to use?
Have you ever performed re-architecting of a software system?
• Yes
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• No
• If yes, how often would you say you perform re-architecting?
• What three adjectives would you use to describe the benefits of re-architecting?
1.
2.
3.
• What three adjectives would you use to describe impediments to re-architecting?
1.
2.
3.

B.2

Interview Guide

How big was the software system with which you were involved in re-architecting?
Can you tell me something about the kind of software system? Its domain, for example.
What was your role in that development project?
What kind of development team was involved? (e.g., small vs. large vs. geographically distributed
teams)
What was the adopted methodology to develop that system? (e.g., XP vs. RUP)
Why did you (or the team) decide to re-architect that system?
How were re-architecting efforts organized in your team (re-architecting process)?
• Were there any investigations into the existing architectural problem and possible
solutions to it?
– Which developers were eligible to participate in it?
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– How were various re-architecting hypotheses explored?
– Was expert knowledge enough to assess re-architecting alternatives?
– What challenged or frustrated you in the investigation phase?
– Were there any issues that caused you or your colleagues to give up
on an idea although it seemed like a reasonable solution according
to your expert knowledge?
– Was there anything you could do personally to minimize those problems?
– Did you use any existing tools in to investigate before the rearchitecting?
– How much could existing tools assist you to deal with challenging
and non-trivial issues?
– What was lacking in those tools?
– What tool support do you think developers need in investigating rearchitecting efforts?
• How were proposed re-architecting changes planned to enact throughout the software system?
– Which developers were eligible to perform those changes?
– How familiar were you with parts of the source code you were supposed to re-architect?
– How did you plan your assigned re-architecting tasks?
– What challenged or frustrated you in implementing the changes?
– Were there any issues that caused you or the team to give up on implementing a proposed re-architecting solution (fully or partially)?
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– Was there anything you could do personally to avoid or at least minimize those problems?
– Did you use any existing tools in implementing the changes?
– Could existing tools assist you in re-architecting the source code?
– What was lacking there?
– What tool support do you think developers need in implementing
re-architecting changes?
How long did it take your team to finish re-architecting that system?
Was it performed according to the estimated schedule? (Why?)
Do you remember how many times that software has overall been re-architected during its development life cycle?
How much do you think the cost of software re-architecting as you experienced is compared to the
cost of other development activities?
How much do you think having pragmatic support for software re-architecting is necessary in
industrial settings?

B.3

Emerged Codes

Four categories of problems/challenges emerged out of my qualitative coding and thematic analysis of the interview transcripts. Here I detail the codes that formed those categories. Some of
these codes themselves are groups of smaller code. I kept a record of all these codes and their
associations with each other as well as long and short quotes from the transcripts which support
and complement them. This and my analytic memos are existing in the electronic archival record
of this project at the Laboratory for Software Modification Research (LSMR).
Figure B.1 shows an association between interviewees and each emerged category of data.
Half of these interviewees were developers (non lead) and half were lead developers in their re282

architecting projects discussed in the interviews.

Figure B.1: The association of my interviewees to each identified category.

B.3.1

Upper-level decision making happens with incomplete information

This category was supported by 16 out of 20 interviewees whose ID according to Figure B.1 are:
P1, P2, P3, P4, P8, P9, P10, P12, P13, P14, P15, P17, P18, P19, P20, and P22. The codes that
emerged and together formed this category of finding are:
• Wrong/incomplete assumptions about the existing system
– by P1, P2, P8, P14, P18
• Failure/Difficulty to correctly predict the dependencies, those components that
might be affected by this change; the dependencies of the system is not clear
– by P4, P13, P14, P19, P20
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• They could not see and feel the change until they implemented it
– by P9, P12, P18
• Unanticipated side effects
– by P1, P2, P3, P9, P10, P13, P14, P15, P17, P18, P19, P22

B.3.2

Lower-level decision making happens with an overwhelming amount of information

This category was supported by 10 out of 20 interviewees whose ID according to Figure B.1 are:
P1, P2, P3, P5, P6, P7, P12, P14, P17, and P18. The codes that emerged and together formed this
category of finding are:
• higher and lower abstractions are decoupled and at best, tools support the later
– by P7, P17
• Doing repetitive changes in the system is “cumbersome” and “tedious”
– by P1, P5, P6, P14, P18
• Making sure that I remembered everything that needed to be changed as I was going
through the code base
– by P3, P14
• Management of changes is tiresome and worrisome
– by P2, P12
• You lose the track of system details and your decisions
– by P3, P17, P18
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B.3.3

The change step is tricky to test

This category was supported by 12 out of 20 interviewees whose ID according to Figure B.1 are:
P1, P8, P10, P11, P12, P13, P14, P15, P17, P18, P19, and P22. The codes that emerged and
together formed this category of finding are:
• You cannot test what you did right away
– by P8
• Tests have to change! changing tests is costly and cumbersome
– by P11, P12, P13
• The error fixing cycle never ends
– by P1, P8, P15, P17, P18
• lengthy debugging time in which large amount of tests has to be run and figuring
out why this does not work
– by P1, P10, P14, P15, P18, P19, P22
• who’s going to test nobody is affected by that?!
– by P10, P19

B.3.4

There is a rigid dichotomy between development and management views

This big code was supported by 9 out of 20 interviewees whose ID according to Figure B.1 are:
P1, P2, P3, P6, P8, P9, P17, P18, and P22. I did not create smaller codes under this but a record
of quotes in the transcripts that explained the existence of this challenge whose summary is briefly
presented in the chapter. That is because, the focus of my analysis was not to identify and categorize management problems but problems in software engineering side of software re-architecting
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projects. However, since I discovered that this problem had a significant weight and heavily influenced the failure of the projects, I decided to bring up that finding as a category here that can be
the subject of future research for who specialize in human and management sciences.

B.3.5

There is a need for a specific re-architecting tool

These interviewees asserted that they needed a tool for guidance in decision-making which was
missing in their practice when they did a re-architecting: P1, P2, P3, P4, P6, P8, P10, P11, P12,
P13, P14, P17, P18 and P19. Each of them, according to their experience and perspective, talked
about an aspect of this tool which is summarized in Section 5.2.2.
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Appendix C
Documentation Related to the Framework Evaluation
This appendix chapter provides the content of the artifacts that participants produced in the user
evaluation study in Chapter 7.

C.1

The Resulting Artifacts: Emails

In this section, I exactly copied the content of emails with the same formatting but eliminated the
greetings.

C.1.1

The content of email written by D1

Here is an outline of enhancing the current “as-is” software system:
1. Creating a new class/package that is responsible for the Funds
2. Create Business Logic layer that handles all the calculations of the vending machine dispensing/adding coins ...
3. Create Product Availability layer that is responsible for checking either we have
sufficient funds or not
In details:
1. Funds:
• Implements CoinSlotListener (which means there is no need for having it in the VendingMachineLogic)
– implements coinInserted and coinRejected
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• Responsible for calculating/reporting the available funds to the business Logic layer
2. Business Logic:
• Is the main driver that checks if we have sufficient funds or not. Here
is the main method signature for it: boolean sufficientFunds (double
availableFunds, double costOfProduct)
3. Product Availability:
• This one reports to the business logic layer if the product exists or
not and in case it exists, it returns its price. Otherwise, it throws an
exception to be handled at the business logic layer

C.1.2

The content of email written by D2

These are the changes I would recommend for the architecture:
1. The changes that would have to be changed are Line 92,93 and 95. I would like to
keep the pop cost on Line 89, inside the other class to help in the long run. When
we decide to add a funding module as a next step.
2. Our new product class would have Product Rack as a member. With two function
getProductSize() and dispense product which takes an index as an input and returns
the size and dispense the product respectively for that index.
3. The business logic class would have function comparisonDispense(Index) which
would take the index as an input. It would then Check for the size comparison by
getting the size from Product class by calling the getProductSize function and if the
size is greater then zero it would then dispense the product and return true or false
accordingly. As an alternative we can have two separate function one for comparing
288

the size and returning true on that and the other one for dispensing the product. The
second options would me more suitable in the long run as it offers more cohesion.
4. For the last step the Other class would Comparisondispense function and would
pass the index as a parameter, in case this method returns the class would then
perform its next lines after line 95.

C.1.3

The content of email written by D3

I reviewed your request for architecturing the vending machine system. I investigated the code and
the new plan and I think it is feasible. Below are the detailed steps that I believe needs to be taken
to accomplish this:
1. Separate the software package into three parts : busniessLogic, Product interface,
concrete product classes, other module
2. The product interface will have the cost value and the dispense product method that
each concrete class will implement
3. Move the logic for getting cost of the product (line 89) to the product interface
4. Move the dispensing logic (line 92-100) to dispensing method in product
5. The business logic will deal with communicating with other module and calculating
the available funds, call method from product to get the cost and if the available
funds is OK, call dispense method from product module

C.1.4

The content of email written by D4

So, I have decided, we should make these changes:
• adding 3 new classes: funds, other and business logic
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• moving validCoinInserted, changeHelper, deliverChange functions to Funds class,
also availableFunds variable should be moved to here
• I need to create a listener for the variable availableFunds, and Business Logic class
listens it.
• moving enabled, disabled, pressed, coinRejected functions to Other class
• from the pressed function the code lines between 91-155 should move to the main
function in the Business Logic. For this reason, we should create 2 new methods
named returnChange, askMoney, and these two called from the Business Logic.
92-102 should be moved to returnChange, 105-114 should be moved to askMoney.
• after everything is done remove the Vending Machine Logic class.

C.1.5

The content of email written by D5

As per conversation regarding architecting vending machine software, here are my thoughts, please
let me know what do you think of these changes. As you know we in Fig1 Task 1 on layer 1 we
have an Other and a funds module, and a business logic that acts like a controller. I think we can
split the functionalities in this way. I think we should remove the following functionalities from
the old logic class and add them to the following modules:
Other:
• on adding a coin a function should be triggered here (Communication) valid coin
inserted method
• on pressing a button a function should be triggered here (Communication) the
pressed method in the old logic class , the method should only send the button
to the controller class.
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• deliver change given an amount for change (communication) getcoinreceptacle
method
• get a product name by getting a press button (line 84 and 92 for calling buttontoIndex() and getproductrack())
• get product cost by getting its name (method getpopKindCost)
Fund:
• store current available funds
• add fund: getting the amount of coins add it to total fund (method validcoinInserted)
• calculate change by getting a cost –> method deliver change
I think we should have the following functionalities in the new logic class:
• listening to for adding coin
– listening for pressing button
– get product rack
– get product cost
– get fund from the fund module
– compare if the fund is greater than cost then call deliver change call
calculate change in the fund module
Please let me know what do you think of these changes.

C.1.6

The content of email written by D6

Here are the following code changes needed:
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In the Business Logic we will create a main method that will interact with both the Product and the
Others Classes to mimic the behavior of the previous pressed method in the VendorMachineLogic.
In the Product class we will have the following:
1. productRack: variable which holds the value of the rack of the product
2. productPrice: variable indicating the price of the product
3. getProductCost(): method returning the product cost
4. getProductRack(): method returning the product rack.
As for Others class:
1. availableFunds: same variable as in the previous Logic Class
2. getAvailableFunds(): returns the amount of the available funds from the user. New
method which returns the value of availableFunds
3. validCoinInserted(): same method from before
4. deliverChange(): delivers remaining change for user. New method consisting of
line 97 in the VendingMachineLogic Class.
5. dispachProduct(): delivers the product. New method consisting of line 95 in the
VendingMachineLogic Class.
6. displayMessage(): displays a warning message for the user. New method consisting
of lines 105 - 113 in the VendingMachineLogic Class.
7. checkFunds(): contains the logic from the previous pressed in line91.
8. getButtonIndex(): line 84 in the pressed method
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For the Business Logic Class:
main(): depends on the Others and Product classes to do the logic of the system. The logic is as
follows:
1. calls the Others.getButtonIndex()
2. Checks if button is valid. line 86-87
3. calls Product.getProductCost()
4. calls Others.checkFunds(), if enough finds then
5. calls Product.getProductRack()
6. get line 93
7. calls Others.dispachProduct()
8. calls Others.deliverChange()
9. If not enough available funds in line 104
10. call Others.displayMessage()

C.1.7

The content of email written by D7

I would first start by moving the variables to the right classes.
For now, the business class does not require any variable.
———————— OTHER class ———————–
Variables:
• availableFund (already exists - just move to here)
– To store the total amount of coins inserted during this transaction
• buttonToIndex (list of indexes and the buttons they represent) (already exists - just
move to here)
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• valueToIndexMap (used to figuring out the coints that should be delivered back to
the user) (already exists - just move to here)
• vendingMachine (to interact with the hardware) (already exists - just move to
here)
• Event OnPressed <int >(new)
• Event OnItemProcessed <int >(new)1
Constructor
• Requires vendingMachine as a parameter
• Initializes the buttonToIndex (already exists - just move to here)
• Initializes valueToIndexMap (already exists - just move to here)
• Listen to events “Pressed” and “AvailableCoinsInserted”
Methods
• CoinRejected (already exists - just move to here)
• ValidCoinInserted (already exists - just move to here)
• Pressed (needs to be simplified)
– Check for the button index and make sure it is valid
– Notify listeners (OnPressed) that a purchase attempt has been made
(it is notify the business class)
• ItemNotAvailable (New)
1 The

author seems to forget to be consistent with the rest of his email in using bold text to emphasize the changes.
I deliberately do not fix it to let it be exactly they way it was composed.
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– Display to user
• ProcessItem(price) (New)
– Check if enough money is paid (implemented but move it to here)
– If not (implemented but move it to here)
– If yes
∗ Save coin (implemented)
∗ Deliver cash exchange (implemented)
∗ Inform business layer (OnItemProcessed <index>)
———————— Product class ———————–
Variables:
• vendingMachine (already exists - just add a reference here too)
Methods
• IsItemAvailable(index) (New)
• GetItemPrice(index)
• DisperseItem(index)
———————— Business Layer ———————–

Variables:
• Other instance variable (New)
• Product instance variable (New)
Constructor
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• Initialize the variables
• List to OnPressed in the other class
Methods
• OnPressed(int index) (Purchase attempt)
– Check if item exists
– If not –> other.ItemNotAvailable
– If yes –>
∗ price = product.getItemPrice(index)
∗ other.ProcessItem(price)
• OnItemProcessed (int index)
– product.DisperseItem(index)

C.1.8

The content of email written by D8

We need to create two new classes with names FundingManager(FM) and BusinessLogic(BL). The
name of the VendingMachineLogic(VML) will be changed to Other.
Instead of VML, FM will be the CoinSlotListener.

It will have a function called update-

Fund(amount) which will be called by BL instance. BL will also have access to the availableFund
from FM. BL will have manageRequest(cost) that is responsible for the business logic.
Other class will have getProduct, displayErrorMessage and giveProduct functions. When press
button is called in Other, BL instance will check if availableFund is enough for the cost. If it is, it
will call giveProduct from Other(which internally calls getProduct function from the same class)
and updateFund for FM. Otherwise displayError of Other will be called.

C.2

The Resulting Artifacts: Snapshot of Change Plans in Paper Prototype
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Figure C.1: D1’s change model in the framework prototype.

Figure C.2: D2’s change model in the framework prototype.
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Figure C.3: D3’s change model in the framework prototype.

Figure C.4: D4’s change model in the framework prototype.

298

Figure C.5: D5’s change model in the framework prototype.

Figure C.6: D6’s change model in the framework prototype.
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Figure C.7: D7’s change model in the framework prototype.

Figure C.8: D8’s change model in the framework prototype.
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