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Abstract

Change propagation (CP) is an activity to restore systems from inconsistent states caused by

changes to their source code. Because where the inconsistencies happen is usually unknown,

the current practice relies on code navigation facilities provided by integrated development

environments (IDEs) to search every relevant piece of code. However, the work becomes

di�cult due to the increasing complexity and size of the code; inconsistencies are missed due

to the lack of a systematic approach to the search and navigation.

Current research approaches struggle between e�ciency and e�ectiveness. Those working

at �ne-grained levels can produce very precise results, but they are hard to integrate into daily

development practice for industrial developers due to a lack of scalability and maintainability;

those working at coarse-grained levels are fast but generate lots of false positives, placing a

heavy burden on developers.

The thesis of this dissertation is that by combining the advantages of both �ne- and

coarse-grained approaches, we can support CP tasks for programmers e�ectively and e�-

ciently in daily development.

We propose a novel dependency model, providing algorithms to incrementally update the

model and to produce results by tracing statement-level dependencies. Based on these, we

implement a prototype tool called ModCP to support CP by an interactive work�ow. We

conduct several studies to evaluate our approach against current ones. We �nd that our

model scales to large code bases, in terms of both space and time; that incremental mainte-

nance can quickly synchronize the model with changes, saving over 96% of time on average

for large systems compared to rebuilding the model; and that our approach consistently out-

performs the alternatives in terms of F -score. Furthermore, we conduct an experiment to

evaluate developer use of ModCP against a standard IDE-based CP methodology, showing

that developers can complete these tasks faster by using our tool than by IDEs, with im-

proved e�ectiveness; for complex tasks, the time savings (statistically signi�cant) can reach

approximately 50%.
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Chapter 1

Introduction

Software development has largely moved from traditional �green�eld development� to evo-

lutionary development, in which the software is frequently modi�ed [Rajlich, 2014]. It is

estimated that two-thirds of programmers will be working on software enhancement and

repairs in 2020 [Jones, 2008, p. 414], whose tasks are to evolve software through contin-

uous incremental changes [Rajlich, 2006] to �x bugs and to accommodate ever-changing

requirements and environment.

However, changes may result in negative consequences to the software under development.

When original assumptions or constraints are unknowingly violated in one place, a chain of

other places will be a�ected, known as a ripple e�ect [Yau et al., 1978]. Omitting such places

will leave the software in an inconsistent state, causing the introduction of faults.

Yet it is not always clear where inconsistencies occur, so every relevant piece of code

must be inspected carefully. Current practice relies on code search through navigational

tools provided in an integrated development environment (IDE) [de la Vara et al., 2016,

Jiang et al., 2017, Wetzlmaier and Ramler, 2015], demanding the experience and expertise

of programmers. This process is challenging and labour-intensive, especially when faced with

the increasing size and complexity of modern software. The lack of systematic search and

navigation leads to inconsistencies being missed, and hence to the introduction of persistent
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errors in software code bases. Case studies have shown that humans tend to underestimate

impacts [Lindvall and Sandahl, 1998, Wetzlmaier and Ramler, 2015] and that they are poor

at even detecting explicit dependencies in a code base [Holmes and Walker, 2007]. Data

mined from repositories also shows evidence of such omissions. For example, 59% and 43%

of bug �xing changes, in OpenSSL and Apache HTTP Server respectively, were found to be

incomplete [Sun et al., 2008]; 22%, 24% and 33% of bug �xes, in JDT Core, Eclipse SWT,

and Mozilla respectively, failed to be propagated to all required places [Park et al., 2012].

This is the reason why programmers are usually concerned with the changes they are about

to make, and eagerly request tool support [Sillito et al., 2006, Tao et al., 2012].

The main goal of this thesis is to ease change propagation (CP) [Yau et al., 1978] in an in-

dustrial context by discovering and recommending potential places where secondary changes

should be made. In industry, software is large and complex; change happens frequently; and

developers have limited time for each task at hand, so they expect active feedback of their

incremental changes in order to adjust their actions and to plan for their next move. These

characteristics put great challenges on an automatic or semi-automatic approach:

Challenges for the computation model: It should be able to scale to process indus-

trial-strength software; because rapid changes will invalidate the results soon, it must

enable incremental update, although the initial model construction phase can be fast

or slow.

Challenges for the algorithms: Calculations should be completed in a short time,

making recommendations of a manageable size while keeping a certain level of preci-

sion and recall.

This thesis proposes a novel approach that meets all of these challenges: our model can

scale to large systems, and can be incrementally maintained to re�ect new changes; our

algorithms and heuristics can produce recommendations fast, with balanced precision and

recall.
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The rest of this chapter is organized as follows: general background is presented in Sec-

tion 1.1; Section 1.2 introduces motivation of this thesis and Section 1.3 gives contributions

to the research on CP; the structure of this thesis is outlined in Section 1.4.

1.1 Background

This section �rst introduces a process framework for change, in which CP is de�ned and its

relations with other important change-related activities are illustrated; then presents several

elaborated process models for CP.

1.1.1 Change propagation and its position in the change process

Yau et al. [1978] proposed an evolutionary process model called change mini-cycle, as shown

in Figure 1.1. Although appearing in the late seventies, it remains a fundamental basis of

modern practices [Rajlich, 2006].

The process begins when a change request arrives. The request can be generated by any

stakeholder (e.g., owners, users, programmers) in various forms (e.g., bug reports, enhance-

ment requests).

Planning comes next, where program comprehension and change impact analysis (CIA)

are performed. Program comprehension is crucial before making any changes [Bennett and

Rajlich, 2000]: programmers must understand not only high-level knowledge but also im-

plementation details to �nd out which parts of the code will be involved and how these

Figure 1.1: Change mini-cycle, adapted from Mens [2008].
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parts interact with the rest. Changes made by those who do not have a full understanding

lead to degradation of structure, making subsequent changes more di�cult while more easily

introducing new bugs [Parnas, 1994]. CIA is an activity to seek possible consequences of

changes. Given a desired change, its impacted scope, as well as potential risks and costs, is

estimated. Only if the change is determined to be feasible, the process continues; otherwise,

the change is rejected.

Following planning is implementation. Sometimes, programmers may �nd that it is

di�cult to apply the planned change. Typical situations include: the involved entities are

strongly coupled, or relevant implementations are widely scattered. Therefore, in these cases,

the �rst step is often restructuring or refactoring [Fowler and Beck, 1999]; it should be noted

that these changes should be semantic-preserving in order to avoid unintended consequences.

When software is changeable, the planned change can be applied to speci�c entities; however,

the assumptions that others hold may be broken. CP is such an activity that �nds all of

these broken places and makes corresponding secondary changes, so that the system is able

to remain in a consistent state in the end.

Within the �nal phase, veri�cation and validation are performed to make sure that, for

example, the change is correctly implemented and no new bugs are introduced. If any errors

are found, the change will need re-work.

1.1.2 The models of CP

The mini-cycle presented a process framework for change, while it did not elaborate how to

perform CP.

Rajlich [1997] proposed a model based on graph rewriting. In his work, the dependence

graph is used, with program entities as nodes and dependencies as edges. The CP is mod-

elled as evolution of the underlying graph: a sequence of states is saved at the moment

that an entity is modi�ed, each recording which dependencies are consistent and which are

not. By default, all the dependencies are deemed consistent. Once an entity is modi�ed,
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dependencies involving it become inconsistent. Through tracking those inconsistent depen-

dencies, candidates for secondary changes are marked and decisions are made on whether it

is necessary to take action. Propagation continues until no more inconsistencies exist.

Besides the model, two strategies used to select entities for propagation were provided

by Rajlich: change-and-�x and top-down. Change-and-�x chooses all neighbouring entities;

this strategy is most typical in practice but may cause a situation that the same entities

may be chosen repeatedly or, even worse, propagation does not terminate when it enters a

loop. The top-down strategy, as its name indicates, always gives a priority to those residing

at the top of the dependency hierarchy. As propagation proceeds only in one direction, this

selection strategy guarantees termination. However due to its assumption that there are no

loops in the graph, it is not always practicably suitable.

In the meantime, Han [1997] described a model using the states of change. In his model,

changes belong to one of four classi�cations: past, current, next, future. The past category

contains accomplished changes; current those being carried out; next candidates for following

selection; future others. At �rst, past and current are empty, next has the initial change

and the impacted changes are included in future. The process is as follows: (1) a change is

moved from next to current, with which current, next and future are adjusted in accordance;

(2) the chosen change is carried out, then moved to past on completion; (3) if the completed

change has non-local e�ects, its consequent changes will be added into future or next ; and

(4) the process repeats until all changes are in past.

Hassan and Holt [2004] described an iterative process model, as shown in Figure 1.2.

The input of this model is a speci�c change request. With this knowledge, initial entities are

identi�ed and then modi�ed. The rest requiring secondary changes are determined in some

way. Once modi�ed, they will in turn be used as input to �nd next impacted entities. In the

case that the next impacted entities cannot be located, �gurus� (e.g., senior programmers)

may be asked for further suggestions. The whole process repeats until no more changes are

required. The authors argued that in the ideal situation communication to the gurus should
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Figure 1.2: Model of change propagation process, adapted from Hassan and Holt [2004].

be minimized because such resources are not always approachable. This means tools must

give programmers enough con�dence in �nding broken code.

1.1.3 Summary

From the above description, it is clear that CIA and CP are di�erent activities: CIA is

performed before a change is ever made, to predict the consequences if it were to be made;

while CP is conducted iteratively after a change is made, to bring the software back to a

consistent state.

Arnold and Bohner [1993] de�ned CIA as �the activity of identifying what to modify to

accomplish a change, or of identifying the potential consequences of a change.� Conceptually,

in their de�nition CIA can be conducted either before or after change. As this de�nition

is widely accepted in academia, research on CP is usually conducted under the umbrella of

CIA. Furthermore, most approaches are applicable to both activities; thus we omit detailing

their application scenarios in this dissertation.

1.2 Current research

The dangers caused by incompletely propagating changes have drawn notable attention for

years. It is believed that the reason why multiple entities need to be changed together is

that there must exist a certain �relationship� among them. Therefore, research has exploited

entities at various levels of granularity � such as �le/class, method, and statement � and

various types of relation � such as static, dynamic, historic, semantic, and hybrid.

Our research focuses on a static approach because of its e�ectiveness in co-change pre-
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diction. First of all, static analysis is one of two ways (the other being semantic analysis)

that can �nd a large number of relations discovered by historical and dynamic analysis, but

not vice versa [Bavota et al., 2013]. Second, static relations have been found to be strong

indicators of co-change [Geipel and Schweitzer, 2012]. Third, static analysis is an important

component in hybrid approaches, either supplementing [e.g., Xia and Lo, 2017] or pruning

[e.g., Cai, 2017] the results of other components.

Generally, static approaches produce results by walking dependency graphs from the

�seeds� (input starting points). Two options exist with respect to path choices: context-

sensitive or -insensitive. In the context-sensitive option, paths are realizable [Reps, 1998];

that is, after visiting a method, the graph walker must return to the call site where it enters

into that method. Such paths represent potential orders of real execution.

A majority of static approaches use coarse-grained dependencies to build graphs, such

as class reference and inheritance, method calls/returns, and �eld references. When walking

the graphs, they do not take context sensitiveness into consideration, meaning that calling

contexts are not preserved. We refer to them as coarse-grained context-insensitive. Their

advantage is that the dependency graphs are easily constructed, so it is unnecessary to

consider incrementally updating. However, they produce many false positives because coarse-

grained entities aggregate relations of those at lower levels; meanwhile, they just give a coarse

indication, which still requires programmers to spend much time �guring out where the exact

broken positions are. All of these issues place a great burden on developers.

At the other end of the spectrum lie �ne-grained approaches. A typical example is

forward slicing based on system dependence graphs (SDGs) [Horwitz et al., 1990], which can

compute a part of the program that is likely a�ected with respect to a slicing criterion (a set

of variables at some point of interest). Since calling context is respected during slicing, we

therefore refer to them as �ne-grained context-sensitive approaches. Although precision is

improved relative to coarse-grained context-insensitive approaches, the SDG is prohibitively

expensive to construct in terms of both time and space (i.e., it lacks scalability), as well

7



as being hard to update incrementally (i.e., it lacks maintainability). It has been found to

be impractical to integrate this slicing technique into daily software development activities

in industry due to the extremely long model building time [Acharya and Robinson, 2011].

Even if the SDG is successfully built, the requirement of realizable paths causes issues in

CP: either parts of the paths are hidden in libraries, in which case it must analyze library

code in order to �nd the targets; or the paths are too long, in which case the targets are

accompanied by many intermediate entities.

This thesis presents a �ne-grained approach that is characterized by an incrementally

maintainable model and demand-driven context-insensitive forward slicing. We refer to it

as �ne-grained context-insensitive. At the core of our model are modularized program de-

pendence graphs (mPDGs): each corresponds to one method and encapsulates only intra-

procedural dependencies. When code is changed, only the corresponding parts of the model

require update and the rest can be reused. During the slicing phase, intra-procedural impacts

are found by traversing mPDGs while inter-procedural ones are computed on-demand. Be-

cause side e�ects can be propagated only through either output parameters or object states,

we address the problem from two aspects: (1) by following call chains; (2) by following the

references of impacted �elds.

1.3 Thesis statement and contributions

The thesis of this dissertation is that the �ne-grained context-insensitive approach can sup-

port CP for programmers e�ciently in daily development.

The main contributions of this dissertation are:

• a novel dependency model and related updating algorithms;

• empirical evidence showing that, compared to the traditional SDG, our model is more

space- and time-e�cient, with better scalability: (1) the numbers of nodes and edges

are on average 55% and 24% of those in the SDG; (2) the model construction time is
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more than 10 times faster for medium-sized systems; besides, it can be built for large

code bases that SDG cannot in a relatively short time (about half an hour for roughly

600K statements). (3) the model updating time is proportional to the size of changes,

and can be �nished within seconds, saving more than 96% of time on average for large

systems compared to re-building the model from scratch;

• a demand-driven context-insensitive forward slicing algorithm;

• empirical evidence showing that, compared to coarse-grained context-insensitive and

�ne-grained context-sensitive approaches, our approach always has balanced precision

and recall � unlike the competing approaches � consistently achieving the highest

F -score, when using a distance heuristic;

• a prototype tool calledModCP and an associated work�ow to support interactive CP;

and

• empirical evidence showing that the use of ModCP reduces time spent on CP activities

overall with improved e�ectiveness, compared to the use of a standard IDE. For

complex tasks, the time reduction (nearly a half on average) is statistically signi�cant.

1.4 Thesis outline

The dissertation is organized as follows. Chapter 2 introduces background knowledge about

program slicing. Chapter 3 gives several motivational examples to illustrate the shortcom-

ings of current research approaches. Chapter 4 details related work. Chapter 5 introduces

our novel model, and updating and slicing algorithms based on the model. Chapter 6 evalu-

ates our approach with current research approaches, with respect to correctness, scalability,

maintainability, e�ciency and e�ectiveness. Our interaction tool ModCP and its work�ow

are presented in Chapter 7 and evaluated relative to a standard IDE for e�ectiveness and

e�ciency on performing CP activities in Chapter 8. Chapter 9 concludes the dissertation.
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Chapter 2

Program Slicing

Program slicing [Weiser, 1981] is a technique for reducing programs that is relevant to the

values of variables at some point of interest, known as a slicing criterion. The reduced

program is called a program slice. Since this technique was proposed, it has drawn extensive

research and has been applied to a wide array of areas [Silva, 2012, Tip, 1994].

Various notions of program slices are available as di�erent properties of slices are de-

manded in di�erent application areas [Tip, 1994]. Venkatesh [1991] divided these notions

into three dimensions: static vs. dynamic, executable vs. closure, and forward vs. backward.

Static slices are computed without considering any input, with the slicing criterion speci�ed

as 〈p, V 〉 in which p is a program point and V is a set of variables; while the computation of

dynamic slices depends on a particular input, with the slicing criterion speci�ed as 〈i, p, V 〉,

in which i is an input, p is a point in the execution and V is a set of variables. Executable

slices require the reduced programs to be syntactically correct and thus runnable, which is

not a requirement for closure slices. Forward slices comprise parts of the original program

a�ected by the slicing criterion, whereas backward slices consist of all parts a�ecting the

slicing criterion.

Given a single criterion, multiple slices can be retrieved. A statement-minimal slice

[Weiser, 1981] is the one that contains the fewest statements among all slices computed in
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terms of the same criterion. However, Weiser [1981] argued that the problem of computing

statement-minimal slices is equivalent to the halting problem and so is undecidable for arbi-

trary programs. Several approaches were proposed to approximate the solutions, including

solving data�ow equations and graph reachability.

This chapter focus on static slicing approaches. Section 2.1 introduces the concepts of

data- and control-dependence, and Section 2.2 introduces a framework of inter-procedural

data�ow analysis; these ideas form the common ground for various slicing approaches. Sec-

tion 2.3 describes slicing techniques based on data�ow equations and Section 2.4 presents

those based on dependence graphs; Section 2.5 summarizes the chapter.

2.1 Data- and control-dependence

Two statements are data-dependent if the de�nition of a variable at one statement is referred

to in another statement within some execution. Formally, without considering aliasing, one

statement s2 is data-dependent on another statement s1 if and only if, for a variable v, all

of following conditions are satis�ed: (1) v is de�ned at s1; (2) v is used at s2; and (3) there

is an execution path from s1 to s2 along which v is not re-de�ned.

However, in the presence of aliasing, s2 is data-dependent on s1 if and only if all of

following conditions hold: (1) the variable v1 is de�ned at s1; (2) the variable v2 is used at

s2; (3) v1 and v2 are potential aliases; and (4) there is an execution path from s1 to s2 along

which v1 or v2 is not re-de�ned.

Two statements are control-dependent if the execution of a statement is decided by an-

other. Formally, one statement s2 is control-dependent on the other s1 if and only if all the

following conditions are satis�ed: (1) there is a path from s1 to s2 along which s2 post-dom-

inates every statement, except s1 and s2; and (2) s1 is not post-dominated by s2.
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2.2 Inter-procedural data�ow analysis

The presence of procedures requires inter-procedural analysis to determine the e�ects of

procedure invocations, such as which set of variables may be modi�ed (MOD) or which

may be referred to (REF). This section introduces the framework of Banning [1979] to the

alias-free, �ow-insensitive MOD problem. REF can be determined in a similar way.

For a procedure p and a statement s, several sets are de�ned as follows [Banning, 1979,

Cooper and Kennedy, 1988].

• GMOD(p): Generalized modi�cation set, which includes variables that may be mod-

i�ed due to the invocation of p.

• IMOD(p): Immediate modi�cation set, which includes variables that may be modi�ed

due to the invocation of p, without considering any sub-procedures.

• DMOD(s): Direct modi�cation set, which includes variables that may be modi�ed

due to the execution of s, without considering aliases.

• LMOD(s): Local modi�cation set, which includes variables that may be modi�ed due

to the execution of s, without considering any sub-procedures.

Banning [1979] formulated the computation of GMOD as the solution to a data�ow

problem over the call graph. Let csq be a call-site calling the procedure q; f : CS × V → V

a function mapping formal to actual parameters according to the data bindings at call-sites.

As shown in Equation 2.1, given a procedure p, IMOD(p) is simply the union of LMOD(s)

for every statement s within p; GMOD(p) includes the variables in IMOD(p) plus those

mapped from GMOD(q), for every called procedure q.

IMOD(p) =
⋃
s∈p

LMOD(s)

GMOD(p) = IMOD(p)
⋃

csq∈p

f(csq,GMOD(q))

(2.1)
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Given a statement s, DMOD(s) equals LMOD(s) if s does not contain call-sites; otherwise

it includes the variables in LMOD(s) plus those mapped from GMOD(q), for every called

procedure q, as shown in Equation 2.2.

DMOD(s) =


LMOD(s) (if there are no call-sites)

LMOD(s)
⋃

csq∈s
f(csq,GMOD(q)) (otherwise)

(2.2)

Because it is ine�cient to calculate the solution directly, Cooper and Kennedy [1988]

attacked the problem by tracking e�ects caused by reference parameters and by global vari-

ables respectively. Their algorithm runs in linear time with regards to the size of the call

graph.

The MOD set of a procedure or statement can be obtained by extending GMOD or

DMOD to account for potential aliasing knowledge.

2.3 Data�ow based slicing

Weiser [1981] developed a slicing technique for debugging. The generated results belong to

backward executable slices. According to his de�nition, given a slicing criterion 〈i, V 〉 in a

program p, a slice can be taken by removing statements from p and meanwhile on execution

calculates the same values as p for the variables in V at point i.

His algorithm approximates the statement minimal slice by iteratively solving data�ow

equations, with control �ow graphs (CFGs) as the intermediate representation.

2.3.1 Intra-procedural slicing

For intra-procedural slicing, the process is as follows: (1) �nd statements on which the

computation of variables in the slicing criterion is data-dependent; (2) �nd predicates on

which the statements found in the �rst step are control-dependent; (3) repeat step 1 with
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the predicates and their referred variables as criteria, until a �x-point is reached.

Formally, given a CFG node n, its immediate successor m, and a slicing criterion c =

〈i, V 〉, let REF(n) and DEF(n) be a set of variables referred to and de�ned by n respectively.

Then the set of direct relevant variables for n with respect to c, denoted as R0
c(n), is de�ned

as R0
c(n) = {v}, where

(1) v ∈ V , when n = i;

(2) v ∈ REF(n), when n 6= i and ∃w ∈ DEF(n) ∩R0
c(m) and v is used to de�ne w; and

(3) v ∈ R0
c(m), when n 6= i and v /∈ DEF(n).

This says that for the starting node, the set of direct relevant variables consists of those

speci�ed in the criterion (Case 1); for other nodes, the set of direct relevant variables contains

either those from its immediate successor if they are not re-de�ned (Case 3) or those used

to re-de�ne relevant variables of the successor (Case 2).

For step 1, the slice introduced by R0
c , denoted as S0

c , is de�ned by Equation 2.3, where

n is a CFG node and m its immediate successor. This says that S0
c includes nodes de�ning

the direct relevant variables of its immediate successor; in other words, data dependences

are traced.

S0
c = {n | ∀n : R0

c(m) ∩DEF(n) 6= ∅} (2.3)

For step 2, let INFL(n) be the set of nodes that are the nearest inverse dominator of n;

the set of predicates controlling the nodes in S0
c , denoted as B0

c , is de�ned by Equation 2.4.

B0
c = {n | ∀m ∈ S0

c : n ∈ INFL(m)} (2.4)

After the �rst iteration �nishes, formulas used for the ith iteration are shown in Equa-

tion 2.5, where 〈b,REF(b)〉 is a new slicing criterion generated by using predicates found in

the last iteration and variables referred to at these predicates.
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Ri+1
c (n) = Ri

c(n)
⋃
b∈Bi

c

R0
〈b,REF(b)〉(n)

Bi+1
c = {n | m ∈ Si+1

c ∧ n ∈ INFL(n)}

Si+1
c = {n | n ∈ Bi

c ∨Ri+1
c (n+ 1) ∩DEF(n) 6= ∅}

(2.5)

2.3.2 Inter-procedural slicing

For inter-procedural slicing, the process is as follows: (1) compute the summary for each

procedure by inter-procedural data�ow analysis; (2) given a criterion, conduct intra-pro-

cedural slicing within its containing procedure, during which the summary information of

called procedures is used at call-sites; (3) generate a set of criteria for calling and called

procedures respectively; (4) repeat step 2 until no new criteria are generated.

Algorithms for the �rst 2 steps are introduced in the previous sections. For the third step,

let fs(p) and ls(p) be the �rst and last statement of a method p, respectively; csp, a call-site

calling a method p; f1 : CS × V → V , a function mapping actual to formal parameters

according to the data bindings at call-sites; and f2 : CS × V → V , a mapping from formal

to actual parameters.

Given a slicing criterion c in a procedure q, the set of criteria for calling procedures

Caller(q), denoted as UP(c), is de�ned by Equation 2.6. That is, the new criterion in a caller

p consists of the call statement csq and variables mapped from the relevant variables of the

�rst statement of the callee.

UP(c) =
⋃

p∈Caller(q)

{〈csq, V 〉 | V = f2(csq, Rc(fs(q))) ∧ csq ∈ p} (2.6)

The set of criteria for called procedures Callee(q), denoted as DOWN(c), is de�ned as Equa-

tion 2.7. That is, the new criterion in the callee p consists of the last statement and variables
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mapped from the relevant variables of the call statement.

DOWN(c) =
⋃

p∈Callee(q)

{〈ls(p), V 〉 | V = f1(csp, Rc(csp)) ∧ csp ∈ q} (2.7)

The full inter-procedural slice is the union of all intra-procedural slices taken with respect

to criteria in the union and transitive closure (UP∪DOWN)∗(c). However, as Horwitz et al.

[1990] pointed out, this algorithm produces unnecessarily larger slices due to context insen-

sitivity when computing the transitive closure. For example, operation UP(DOWN(〈p, V 〉))

will cause slicing all callers of the procedure containing DOWN(〈p, V 〉) instead of only p.

Atkinson and Griswold [1996] used k-depth context-graphs to overcome the issue. They

found that 1-depth is cheap but leads to a loss of precision, whereas unlimited depth produces

precise slices but causes an exponential increase in space and time in the worst case. Their

empirical results showed that �a high context-depth may be unnecessary to obtain a precise

slice�. Similarly, Harrold and Ci [1998] used stacks to ensure context sensitivity.

2.4 Graph-based slicing

Walking dependence graph is the most favourite way for slicing [Xu et al., 2005]. The

criterion is represented as 〈n, V 〉, where n is a node in the graph and, unlike data�ow-based

approaches in which any variables can be speci�ed in the criterion, V contains only those

de�ned and/or used at n. Therefore, the criterion can be simply replaced by n.

This section introduces program dependence graph (PDG) [Ferrante et al., 1987, Otten-

stein and Ottenstein, 1984] for intra-procedural slicing and its extension system dependence

graph (SDG) [Horwitz et al., 1990] for inter-procedural slicing.
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2.4.1 Intra-procedural slicing

A PDG encapsulates both data- and control-dependences for a single-procedure program.

Formally, a PDG is a directed graph g = ({ne} ∪N ∪Nr, E), where:

• ne: a distinguished entry node, which acts like a predicate but with only true branch.

• N : a set of nodes corresponding to statements.

• Nr: a set of region nodes, each of which groups all nodes under the same conditional

branch of a predicate.

• E: a set of edges, representing data and control dependences.

Data dependences can be determined by reaching de�nitions analysis [e.g., Aho et al.,

1986]. Control dependences can be derived from the post-dominator tree or from the ab-

stract syntax tree if there exists only structured control �ow [Harrold and Rothermel, 1996].

Moreover, statement nodes which are not subordinate to any predicate are considered control

dependent on the entry node; a region node is inserted between a predicate statement node

and the nodes within one of its branches, connected with control dependences.

begin

read i;

j = 0;

if i>0

then

i = i+2;

j = i;

endif

print j;

end

Figure 2.1: Example code and its PDG.

Figure 2.1 shows a piece of example code and its corresponding PDG. In the graph, the

shaded rectangle represents the entry node and others, statement nodes; the ellipse labelled
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�R1� is a region node, standing for the true branch of the corresponding predicate; the solid

and dashed lines are control- and data-dependences respectively.

Given a PDG and criterion n, the slice can be retrieved by walking the PDG in linear

time.

2.4.2 Inter-procedural slicing

Horwitz et al. [1990] extended PDG to deal with multiple-procedure programs. Their data

structure SDG consists of a program dependence graph for the main procedure and procedure

dependence graphs for auxiliary procedures.1

In order to simulate the procedure invocations and parameter passing, the SDG is

equipped with new types of nodes and edges. Its construction is as follows:

Determine procedure summary. The inter-procedural data �ow analysis is applied

to �nd GMOD and GREF sets of every procedure;

Build PDGs. For the PDG of a procedure p, a formal-in vertex is created for each

variable in GMOD(p)∪GREF(p) and a formal-out vertex is created for each variable

in GMOD(p); then these formal parameter vertices are linked to the entry node of

the PDG by control dependence edges. Likewise, for a call statement s, actual-in and

-out vertices are created based on DMOD(s) and DREF(s) and then linked to the

statement node by control dependence edges.

Connect individual PDGs. For each pair of a call-site vertex cs and its target PDG p,

cs is linked to the entry node of p by a call edge (control dependence); each actual-in

parameter vertex of cs is linked to the corresponding formal-in parameter vertex of

p by a parameter-in edge (data dependence); each formal-out parameter vertex of p

is linked to the corresponding actual-out parameter vertex of cs by a parameter-out

edge (data dependence).

1Hereafter we no longer emphasize their di�erence and use the term �PDG� for both.
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Build summary edges. Summary edges connect actual-in to -out parameter vertices

at a call-site, standing for transitive e�ects of input on output variables due to the

invocation. They play an important role in slicing algorithm to ensure context sensi-

tivity. In order to construct summary edges, an attribute grammar is de�ned to mod-

els the call structure and intra-procedural dependences between formal parameters,

based on which the transitive dependences at call-sites are derived from subordinate

characteristic graphs built for the nonterminals. This algorithm has asymptotic time

complexity in O(n4), where n is the maximum number of parameters at any call site

[Horwitz et al., 1990].

Liang and Harrold [1998] further extended the original SDG to account for object-oriented

features. Objects are coarse entities, usually comprising multiple �elds; thus slicing an object

as a whole will introduce extra statements. In their schema, members are distinguished.

Speci�cally, an object is represented as a tree with itself as the root and member variables

relevant to the computation as children. When an object is used as a formal parameter,

its tree nodes are modelled as formal-in or -out vertices at the head of the target PDG;

on the other side, when an object is used as the receiver or an actual parameter, its tree

nodes are modelled as actual-in or -out vertices at the call-site. To deal with polymorphism,

object trees are expanded to include objects of all possible types; multiple call-site vertices

are introduced for all possible targets.

Figure 2.2 shows a piece of Java code and its corresponding SDG. The shaded rectangles

represent the entry nodes of PDGs, labelled with a method name; other rectangles statement

nodes. The ellipses stand for parameters and are labelled with a variable name, of which on

the left side are in-parameters and on the right side out-parameters. Solid and dashed lines

are control and data dependences respectively while dot-dashed lines summary edges.

After the SDG is built, given a criterion n in a PDG p, the slice can be calculated through

a two-pass graph traversal. Take backward slicing as an example. In the �rst pass, the slicer

travels edges backwards except parameter-out edges, during which summary edges make it
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1 class A {

2 int i,j;

3

4 void m1(StringBuilder sb) {

5 boolean a = m2(sb);

6 ...

7 }

8 boolean m2(StringBuilder sb){

9 StringBuilder tmp = sb;

10 tmp.append(i);

11 i++;

12 return true;

13 }

14 }

Figure 2.2: Example code and its SDG.

possible that vertices reaching n only through a call can be visited without entering the

called procedure. Essentially, the slicer visits vertices from which n can be reached in p and

in its direct and indirect callers. In the second pass, the slicer visits vertices that reach n in

direct or indirect callees. The union of vertices visited in both passes is the result. Forward

slices can be computed in a similar way by reversing the direction. Note that the generated

results are closure slices. For example, not all parameter vertices of a PDG or call-site can

be covered in certain cases, which causes the slices to be uncompilable.
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2.5 Summary

Program slicing is a technique to obtain relevant parts of programs, called slices, with respect

to a criterion. There are two primary ways to approximate statement-minimal slices: by

solving data�ow equations and by walking dependence graphs.

In the former, intra-procedural slices are computed iteratively according to the Equa-

tions 2.3 to 2.5, until a �x-point is reached. To calculate inter-procedural slices, a set of new

criteria are �rst created for direct and indirect callers and callees; then all intra-procedural

slices are combined to form the �nal results. However, the original inter-procedural slicing

algorithm of Weiser is not context-sensitive.

In the latter, intra-procedural slices are computed by walking PDGs in which statements

are modelled as nodes and dependencies as edges. To calculate inter-procedural slices, �rst

PDGs of methods are linked and summary edges are built to form SDGs; then a context-

sensitive, two-phase graph walking algorithm is applied.
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Chapter 3

Motivation

This chapter uses examples to illustrate issues of existing approaches. Section 3.1 presents

the problems of model building; because coarse-grained models are easy to build, this section

only focuses on the SDG construction. Section 3.2 introduces issues of existing approaches

on CP.

3.1 Issues in model building

We again use the example from Figure 2.2 to explain why the SDG is hard to build and to

maintain incrementally; for convenience, we reproduce this in Figure 3.1.

Although the precision of slicing is improved due to context-, object- and �eld-sensitivity,

the SDG is hard to build. Member variables are modelled as additional formal parameters.

Yet, these parameters are propagated back along call chains during inter-procedural data�ow

analysis, as shown in Equations 2.1 and 2.2. This is the reason why there are multiple vertices

labelled with the same variable name in the graph. For example, the �eld this.i appears

as a formal-in parameter at the entry of m2(); as an actual-in parameter at the call-site

a=m2(sb); again, as a formal parameter at the entry of m1(). This inter-procedural data�ow

propagation makes the number of parameter vertices accumulated at call-sites and entries

increase dramatically as programs grow larger. For example, Anderson et al. [2003] found
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1 class A {

2 int i,j;

3

4 void m1(StringBuilder sb) {

5 boolean a = m2(sb);

6 ...

7 }

8 boolean m2(StringBuilder sb){

9 StringBuilder tmp = sb;

10 tmp.append(i);

11 i++;

12 return true;

13 }

14 }

Figure 3.1: Example code and its SDG (repeated from Figure 2.2).

there were 22 thousand vertices generated for a 6.5 kLOC program and 400 thousand for

75 kLOC, of which a majority were introduced due to non-local variables; Sridharan et al.

[2007] found over 10 million vertices produced for their large benchmarks before available

memory was eaten up and they doubted that more vertices would be produced if additional

space was added; Hajnal and Forgács [2012] also found 85 million additional vertices were

generated for one COBOL-based system. Even worse, these huge numbers of vertices are

input to the expensive computation of summary edges.

Furthermore, it is di�cult to incrementally update the SDG because of the tight couplings

among its elements. For instance, suppose the statement i++ at line 11 is modi�ed to i
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Figure 3.2: SDG after change.

= i+j in m2(). Figure 3.2 shows the SDG after the change, in which bold nodes and edges

are added according to the change. Not only the PDG of m2() but PDGs of its direct and

transitive callers require changes: because this.j is used in computation, a new parameter

vertex needs to be added at the entry of m2(), which will cause addition of a new parameter

vertex and parameter-in edge following back the call chain, such as at its call-site a=m2(sb)

and the entry of its caller m1() respectively; because this.j contributes to the value of

this.i in m2(), a summary edge needs to be added at its call-site in m1(), which will in

turn introduce a new summary edge in every caller of m1() and so on. As the example shows,

a seemingly minor change will invalidate a large part of the model due to inter-procedural

propagation.

In summary, details of individual methods spread in the SDG through inter-procedural

propagation. Such details include: which �elds take part in computation, from which param-

eter vertices are determined; and what e�ects a variable has on others, from which summary

edges are determined. This is why the SDG is extremely di�cult to build and update.
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3.2 Issues of existing approaches on CP

This section uses two change scenarios abstracted from industrial examples to illustrate

the issues of locating secondary changes when �ne-grained context-sensitive and coarse-

grained context-insensitive approaches are applied. As they work at di�erent granularities,

the discussion is only at method-level granularity for convenience.

3.2.1 Scenario 1

Figure 3.3 shows a simpli�ed feature addition taken from the Ivy project.1 Deleted code

lines are marked with �-� and added ones with �+�. The graph below is an augmented call

graph, in which the rectangles stand for methods; the solid lines represent calls, with the

caller in upside and the callee downside; the dashed line, labelled with this._defaultConf,

represents a �eld reference; the dot�dashed line is an abstract representation of a realizable

path.

In the original version, the default con�guration mapping was only applied to dependen-

cies without a mapping declaration. This behaviour is improved so that the default one is

applicable not only to dependencies which have no mapping declared but also to those which

have a partial declaration.

Package org.xml.sax is used to parse module con�guration �les. The XML �le parser

class XmlModuleDescriptorParser overrides the startElement() and endElement() meth-

ods to respond to the start and end of an XML element, respectively. The change made in

startElement() (lines 8�10) potentially impacts the �eld _defaultConf: its value may re-

main null due to the if statement at line 9. This breaks the original contract, _defaultConf

!= null, after startElement() is called (see the old statement at line 7). As a result,

endElement() must be modi�ed to accommodate the potential impact: at line 18, the value

of _defaultConf is tested before being passed as a parameter to parseDepsConfs().

Let us suppose that startElement() was changed and the maintainer wants to know

1Details can be viewed at https://issues.apache.org/jira/browse/IVY-134.
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1 public class XmlModuleDescriptorParser extends DefaultHandler{
2 private String _defaultConf;
3
4 public void startElement(String uri, String localName, String qName, Attributes attributes){
5 if ("dependencies".equals(qName)){
6 − _defaultConf = attributes.getValue("defaultconf");
7 − _defaultConf = _defaultConf == null? "−>" : _defaultConf;
8 + String defaultConf = attributes.getValue("defaultconf");
9 + if (defaultConf != null) {
10 + _defaultConf = defaultConf;
11 + }
12 }
13 }
14
15 public void endElement(String uri, String localName, String qName){
16 if ("dependency".equals(qName) && _dd.getModuleCon�gurations().length==0) {
17 − parseDepsConfs(_defaultConf);
18 + String conf = _defaultConf == null? DEFAULT_CONF_MAPPING : _defaultConf;
19 + parseDepsConfs(conf, _dd);
20 }
21 }
22 }

Figure 3.3: A simpli�ed code change from Ivy and its augmented call graph.

where the secondary changes will be. With the coarse-grained context-sensitive approach,

the target endElement() can be found one step away because it refers to an instance variable

that startElement() modi�ed, as shown by the dashed line in the augmented call graph in

Figure 3.3. However, in the real source code, startElement() is so large that there are over

30 methods that are directly called by or that refer to at least one instance variable that it

writes to. That is, the result contains too many false positives.

By contrast, traditional forward slicing cannot �nd the target if only application code is

analyzed. This is because context-sensitivity requires that there be a realizable path, but

such a path does not exist in the application code: startElement() and endElement()

26



are both callbacks of the XML parsing framework, as shown by the dot�dashed line in the

augmented call graph in Figure 3.3. Whole program analysis can help solve the problem, but

because a single API may involve thousands of lines of library code [Kulkarni et al., 2016],

the scalability issue of slicing will worsen.

3.2.2 Scenario 2

Figure 3.4 shows a simpli�ed bug �x from the JDT Core project.2 Deleted code lines are

marked with �-� and added ones with �+�. The graph below is an augmented call graph, in

which the rectangles stand for methods; the solid lines are calls, with the caller above and

the callee below; the dashed line, labelled with this.targetedElement, represents a �eld

reference and the dashed line, labelled with return, stands for the return value; and the

dot�dashed line is an abstract representation of a realizable path.

The bug is that the completion engine does not recommend custom type annotations

de�ned with target TYPE_USE when assistance is requested.

The maintainer changed two places in response: one is in the method computeTargeted-

Element() at line 8, where the �ag AnnotationForTypeUse is appended to the return value

if an annotation declaration is found; another is at line 24 in the method hasPossibleAnnot-

ationTarget(), where the same �ag is checked against the instance variable targetedEleme-

nt and depending on the checking result, a corresponding action is taken. The reason that

they are modi�ed together is that the changed return value of computeTargetedElement() is

assigned to an instance variable targetedElement at line 13 in completionOnMarkerAnnot-

ationName(), which then transitively calls hasPossibleAnnotationTarget(), where the

instance variable is used.

Again, let us suppose that computeTargetedElement() was changed and the maintainer

wants to know where the secondary changes will be. With the coarse-grained context-

sensitive approach, the target hasPossibleAnnotationTarget() is 2 steps away from the

2Details can be viewed at https://bugs.eclipse.org/bugs/show_bug.cgi?id=426851
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1 public final class CompletionEngine{
2 long targetedElement;
3
4 long computeTargetedElement(CompletionOnAnnotationOfType fakeNode){
5 if(TypeDeclaration.kind(annotatedTypeDeclaration.modi�ers) ==

TypeDeclaration.ANNOTATION_TYPE_DECL){
6 return TagBits.AnnotationForAnnotationType
7 | TagBits.AnnotationForType;
8 + | TagBits.AnnotationForTypeUse;
9 }
10 }
11
12 void completionOnMarkerAnnotationName(ASTNode astNode, Binding quali�edBinding, Scope

scope){
13 this.targetedElement = computeTargetedElement(fakeType);
14 �ndTypesAndPackages(completionToken, scope, false, false, new ObjectVector())
15 }
16
17 void �ndTypesAndPackages(char[] token, Scope scope, boolean proposeBaseTypes, boolean

proposeVoidType, ObjectVector typesFound){
18 if(this.assistNodeIsAnnotation && !hasPossibleAnnotationTarget(sourceType, scope)){}
19 }
20
21 boolean hasPossibleAnnotationTarget(TypeBinding typeBinding, Scope scope){
22 − if (( this .targetedElement & TagBits.AnnotationForType) != 0)
23 + if((this.targetedElement &
24 (TagBits.AnnotationForType | TagBits.AnnotationForTypeUse)) != 0) {
25 }
26 }
27 }

Figure 3.4: A simpli�ed code change from JDT Core and its augmented call graph.
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seed in terms of reference lookup: the seed is referred to by the method completionOnMarker-

AnnotationName(), which in turn modi�es an instance �eld that is read by the target, as

shown by the dashed lines in the augmented call graph in Figure 3.4. However, there are too

many false positives in the resulting set because more than 90 methods have the same de-

pendencies with computeTargetedElement() and completionOnMarkerAnnotationName()

in the real source code.

On the other hand, traditional forward slicing needs 3 steps, as shown by the dot�dashed

lines in the augmented call graph in Figure 3.4. Starting from the seed, it goes up to the caller

completionOnMarkerAnnotationName(); then goes down to findTypesAndPackages(); and

�nally to the target. The realizable path that it follows consists of 4 methods. In addition

to the seed and target, it contains two intermediate methods findTypesAndPackages() and

completionOnMarkerAnnotationName().

The problem is that if distance is set with a small value, such as 1 or 2, the target will be

cut out; however, if distance is too large, the target will be found but all the intermediate

methods along the path will be added into the �nal result, causing decreased precision.

3.2.3 Summary

A coarse-grained entity aggregates connections of its comprising entities as a whole, but code

changes are usually small [Purushothaman and Perry, 2005]. This means not all low-level

connections are impacted. Therefore, coarse-grained context-insensitive approaches produce

a large number of false positives.

For �ne-grained context-sensitive approaches, the issues lie in the requirement of realiz-

able paths. First, parts of such paths may be buried within libraries or frameworks. Analysis

of only application code cannot �nd targets, while fully analyzing third-party code is a great

challenge for program analysis [Toman and Grossman, 2017]. Second, such paths may be

long; although extending search can locate targets, long distance leads to more intermediate

entities being included, thus decreasing precision.
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Chapter 4

Related Work

Our work uses a modular and incrementally maintainable model to support a static slicing

technique for CP. This chapter outlines the state-of-the-art of current research on SDG-based

slicing, particularly SDG construction in Section 4.1 and that on CP and CIA, according

to the types of relationship they exploit, in Section 4.2. Section 4.3 describes works on

incremental analysis. Section 4.4 summarizes the chapter.

4.1 SDG construction

During SDG construction, a majority of time and space are spent on parameter vertices and

summary edges.

Some approaches have concentrated on summary edges. Reps et al. [1994] introduced an

asymptotically faster algorithm than the original one developed by Horwitz et al. [1990]. The

new algorithm constructed summary edges based on same-level realizable paths, which are

realizable paths in the SDG, starting and ending in the same procedure and having the same

number of call and return nodes. In the PDG of a procedure p, starting from formal-out

parameter vertices, this algorithm extends the paths by tracing dependences and established

summary edges backwards; when a same-level path ends at one of the formal-in parameter

vertices, a summary edge is added between the corresponding actual-in and -out parameter
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vertices at every call-site invoking p. This algorithm is bounded in O(n3), in which n is the

maximum number of parameters at any call site.

The inter-procedural transitive dependences can be easily determined if the PDG of

the called procedure was fully constructed. Livadas and Croll [1993] applied a bottom-

up strategy to build the SDG. When working on a statement calling a procedure q in a

procedure p, their algorithm pauses the current work and goes down to deal with p, which

will continue until meeting a procedure that has a fully constructed PDG or has no callees;

then the summary of p is propagated back to q and the suspended work restores. In order to

handle recursion, it maintains a list of recursive procedures and iteratively propagates partial

summaries among them until a �x-point is reached. Livadas and Johnson [2000] claims this

algorithm has basically the same complexity as the one introduced by Reps et al. [1994].

Forgács and Gyimóthy [1997] noticed the same characteristic as well but used a di�erent

way to build summary edges. First, the call graph is built and transformed into a directed

acyclic graph by identifying strongly connected components (SCCs). Then, each SCC is

handled separately by an adjusted algorithm of Reps et al. [1994], in reverse topological

order. Because only one SCC is processed at a time, their algorithm is more space e�cient.

Several works regarded the large number of vertices for heap parameters as the bottle-

neck of SDG scalability. In one of their implementations, Sridharan et al. [2007] directly

established a data dependence between two statements belonging to di�erent procedures.

In this way, it is unnecessary to use additional parameter vertices to model heap parame-

ters. However, the slicing does not maintain context-sensitivity. Their evaluation showed

the context-insensitive slicing could process all code bases while the traditional one could

not complete for large systems within �reasonable time and/or space�; they were not more

speci�c as to the meaning of this phrase.

Graf [2010] also aimed to reduce the additional parameter vertices. They argued that

if working with less precise points-to analyses, object trees [Liang and Harrold, 1998] will

contain too many parameter vertices so that the SDG construction will greatly slow down.
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Their idea was to share subtrees between may-alias nodes to form graphs. An evaluation

was conducted with four points-to analyses of varying precision and three kinds of parameter

modelling mechanisms: object tree, object graph, and the one used in WALA1. The results

showed that the object graph approach worked well with less precise points-to analyses to

scale to the largest system and other con�gurations failed within the limits of time (2 days)

and space (30GB).

Unlike the traditional SDG, the work of Chen and Xu [2001] kept PDGs unconnected.

This may sound like our approach, but major di�erences exist. Let DEF(m) be a set of

non-local variables de�ned in a method m, comprising a set of formal parameters DEFf (m)

and global variables DEFg(m); let f : CS × V → V be a function mapping formal to

actual parameters based on data bindings at call-sites; let DEP(m, o) be a set of formal-in

parameters in a method m on which a formal-out parameter o depends; and let csm be a

call-site calling a method m. They used Equation 4.1 to compute a set of variables de�ned at

csm, denoted as DEF(csm): the DEF of a call-site includes either global variables modi�ed by

the callee or actual parameters of which the corresponding formal parameters are modi�ed

by the callee;

DEF(csm) = {a | a = f(csm, v) ∧ v ∈ DEFf (m) ∨ a = v ∧ v ∈ DEFg(m)} (4.1)

and Equation 4.2 to compute so-called inter-parameter dependences, which is a set of actual-

in parameters at csm on which one of its actual-out parameter a depends, denoted as

DEF(csm, a): two actual parameters are dependent at a call-site when their correspond-

ing formal parameters are dependent in the callee.

DEF(csm, a) = {b | a = f(csm, x) ∧ b = f(csm, y) ∧ y = DEP(m,x)} (4.2)

From the equations, it can be seen that parameters are inter-procedurally propagated and

1http://wala.sourceforge.net
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the inter-parameter dependences are essentially summary edges. The issues that the SDG

approach su�ers from are still present. Because no evaluation was provided, the performance

of their approach for model building is unknown.

In summary, although improvement was made, the SDG still takes a long time to build;

furthermore, none of the above-mentioned approaches solved the issue of incremental main-

tainability.

4.2 CP and CIA

4.2.1 Static approaches

After dependences are extracted from code, a large number of static approaches estimate

propagation by constructing and walking a certain kind of dependence graph. In order to

improve precision and e�ciency, some approaches apply heuristics.

Coarse-grained dependence analysis

There were many approaches working at method granularity. Arnold [1996] introduced a call

graph (CG) based approach, in which the impact set of a method includes the nodes reach-

able from that method. However, this approach was criticized as imprecise and neglecting

the potential impacts of callees on a caller. Badri et al. [2005] argued that the reason for

imprecision originated from the fact that control �ows were missed in the CG. Their model

captured the sequential, alternative, iterative, and conditional relations among calls. Given

a method and modi�cation place, the impact set was iteratively calculated as a union of

methods directly calling, called by, and called after the seed. Hattori et al. [2008] incorpo-

rated change types into their call relation based algorithm; moreover, a distance heuristic

was applied in order to improve precision.

Instead of call relations, Breech et al. [2006]2 investigated value propagation mechanisms

2Both static and dynamic CIA with in�uences were discussed.

33



between methods. In their model, three types of edge, representing value �ows of parameter,

reference, and global variables, were introduced to connect methods. The impact set was

obtained by traversing the graph.

Beszédes et al. [2007] de�ned a new type of relationship between methods named static

execute after (SEA). By de�nition, two methods are in an SEA relation if any part of one

method is executed after any part of the other in any execution. The authors derived SEA

relations through inter-procedural component control �ow graphs. The impact set of a source

method included those satisfying SEA relations.

The work of Ren et al. [2004] was di�erent from the above in that it identi�ed impacts on

tests after change. They derived atomic changes from programs before and after a change;

they drew a CG for each test3; and a test was said to be potentially a�ected if its CG

contained a changed node or edge. Zhang et al. [2012] extended the idea by accounting for

�eld references in CGs.

Some approaches combined references of classes, methods, and �elds. Lee et al. [2000]

calculated the impact set as the transitive closure on referencing relations. Both Petrenko

and Rajlich [2009] and Sun et al. [2010] built a graphical representation with references.

But the former approach worked interactively: after neighbouring nodes were automatically

chosen, decisions needed to be made on which entities were impacted or propagated changes

and thus could be used in the next round; while in the later work the graph was visited

according to change types and corresponding prede�ned impact rules.

Li et al. [2013] used formal concept analysis (FCA). In their approach, classes and meth-

ods were modelled as formal objects and attributes respectively; the binary relation between

a pair of class c and method m was created based on whether c depends on m, which is true

if any of the following conditions is met: (1) m is de�ned in c or a parent class of c; or (2) c

depends on another method which calls or is called by m. After a lattice is constructed, the

impact set is computed by visiting the lattice upwards and then ranked by a score derived

3CGs can be constructed by either static or dynamic approaches
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from two heuristics: (1) distance between the target and source nodes; and (2) the number

of source nodes from which the target node was reachable.

The work of Popescu et al. [2012] aimed at distributed event-based systems. They de-

veloped a component-level model called message dependence graph, which captured intra-

component control �ow- and state-based dependences as well as inter-component depen-

dences. However, it required manual annotations and could not identify message attributes.

All of these limitations were addressed by their following study [Garcia et al., 2013].

Briand et al. [1999] investigated coupling measures at class granularity. In particular,

three were used: PIM, CBO', and INAG. Given a changed class, an average score was

computed for each of the other classes based on the three measures between the source and

target class; those having the score larger than the threshold were recommended.

Fine-grained dependence analysis

Tonella [2003] used FCA to construct a lattice of decomposition slices. Unlike the traditional

slice which is relevant to a set of variables and a program point, the decomposition slices

include statements related to the computation of a variable [Gallagher and Lyle, 1991]. They

instantiated variables as objects and statements as attributes; the binary relation between

a pair, variable v and statement s, was created based on whether s was included in the

decomposition slice of v. After a lattice was constructed, the impact set was computed by

visiting the lattice upwards. However, the approach was evaluated primarily at the intra-

procedural level.

Generally, forward slicing produces results are too large to be used in practice. Observing

that statements are not equally a�ected by a change, Santelices and Harrold [2010] proposed

to assign a score to each statement in the slice to re�ect how much in�uence the statement

would receive so that programmers could focus on those with high scores. The score was

computed according to the coverage and infection propagation probabilities from the source

to target statement. Their evaluation showed that although time and e�ort for inspection
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were saved, the slicing time was too long (hours).

Acharya and Robinson [2011] reported their experience of applying a commercial slicing

tool named CodeSurfer4 on an large industrial system. One issue they su�ered was how to

balance model building time and precision. The HIGH con�guration (i.e., high-precision) can

generate precise results, but SDG building is too slow (days) to �t the nightly build required

of typical industrial practice; whereas the LOW con�guration (i.e., low-precision) can greatly

shorten the model building time (hours), but at the expense of accuracy. Their solution was

that the expensive analysis was scheduled monthly on samples to obtain clues of common

global data structures and high impact functions; the inexpensive analysis was conducted

nightly on all commits. Another issue was that slices were too large to be presented for

inspection. Their solution was to gradually expand the results one statement/function/�le

at a time.

Alomari et al. [2014] proposed a lightweight demand-driven forward slicing approach on

an XML representation of source code. First, a slice pro�le was built for each variable, which

was intra-procedurally constructed to record knowledge, such as directly data and control

dependent statements; dependent variables and formal parameters; and aliases. Then, the

slice was computed from pro�les of the seed variable and its transitively related variables.

Compared to CodeSurfer, their tool was much faster and produced smaller results; however,

on average nearly half of statements found by CodeSurfer were not covered by their tool.

Gyori et al. [2017] argued that the results of traditional data�ow analysis are imprecise

because it propagates syntactic instead of semantic changes along data and control depen-

dences. They proposed to use equivalence relations between the variables with respect to

the trace semantics of programs before and after a change. Furthermore, a distance heuristic

was employed to alleviate expensive computations. An evaluation on 12 small systems was

conducted. Compared to traditional analysis, their semantic-aware approach reduced the

results by a signi�cant (35% on average) number of statements; however, it took much more

4https://www.grammatech.com/products/codesurfer
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time even when the distance was small.

Summary

Static analysis is thorough because it inspects code for all possible runtime behaviours of

software. However, due to undecidability [Landi, 1992], it tends to produce overestimated

results. Compared to coarse-grained approaches, �ne-grained ones are more precise but

expensive.

4.2.2 Dynamic approaches

Dynamic approaches leverage runtime knowledge to locate potentially impacted entities.

Basically, they can be classi�ed into two groups: o�ine and online. O�ine approaches collect

data at runtime and complete analysis after execution, while online approaches perform

analysis during execution.

The idea of Law and Rothermel [2003b] was that impact could be only propagated down

after the changed method along any execution. In order to �nd such methods, they col-

lected method entry and exit events as execution traces; they built a directed acyclic graph

(DAG) on the top of compressed traces; and then they applied a graph traversal algorithm,

recursively searching forward to look up those that are called after and backward to look up

those that are returned into. Later, Law and Rothermel [2003a] extended the approach to

support incremental update of the model: obsolete traces were deleted, and new traces were

regenerated and added into the DAG.

Analyzing full execution traces is expensive in practice as they contain too much re-

dundant information. Apiwattanapong et al. [2005] found that only two events, when a

method is �rst entered and last returned to, are essential to compute execution-after re-

lations. They called the resulting sequence execute-after sequence (EAS). The impact set

included those of which the last event happened no earlier than the �rst event of the change

method. Beszedes et al. [2007] extended the work with a distance-based metric derived from
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dynamic call graphs to improve precision. Lately, EAS was adapted by Cai and Thain [2016]

to process distributed systems.

Breech et al. [2004, 2005] introduced two ways for online analysis: using instrumentation

and using the callback mechanism of a dynamic compiler. In either way, a call stack was

maintained and the impact set of a method m consisted of those which were on the call stack

before m was called and those which were added to the call stack after m was called but

before it �nished. Their evaluation showed that online approaches were more scalable than

their o�ine opponents.

Ramanathan et al. [2006] used memory traces in their analysis. They �rst fed the same

input into programs before and after a change to obtain two sequences of tuples in the form

〈op, v〉, where op represents either a read or write and v is the value read from or written to

memory; they then applied an algorithm to �nd the minimum edit distance between these

sequences. The mismatching regions indicated potentially a�ected places. To make the

approach scalable, they divided both sequences into �x-sized segments and combined the

partial results generated on the corresponding segments.

To summarize, dynamic approaches only sample the input space, thus being able to

produce smaller results compared to static opponents. However, they introduce overhead in

instrumentation and execution; and their quality depends on the representativeness of input.

Furthermore, evaluation on real changes from software repositories shows that overestimation

still exists in the dynamic approaches at the method level [Cai and Santelices, 2015].

4.2.3 Historical approaches

The intuition behind historical approaches is that artifacts which were frequently changed

together will be more likely to follow the pattern. The term logical coupling [Gall et al.,

2003] or evolutionary coupling [Zimmermann et al., 2004] is used to describe the co-change

behaviour.
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Zimmermann et al. [2004] and Ying et al. [2004] applied association rule mining to un-

cover strong logical couplings among entities by following the same process: (1) they identify

co-change relations within atomic change sets5; (2) they discard large change sets; (3) they

apply a mining algorithm. Change recommendations were made by querying against mined

rules. Primarily, their approaches di�ered in the mining algorithm (Apriori vs. FP-growth),

granularity (syntactic entities vs. �les), and strategy of rule generation (on-the-�y vs. pre-

computed).

Instead of association rule mining, Sherri� and Williams [2008] and Jashki et al. [2008]

used a clustering technique. A matrix recording the counts of co-changes between each pair of

�les was built. After that, Sherri� and Williams [2008] applied singular value decomposition

(SVD) as the clustering algorithm. However, Jashki et al. [2008] argued that SVD was

time-consuming. Instead, they applied principle component analysis to reduce the matrix

dimensions; they then computed a closeness measure with respect to the �le distance in vector

space; and �nally they fed the measures into a clustering algorithm. In their evaluation, �ve

algorithms were used, namely K-means, X-means, Spectral Clustering, EM, and DBscan.

Overall, DBscan was found to have the best performance.

Kagdi et al. [2006] argued that ignoring change order of �les would lead to errors in

prediction. They �rst grouped related transactions with several heuristics (author, time,

�le, and so on); they then used frequent-sequence mining to uncover partial orders among

�les. However, an evaluation of their idea in change prediction was not reported.

Rolfsnes et al. [2016] argued that traditional association rule mining approaches were

inapplicable when a query was never seen in history. For example, the query contains a

new �le or multiple �les that were never changed together. Their solution was to relax the

query, using possible maximum subsets of the query to search the history and ordering rules

with support and con�dence. The evaluation showed that their approach outperformed the

previous works.

5Di�erent terms are used in di�erent tools, e.g., commits in Git and transactions in Subversion.
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The above approaches assume that co-change occurred between entities within the same

atomic change set. However, depending on practice, an atomic change set may not be a

complete unit. For example, there are situations in which changes for the same tasks are

checked in by di�erent persons or by the same person but over an extended period of time.

To discover couplings across the boundary of a transaction, Jaafar et al. [2011] divided the

history into a sequence of change periods (hours) and built for each �le a pro�le, represented

as a bit vector in which 1 meant that the �le was changed in the corresponding period and

0, that it was not; �les were grouped according to pro�les into two sets: macro co-changes

(MCC) and dephase macro co-changes (DMCC). The MCC is a set of �les co-changed within

the same period while DMCC a set of �les co-changed with some shift in period. The

evaluation showed that results found by association rule mining, i.e., Zimmermann et al.

[2004], were almost a subset found by their approach.

The work of Robillard and Dagenais [2010] investigated couplings beyond transactions

as well. They clustered transactions based on the common program elements among them.

Heuristics (minimum overlap, minimum transactions, minimum cohesion, maximum time

span, and frequency) were used to �lter obtained clusters. However, they found in evaluation

that the approach was applicable to a small number of changing tasks (below 10%), of which

a small fraction (below 15%) could potentially gain bene�ts.

To summarize, historical approaches are language-independent, being able to discover

couplings that are hard or impossible for traditional approaches to �nd. Yet, their prediction

performance depends on many factors, such as the choice of history for learning, algorithms,

interestingness measures and their values, and the quality of commits. Although research

provides general guidelines [Moonen et al., 2016a,b], users have to carry out empirical studies

to evaluate various con�gurations in order to �nd the one most suitable for their own context.

More troublesome is that additional adjustment may be required during software evolution.
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4.2.4 Semantic approaches

Software artifacts for the same intent are more likely to refer to similar terms. Approaches

in this category apply information retrieval (IR) to compute semantic similarity of text

information embedded in the artifacts to make recommendations.

Poshyvanyk et al. [2009] used the term conceptual coupling to capture conceptual relations

between program entities. In their approach, methods were treated as documents and latent

semantic indexing (LSI) was applied to represent documents as vectors. The conceptual

coupling between two methods (CCM) was measured as the cosine between corresponding

vectors, based on which a group of other metrics was developed, including the conceptual

coupling between a method and class (CCMC) and that between two classes (CCBC). In the

work of Gethers and Poshyvanyk [2010], classes were treated as documents and a relational

topic model was applied to model a document network. The conceptual coupling between

two classes was measured as the link probability. In both works, classes were ranked by the

strength of the couplings and the top n classes were recommended.

In addition to source code, other information sources are also exploited. Canfora and

Cerulo [2005] built a corpus with each document containing change requests and commit logs

of a �le, and computed textual similarities between the new change request and documents

in the corpus. Later, the authors extended the idea from �le- to line-granularity [Canfora

and Cerulo, 2006]. The work of Torchiano and Ricca [2010] was similar to that of Canfora

and Cerulo [2005] but used commit logs and code comments. Zanjani et al. [2014] accounted

for not only �les committed in repositories but also �les with which programmers interacted

to solve change requests. To locate the latter, they utilized user interaction traces collected

from development tools. In their approach, information came from commit logs, requests,

the �les interacted with and committed. Sun et al. [2015] used information from source

control repositories, bug repositories, and communication archives; however, their purpose

was to clean data before real impact analysis is conducted. Wang et al. [2018] combined two

IR techniques to compute similarities between code and change requests.
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Ajienka and Capiluppi [2016] compared two ways to compute the conceptual coupling

between classes: corpora- and class name-based, in which vector space model was used to

process the source code corpus; and N-gram distance and Disco to process class identi�ers.

They claimed, based on the evaluation, that both could produce the same results so that

time- and space-e�cient name-based approaches would be better choices for large software.

To summarize, semantic approaches are language independent, able to discover couplings

that are hard or impossible to �nd for traditional approaches. Yet, multiple data sources

can improve precision but they do not always exist; data are noisy so that preprocessing is

required; for those using topic models, the performance directly depends on model parameters

[Chen et al., 2016].

4.2.5 Hybrid approaches

Co-changes happen due to various reasons, as a result no single technique can perform well.

For example, studies have shown that there are a signi�cant proportion of co-changes that

are not covered by static dependences or conceptual coupling (false-negatives); meanwhile, a

signi�cant proportion of such relations do not involve co-changes (false-positives), although

they are e�ective predictors [Ajienka et al., 2018, Geipel and Schweitzer, 2012, Oliva and

Gerosa, 2015].

Various hybrid approaches have been proposed, such as static and dynamic [Cai, 2017,

Chen et al., 2014, Huang and Song, 2007, Maia et al., 2010, Orso et al., 2003]; static and

historic [Hassan and Holt, 2004, Malik and Hassan, 2008, Mirarab et al., 2007, Walker et al.,

2006, Wang et al., 2014]; historic and semantic [Kabeer et al., 2017, Kagdi et al., 2010,

Mondal et al., 2014]; static and semantic [Revelle et al., 2011]; and ones hybridizing more

than two [Abdeen et al., 2015, Gethers et al., 2012, Xia and Lo, 2017].

Many approaches simply take the union or interaction of results generated by individual

methods, while some � in particular those combining static and historic methods � compute

propagation probabilities from evolution history. In addition, among those combining static
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methods, only a few [Cai, 2017, Orso et al., 2003] used �ne-grained dependences.

4.3 Incremental analysis

Static analysis is complex, usually involving call graph construction, points-to analysis,

data�ow analysis, etc. Each subtask incurs certain expense. However, code changes will

make the analysis results obsolete. It is desirable to only clear and re-compute a�ected parts

of the results and reuse most of them from prior analysis.

Souter and Pollock [2001] designed an incremental algorithm to update template call

graphs, in which a set of templates for a call-site is the Cartesian product of the reaching

types of the actual arguments at that site. However, the performance of updating is impacted

by a potential large number of templates and inter-procedural propagation of type changes.

Lin et al. [2009] developed an algorithm to incrementally update call graphs initially built

with class hierarchy analysis (CHA) [Dean et al., 1995]. This is similar to ours; however,

they used a data structure called LookUp table [Ryder and Tip, 2001] to record dynamic

dispatch behaviour; and then they scanned the full programs before and after a change to

build two such tables, in order to infer changes in dynamic dispatch. Contrastingly, our

approach develops an enhanced call graph and as a result does not need to re-read the whole

codebase.

Saha and Ramakrishnan [2005] solved points-to analysis with logic programming. To

support incremental analysis, they used an auxiliary tool called support graph, by which the

a�ected points-to relations were traced. Lu et al. [2013] described an incremental approach

based on context-free language (CFL) reachability. They leveraged the characteristic that

there are valid paths from a variable to objects in the pointer assignment graph when the

points-to set of that variable is computed. Therefore, they remembered nodes in the paths

and invalidated the result if any of those nodes was a�ected by change. Our points-to

analysis di�ers from these approaches in that we do not have a global data structure to solve
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the problem; instead we use established data dependences captured in our incrementally

maintainable model and compute local alias information on demand.

Pollock and So�a [1989] advocated algorithms for iterative data�ow analysis to incre-

mentally update intra-procedural data�ow results. Their approach supported both structural

and nonstructural changes; it propagated changed solutions with either any path or all paths

strategy. Ryder and Paull [1988] designed an incremental update algorithm for elimination-

based data�ow analysis, which targeted changes within one interval [Allen and Cocke, 1976]:

the a�ected coe�cients and constants in data�ow equations are recomputed in the elimi-

nation stage, followed by re-computation of all a�ected equations in the propagation stage.

The work of Arzt and Bodden [2014] supported incremental update for graphical data�ow

analysis on the top of an Inter-procedural Finite Distributive Subset/Inter-procedural Dis-

tributive Environment framework. Our work simply rebuilds mPDGs, but could borrow

some of the above approaches for data dependence analysis in the future; it is unclear if the

added complexity would result in signi�cant improvement in incremental maintenance.

To summarize, incremental analysis greatly reduces computation time through reuse,

compared to exhaustive re-analysis. However, its success has a precondition: the initial

analysis must succeed.

4.4 Summary

Various kinds of relation have been exploited to infer candidate secondary changes. The

majority of static approaches are coarse-grained, working with relations between entities

such as �les/classes, methods, and �elds. The approaches are fast in terms of model building;

however, a large number of false positives are introduced. On the other hand, �ne-grained

approaches provide better precision, but SDGs are hard to construct and to incrementally

maintain. Research has been conducted to alleviate the model construction problem, such as

designing fast algorithms to create summary edges or implementing new schemes to decrease
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the number of additional parameters. However, no research has solved the two issues at the

same time.

In addition to static dependence analysis, dynamic analysis is another traditional way

used for CP. It is able to produce smaller results than static analysis because only part of

the input space is considered. However, it incurs overhead in instrumentation and execution,

and its quality depends on the representativeness of input.

Historical approaches mine frequent co-changes to recommend secondary changes while

semantic approaches use similarity of text information contained in the artifacts to make rec-

ommendations. Both kinds are language-independent, being able to discover couplings that

are hard or impossible for traditional approaches to �nd. Yet, their prediction performance

depends on many factors.

Hybrid approaches have been proposed to exploit di�erent relations among entities to

improve precision and/or recall of CP; however, they su�er from the disadvantages of the

individual combined approaches.
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Chapter 5

Our Approach

The root reason that SDG construction consumes a great deal of time and space lies in the

fact that method calls are treated like �white boxes� in PDGs, exposing their details to global

coupling. Meanwhile, the propagation of exposed details makes the integration so strongly

coupled that incremental maintenance is di�cult, if not impossible. Instead, our approach

treats method invocations as �black boxes�. Because this is similar to how modern programs

are composed, we call our PDGs modularized PDGs (mPDGs).

Our model consists of a class hierarchy graph (CHG), an enhanced call graph (ECG),

and a set of mPDGs, each for a method. Each mPDG encapsulates local data- and control-

dependences while the call graph captures global information. Intra-procedural slicing is

performed with mPDGs and inter-procedural slicing is solved through two aspects: by fol-

lowing call relations with guidance of the call graph and by following data references. After

the source code is changed, only the corresponding parts of the model are located and up-

dated, which is possible due to the loose couplings.

The rest of this chapter is organized as follows. Section 5.1 introduces our model; Sec-

tion 5.2 presents the incremental update algorithm; Section 5.3 presents the forward slicing

algorithm; the limitations of our approach are discussed in Section 5.4; Section 5.5 summa-

rizes the chapter.
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5.1 Model

Our model is established on top of a part of program, which we call the analysis scope.

By default, the scope consists of application source code (as opposed to library/framework

source code). We made this choice because: (1) programmers are generally interested in part

or all of the application code; and (2) libraries and frameworks still pose a great threat to

the scalability of static analysis [Toman and Grossman, 2017].

5.1.1 Global model

The class hierarchy graph (CHG) is a directed graph CHG = (N,E), as follows.

• N is a set of nodes corresponding to types, each uniquely identi�ed by its quali�ed

name (the package name plus the simple type name).

• E ⊆ N × N is a set of edges. An edge (n1, n2) is a member of E if and only if the

type represented by n1 extends or implements the type represented by n2.

The parents (supertypes) or children (subtypes) of a type can be obtained by traversing the

CHG.

Another graph capturing the global knowledge is the enhanced call graph (ECG), which

is a directed graph ECG = (N1 ∪N2, E12 ∪ E21), as follows.

• N1 is a set of nodes corresponding to methods, each uniquely identi�ed by the quali�ed

name of the containing type plus the method signature.

• N2 is a set of nodes corresponding to call-sites, each uniquely identi�ed by the quali�ed

name of the static type of the receiver plus the method signature.

• E12 ⊆ N1 ×N2 is a set of edges connecting method nodes to call-site nodes. An edge

(n1, n2) is a member of E12 if and only if the method represented by n1 contains the

call-site represented by n2.
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class A {

void m() {

}

}

class A1 extends A {

void m() {

}

}

class B {

void m1(A a) {

a.m();

}

void m2(A1 a) {

a.m();

}

}

Figure 5.1: ECG (left) vs. CG (Right).

• E21 ⊆ N2 ×N1 is a set of edges connecting call-site nodes to method nodes. An edge

(n2, n1) is a member of E21 if and only if the call-site represented by n2 is resolved to

be a call to the method represented by n1.

We build the ECG with call hierarchy analysis (CHA) [Dean et al., 1995]. Figure 5.1

shows a piece of Java code and compares the ECG to the traditional call graph (CG) from

CHA1 of the example code. The rectangles represent methods and ellipses represent call-

sites. The ECG di�ers from the CG in the introduction of call-site nodes. We do this

for the purpose of incremental maintenance. For example, suppose a class A2 is added,

which extends class A and overrides the method m(). Because this changes dynamic method

resolution, an edge from B.m1(A) to A2.m() should be added. With the CG we must re-

scan the whole system to make the proper adjustment because it does not represent where

the polymorphic call is made. By contrast, the ECG contains call-site knowledge and from

1Hereafter, we will simply refer to the traditional CHA CG as �CG�.
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it we can determine that the node representing call-site A.m() is impacted; therefore, the

proper edge can be added. Further details about the updating algorithm are presented in

Section 5.2.

5.1.2 mPDGs

The key to modularization is to use the visible knowledge at call-sites when the model is

built and leave the task of discovering side e�ects to the slicing phase. For a call statement cs

in the form r = a0.m(a1, a2, ...), we de�ne REF(cs) and DEF(cs) as shown in Equation 5.1.

That is, REF(cs) includes the receiver a0, and all IN and INOUT parameters; DEF(cs)

includes the left hand side variable r, and all OUT and INOUT parameters.

REF(cs) = {a0} ∪ {ai | ∀i > 0, ai ∈ IN∪ INOUT}

DEF(cs) = {r} ∪ {ai | ∀i > 0, ai ∈ OUT∪ INOUT}
(5.1)

We make an assumption on how to handle method calls to objects with a type outside

the analysis scope (e.g., calls to library objects). As the method de�nitions are unknown,

we cannot determine whether or which object states are changed due to the calls. Our

assumption is that all states of the receiver object are treated as a whole, represented by its

reference; any such calls will change object states and so be processed as if the reference of

the receiver object were changed.

Because of the above assumption, when a reference pointing to an object with the source

code unknown is passed as an IN parameter, it is processed as INOUT instead, in order to

trace the state changes of the object outside the method.

The REF and DEF sets of a method m are calculated with Equation 5.2. The ret

is a special variable for methods having a return value. Note that unlike the traditional

de�nition, our DEF includes local variables, which are used to determine side e�ects when

non-local variables are aliased with local ones. The details can be seen in the alias analysis
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in Section 5.3.

REF(m) = {v | ∀s ∈ m : v ∈ REF(s) ∧ v /∈ Local}

DEF(m) = {v | ∀s ∈ m : v ∈ DEF(s)} ∪ {ret}
(5.2)

Formally, the mPDG is a directed graph mPDG = ({ne} ∪Ns ∪Np, Ed ∪ Ec), where:

• ne is a distinguished entry node;

• Ns is a set of statement nodes;

• Np is a set of parameter nodes;

• Ec ⊆ ({ne} ∪Ns)× (Ns ∪Np) is a set of control dependence edges [for which an edge

(ni, nj) is a member of Ec if any of the following conditions hold: (1) ni and nj are

statement nodes, and nj is control dependent on ni; (2) ni is the entry node and nj is

a statement node, and nj is not control dependent on any other statements; or (3) ni

is the entry node or a call statement node, and nj represents its parameter node]; and

• Ed ⊆ (Ns ∪ Np) × (Ns ∪ Np) is a set of data dependence edges [for which an edge

(ni, nj) is a member of Ed if and only if the statement or parameter represented by

nj is data dependent on the statement or parameter represented by ni].

The mPDG has a data dependence subgraph (DDG) and a control dependence subgraph

(CDG). We build the DDG with standard reaching de�nitions analysis [e.g., Aho et al., 1986]

and the CDG with the syntax-directed method [Harrold and Rothermel, 1996]. Figure 5.2

shows a piece of Java code and compares mPDGs to the SDG2 of the example code. The

shaded rectangles represent the entry nodes of mPDGs and PDGs, labelled with a method

name; other rectangles are statement nodes. The ellipses stand for parameters and are

labelled with a variable name, of which those on the left side are in-parameters and those on

2The SDG construction follows the same assumption on library objects as mPDGs.
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1 class A{

2 int i;

3

4 void m1(StringBuilder sb){

5 boolean a = m2(sb);

6 ...

7 }

8 boolean m2(StringBuilder sb){

9 StringBuilder tmp = sb;

10 tmp.append(i);

11 i++;

12 return true;

13 }

14 }

(a) mPDGs. (b) SDG.

Figure 5.2: mPDGs vs. SDG.

the right side are out-parameters. Solid and dashed lines are control and data dependences

respectively while dot�dashed lines are summary edges.

As shown in the �gure, our model di�ers from the SDG in several aspects: (1) mPDGs

are not connected; (2) there are no summary edges; (3) heap variables are not propagated

backwards along call chains � for example, in the SDG, the node of instance variable

this.i appears not only in method m2() as input/output but also at its call-site a=m2(sb)

and caller m1() as input/output, whereas it only appears in method m2() as input/output in

the mPDGs; (4) our model is built without alias knowledge � for example, in method m2(),

formal parameter sb and local variable tmp become aliases at line 9. The SDG is aware of

this: it lists sb as an output node of the method and connects the statement tmp.append(i)

to it with a data dependence edge. However, our model treats the local variable tmp as an
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output parameter and leaves alias processing to the slicing phase.

5.2 Model Updating

If any code change is made, corresponding actions need to be taken on each component of

our model to re�ect the change. However, we must know what happened to which entities

before doing this. Table 5.1 shows a classi�cation of atomic changes to di�erent entities. In

the rest of this section, we �rst introduce program di�erentiation and then the algorithm to

update the model.

Entity Abbreviation Atomic Change

Class

ADD Added
DEL Deleted
REN Quali�ed Name Changed
PCH Parent Changed
BCH Body Changed

Method

ADD Added
DEL Deleted
REN Signature Changed
BCH Body Changed

Field
ADD Added
DEL Deleted
TCH Type Changed

Table 5.1: Classi�cation of atomic entity changes.

5.2.1 Program di�erentiation

Program di�erentiation is used to match entities between two versions of a program. Kim

and Notkin [2006] surveyed various matching techniques and classi�ed heuristics into three

categories: name-based, position-based, and similarity-based. In the study, we apply name

and content similarity heuristics:

• name heuristic: the unique name of a class is its quali�ed name; that of a method is
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the quali�ed name of its containing type plus its signature; and that of a �eld is the

quali�ed name of its containing type plus its name. If two entities of the same type

have the same name, we say they are matched.

• content similarity: we apply greedy string tiling (GST) [Wise, 1996] to compare a pair

of classes or methods. The GST algorithm uses hashing to determine the degree to

which two documents are similar and was successfully applied to detect source code

plagiarism [Prechelt et al., 2002]. Note that we compare the contents after parsing,

so comments and blank lines are excluded. If two entities of the same type have the

highest similarity among all pairs and the value is larger than the threshold, we say

they are matched.

Given two revisions Vold and Vnew, we �nd class matches by �rst applying the name heuris-

tic and then comparing content similarities between pairs of classes left from the previous

step. Within a pair of matched classes we use the same process to �nd method matches and

apply the name heuristic only to �nd �eld matches.

Entity changes are derived after matching is �nished. Each change is represented as a

tuple 〈old, new,AC〉, where old and new are matched entities, coming from Vold and Vnew,

respectively; and AC is a set of atomic changes. An entity e is said to be deleted if there is

no matched entity found in Vnew, represented as 〈e, null, {DEL}〉. An entity e is said to be

added if there is no matched entity found in Vold, represented as 〈null, e, {ADD}〉. For a pair

of matched entities, their attributes are compared to determine various atomic changes. For

example, names or bodies are compared to determine whether renaming or body changing

happens. A tuple 〈e1, e2, {REN,BCH}〉 says that the old entity e1 becomes the new entity

e2 after both name and body are changed. Furthermore, sets of method and �eld changes

are organized into the change of their containing class c and can be accessed through c.M

and c.F respectively.
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Algorithm 1: update
in : model md, including CHG, ECG and mPDGs

a set of class changes Cc

1 impacted←− {}
2 deleted←− {}
3 updateECGWithDeletion(md, Cc, impacted, deleted)
4 updateCHG(md, Cc)
5 updateECGWithAddition(md, Cc, impacted, deleted)
6 updateMPDG(md, deleted, impacted)

Figure 5.3: Framework of update algorithm.

5.2.2 Updating algorithm

All three kinds of graph require updating. For mPDGs, update is straightforward due to

modularization; for others, the idea for incremental update is to locate a part in the graphs,

outside of which nodes and edges are unchanged. We refer to this part as the impacted

set. Essentially, it is a set of newly added nodes plus existing ones for which the outgoing

connections � such as those pointing to callees or parent classes � are impacted due to

changes. After such a set is identi�ed, we re-analyze the entities in it to generate proper

outgoing edges.

Figure 5.3 shows the framework of the algorithm. It accepts a model and a set of class

changes as input. Deleted entities are always processed �rst, followed by added ones. Because

the ECG depends on the CHG, the whole process of updating the ECG is split into two phases

(lines 3 and 5), happening before and after the CHG is updated (line 4), respectively. The

last step is to update the mPDGs (line 6).

CHG updating

The algorithm is shown in Figure 5.4. It accepts as input a model and a set of class changes.

Di�erent actions are taken according to atomic change types: for deleted classes, their nodes

are removed (lines 3�4); for renamed classes, their node labels are replaced with the new

names (lines 5�6); for classes whose parents are changed, their outgoing edges are deleted
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Algorithm 2: updateCHG
in : model md, including CHG, ECG and mPDGs

a set of class changes Cc

1 g ←− md.chg
2 impacted←− {}
3 foreach class change c ∈ Cc∧ isDeleted(c) do
4 g.deleteNode(c.old)

5 foreach class change c ∈ Cc∧ isRenamed(c) do
6 g.renameNode(c.old, c.new)

7 foreach class change c ∈ Cc∧ isParentChanged(c) do
8 g.deleteOutgoingEdges(c.new)
9 impacted.add(c.new)

10 foreach class change c ∈ Cc∧ isAdded(c) do
11 g.addNode(c.new)
12 impacted.add(c.new)

13 foreach class cls ∈ impacted do
14 g.addOutgoingEdges(cls)

Figure 5.4: Algorithm to update CHG.

and then they are added to the impacted set (lines 7�9); for new classes, nodes are added

and then they are inserted into the impacted set (lines 10�12). Finally, all impacted nodes

are analyzed to create their outgoing edges.

ECG updating

Updating an ECG is more complex than a CHG as code changes to any entities may change

its structure. Figure 5.5 shows the algorithm to update an ECG before the CHG is changed.

It accepts a model and a set of class changes as input and sets of impacted and deleted nodes

as input/output. First, all methods in the old classes are deleted from the ECG. When a

method is removed, its callers are impacted. So we search for and put callers into the

impacted set after deleting their outgoing edges (lines 3�9). Meanwhile, methods themselves

that are deleted or whose quali�ed names are changed are put into deleted (line 10). Next,

impacts caused by changed �elds are considered. Two possibilities exist: the �eld type is
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Algorithm 3: updateECGWithDeletion
in : model md, including CHG, ECG and mPDGs; a set of class changes Cc;
inout: a set of impacted nodes impacted; a set of deleted nodes deleted

1 ecg ←− md.ecg
2 foreach class change c ∈ Cc ∧ ¬isAdded(c) do
3 foreach method m ∈ c.old do
4 Caller ←− ecg.getCaller(m)
5 foreach method caller ∈ Caller do
6 deleteOutgoingEdgesAndCallsiteNodes(ecg, caller)
7 impacted.add(caller)

8 deleteOutgoingEdgesAndCallsiteNodes(ecg, m)
9 ecg.deleteNode(m)
10 if isDeleted(c, m) ∨ isQuali�edNameChanged(c, m) then deleted.add(m)

/* Now consider impacts due to deleted or type changed fields */

11 foreach �eld change fc ∈ c.F ∧ ¬isAdded(fc) do
12 found←− false
13 if isTypeChanged(fc) ∧ hasRefType(fc.old) ∧ hasRefType(fc.new) then
14 found←− true

15 else if isDeleted(fc) then
16 F ←− �ndHiddenFields(m.chg, c.old, fc.old.name)
17 foreach hidden �eld f ∈ F do

18 if hasRefType(f) ∧ hasRefType(fc.old) ∧f.type 6= fc.old.type then
19 found←− true
20 break;

21 if found then
22 M ←− �ndMethodUseField(md, fc.old)
23 foreach method m ∈M do

24 deleteOutgoingEdgesAndCallsiteNodes(ecg, m)
25 impacted.add(m)

26 Procedure deleteOutgoingEdgesAndCallsiteNodes(ecg, m)
27 foreach edge e ∈ ecg.getOutgoingEdges(m) do
28 count←− ecg.getIncomingEdgeCount(e.to) /* e.to is a call-site */

29 if count = 1 /* uniquely owned call-site node */

30 then ecg.deleteNode(e.to)
31 ecg.deleteEdge(e)

Figure 5.5: Algorithm to update an ECG before the CHG is changed.
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Algorithm 4: updateECGWithAddition
in : model md, including CHG, ECG and mPDGs

a set of class changes Cc;
a set of impacted nodes impacted;
a set of deleted nodes deleted

1 ecg ←− md.ecg
2 foreach class change c ∈ Cc ∧ ¬isDeleted(c) do
3 H ←− md.chg.getHierarchy(c.new)
4 foreach method m ∈ c.new do

5 ecg.addNode(m)
6 impacted.add(m)
7 foreach class h ∈ H do

8 cs←− ecg.�ndCallsite(h.name, m.signature)
9 Caller ←− ecg.getIncomingNeighbors(cs)
10 foreach method caller ∈ Caller do
11 deleteOutgoingEdgesAndCallsiteNodes(ecg, caller)
12 impacted.add(caller)

/* Now consider impacts due to added fields */

13 Fields←− {}
14 foreach �eld change fc ∈ c.F∧ isAdded(fc) do
15 F ←− �ndHiddenFields(m.chg, c.new, fc.new.name)
16 foreach hidden �eld f ∈ F do

17 if hasRefType(f) ∧ hasRefType(fc.new) ∧f.type 6= fc.new.type then
18 Fields.add(f)

19 foreach �eld f ∈ Fields do
20 M ←− �ndMethodUseField(f)
21 foreach method m ∈M do

22 deleteOutgoingEdgesAndCallsiteNodes(ecg, m)
23 impacted.add(m)

24 impacted←− impacted \ deleted
25 foreach method m ∈ impacted do
26 ecg.addOutgoingEdges(m)

Figure 5.6: Algorithm to update an ECG after the CHG is changed.
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changed, in which case we check whether the types before and after the change are references

(lines 13�14); or the �eld is deleted, under which case we search for hidden �elds in the class

hierarchy and check whether their types are references and not equal (lines 16�20). If any of

the above checks passes, the call relations of methods using the �eld may be changed, so we

put them into the impacted set. Before deleting a node or adding it to the impacted set, we

call procedure deleteOutgoingEdgesAndCallsiteNodes() to clear its outgoing edges and

uniquely owned call-site nodes.

Figure 5.6 shows the algorithm to update an ECG after the CHG is changed. At the

beginning, all methods in the new classes are added to the ECG. As adding a method

may impact dynamic dispatch and thus the structure of the ECG, we take three steps to

�nd potentially impacted callers: (1) the class family (i.e., all super- and subclasses) of the

containing class of the method is computed (line 3); (2) for each class in the family, a call-site

identi�cation is constructed by combining the class name and the method signature and used

to search call-sites in ECG (line 8); (3) if the polymorphic call-sites are found, all callers

are added into the impacted set because their outgoing edges may be changed (lines 9�12).

Similarly, adding a �eld may impact the ECG structure because the added �eld may hide the

�elds in parent classes. For every added �eld, the hidden �elds are searched (line 15); their

types are compared to the type of the �eld (line 17); and methods using the hidden �elds are

put into the impacted set (lines 19�23). Finally, all methods in the impacted-but-not-deleted

set are processed to generate outgoing edges (lines 24�26).

mPDG updating

The last model component required to be updated is the set of mPDGs. The algorithm is

shown in Figure 5.7. It accepts as input a model, and a set of impacted and deleted methods

produced when the ECG is updated.

Due to modularization, it is relatively simple: mPDGs of deleted methods are simply

deleted; mPDGs of impacted methods are removed and then re-constructed.
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Algorithm 5: updateMPDG
in : model md, including CHG, ECG and mPDGs

a set of impacted nodes impacted;
a set of deleted nodes deleted

1 foreach method m ∈ deleted ∪ impacted do
2 md.deleteMPDG(m);

3 foreach method m ∈ impacted do
4 md.buildMPDG(m);

Figure 5.7: Algorithm to update mPDGs.

Example

Because update of CHG and of mPDGs are simple, we illustrate only ECG update in this

section.

Figure 5.8a shows a piece of example code. Suppose class A1 is changed to inherit from

class A, as shown in green font at line 6. Figure 5.8b and Figure 5.8c display the ECG before

and after the change, respectively, in which the rectangles represent methods and ellipses

represent call-sites.

As class A1 is changed, the nodes corresponding to all of its old containing methods are

deleted and the nodes corresponding to the callers of its old containing methods are put into

the impacted set, according to lines 3 to 10 of the algorithm shown in Figure 5.5. As a result,

the method node labelled with B.m2(A1) is added into the impacted set at this step.

Next, according to lines 3 to 12 of the algorithm shown in Figure 5.6, the nodes corre-

sponding to all of its new containing methods are added into the graph and impacted set; in

addition, two call-site strings A.m() and A1.m() are constructed and used to search matched

call-site nodes, and additionally the method nodes connected to these call-site nodes are put

into the impacted set. As a result, method nodes labelled with B.m1(A), and A1.m() are

added into the impacted set at this step.

Lastly, code of the three methods contained in the impacted set are re-scanned and the

ECG is updated as shown in Figure 5.8c.
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1 class A {

2 void m() {

3 }

4 }

5

6 class A1 extends A {

7 void m() {

8 }

9 }

10

11 class B {

12 void m1(A a) {

13 a.m();

14 }

15

16 void m2(A1 a) {

17 a.m();

18 }

19 }

(a) Code

(b) ECG before update

(c) ECG after update

Figure 5.8: Example of ECG update.

5.3 Slicing algorithm

Given a node representing an initial change, its intra-procedural impacted set can be easily

located by visiting mPDGs; the di�culty is �nding the inter-procedural impacted set. Be-

cause side e�ects can be propagated only through either output parameters or object states,

we divide this problem into two sub-problems: �nding impacted elements caused (1) by

method call/return; (2) by �elds. To solve the �rst sub-problem, we trace impacted input

and output parameters of methods by following call chains; to solve the second one, we look

up all occurrences of impacted �elds among mPDGs to �nd where they are used as formal

inputs, and continue slicing from there.

We introduce an important data structure called �criterion�. Each time before the slicer

enters a method, a criterion is created, recording the source node, distance, impacted nodes
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within the method, and impacted side e�ects. Speci�cally, it has the following attributes:

• seed: the starting node used to slice a method. Except for the initial seed, it can be the

entry node or a formal-in parameter node of the method; or an actual-out parameter

node of a call-site. In addition, it is used as the identi�cation of a criterion.

• dist: distance measure. It records how far the criterion is away from the original one.

The original one itself is at distance 0. The distance of a new criterion is that of the

current one plus 1.

• Param and Field: sets of impacted formal-out parameters and �elds. The former

is used to trace impacts along call chains while the latter is used to trace impacts

caused by object states. By default, both sets are empty.

• Slice: a set of nodes intra-procedurally sliced. The union of all intra-procedural slices

is the �nal result.

Because the slicing algorithm computes a transitive closure of dependencies, the results

comprise not only directly impacted, but also intermediate and indirectly impacted state-

ments, and thus are generally too big to be of practical value for developers. To produce

manageable results, we o�er three slicing heuristics. The �rst is a distance heuristic. We be-

lieve that directly impacted statements are of more interest for CP and they are closer to the

primary change. This heuristic is widely employed [Acharya and Robinson, 2011, Beszedes

et al., 2007, Gyori et al., 2017, Hattori et al., 2008, Li et al., 2013, Wang et al., 2014, Xia

and Lo, 2017], at the cost of omissions. The second heuristic is the type of dependences

used during slicing. Three options are provided: control dependence only; data dependence

only; or both control and data dependences. This heuristic is also adopted by WALA and

CodeSurfer. The third one is a so-called barrier [Krinke, 2003]: a set of nodes or edges in the

dependence graph. When slicing, no dependences are allowed to visit beyond the barrier. It

is used in interaction mode, where developers can put false positive nodes into the barrier

to save time for inspection. Details can be seen in Chapter 7.
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Algorithm 6: slice
in : model md, including CHG, ECG and mPDGs

seed node n
threshold of distance dist
option of dependence option
a set of false positives barrier

out : a set of graph nodes slice

1 c←− (n, 0, ∅, ∅) /* (seed, dist, Param, Field) */

2 slice←− {}
3 cache←− {}
4 queue.enqueue(c)
5 while queue.isNotEmpty() do
6 c←− queue.dequeue()
7 sliceDown(md, queue, c, dist, option, barrier, slice, cache)
8 if c.Param.isEmpty() then continue;
9 m←− c.seed.method
10 foreach caller ∈ md.getCallers(m) do
11 foreach cs ∈ md.getCallsite(caller, m) do
12 foreach ap ∈ cs.toActualParameters(c.Param) do
13 c←− (ap, c.dist+ 1)
14 queue.enqueue(c)

Figure 5.9: Slice algorithm.

Figure 5.9 shows the slicing algorithm. It accepts as input a model, seed, and three

parameters for the heuristics, and outputs a slice. In the �rst two lines, the initial criterion

and empty �nal result are created. Next is a cache, which is used to avoid visiting the

same seed multiple times during slicing. A queue is used to manage criteria. When a

criterion is dequeued, procedure sliceDown() is invoked to slice direct and indirect callees

(line 7); after the procedure returns, the set of impacted parameters of the current criterion

is checked to see whether it is empty (line 8); if not, at each call-site of the current method,

every impacted formal parameter is mapped to the corresponding actual parameter, from

which a new criterion is built and put into the queue (lines 9�14).

Figure 5.10 shows the recursive procedure sliceDown. It �rst checks the distance attribute

of the criterion: if the value is larger than dist, then no slicing is performed (line 1). This
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Algorithm 7: sliceDown
in : model md, including CHG, ECG and mPDGs; a set of false positives barrier

queue of criteria queue; current criterion cc; threshold of distance dist
option of dependence option; �nal result slice; cached results cache

1 if cc.dist > dist then return

2 if cache.contains(cc.seed) then
3 cc.Param←− cache.cachedResult(cc.seed); return

4 g ←− md.getPdg(cc.seed.method); intraSlice←− cc.Slice; q.enqueue(cc.seed)
5 while q.isNotEmpty() do
6 n←− q.dequeue()
7 if intraSlice.contains(n) ∨ n ∈ barrier then continue

8 intraSlice.add(n)
9 if isCallsite(n) ∧ allowCtrl(option) then
10 Entry ←− getCalleeEntry(md, n)
11 q.enqueue(sliceCallee(md, queue, cc, dist, option, barrier, slice, cache,

n.parent, Entry))
12 else if isActualIn(n) ∧ allowData(option) then
13 Fp←− n.parent.toFormal(n) /* n.parent is the call-site node */

14 q.enqueue(sliceCallee(md, queue, cc, dist, option, barrier, slice, cache,
n.parent, Fp))

15 else if isFormalOut(n) then
16 foreach a ∈ �ndAlias(md, 〈n, n.var〉, {}) do
17 if isField(a) then cc.F ield.add(a)
18 else if isParam(a) then cc.Param.add(a)

19 else q.enqueue(g.nextNeighbors(n, option))

20 slice.add(intraSlice); cache.add(cc.seed, cc.Param)
21 foreach f ∈ cc.F ield do
22 if cache.contains(f.var) then continue

23 cache.add(f.var)
24 foreach n ∈ md.�ndFormalInNode(f.var) do
25 c←− (n, cc.dist+ 1)
26 queue.enqueue(c)

27 Procedure sliceCallee(md, queue, cc, dist, option, barrier, slice, cache, cs, seeds)
28 Ap←− {}
29 foreach n ∈ seeds do
30 c←− (n, cc.dist+ 1)
31 sliceDown(md, queue, c, dist, option, barrier, slice, cache)
32 Ap.add(cs.toActual(c.Param))

33 return Ap

Figure 5.10: Algorithm to slice callees.
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means that methods out of the range are processed as if they were not impacted. Next, it

checks whether the criterion seed has been sliced: if so, the cached impacted outputs are

copied (lines 2�3). This enables the slicer to reuse previous results. If the above two checks

fail, slicing is performed by visiting the mPDG with a queue: starting from the seed, if

the node is visited during slicing or contained in the barrier (line 7), the process continues;

otherwise, di�erent actions are taken according to the node type:

• for call-site nodes (lines 9�11): when control dependences are allowed, the entry

nodes of callees are used as the seeds to slice, by invoking procedure sliceCallee();

the impacted actual-out nodes are put into the queue;

• for actual-in nodes (lines 12�14): when data dependences are allowed, they are han-

dled in a similar way as call-site nodes, except that the seeds correspond to formal-in

nodes rather than entry nodes;

• for formal-out nodes (lines 15�18): their aliases are found by calling findAlias(),

then put into either the impacted �eld or parameter set of the current criterion.

• for others (line 19): their outgoing neighbours are put into the queue according to

the dependence option.

Finally, the intra-procedural slice is added to the global one and the impacted output param-

eter set is cached (line 20); for each impacted �eld, its reference is looked up and the found

nodes are used to create new criteria, which are added into the criteria queue (lines 21�26).

Procedure sliceCallee constructs criteria with seed nodes (line 30); calls sliceDown() to slice

all callees (line 31); maps impacted formal to actual parameters at the call-site (line 32);

and �nally returns these actual parameters (line 33). The algorithm is context-insensitive

in that, whenever a �eld of an object is impacted, it assumes that the methods referring to

that �eld are impacted; thus, calling context is ignored.

Besides slicing, the mPDG can be used to compute aliases, as shown in Figure 5.11.

Unlike other pointer analysis algorithms that �nd aliases in a whole program, ours tackles
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Algorithm 8: �ndAlias
in : model md, including CHG, ECG and mPDGs

a pair of node and variable p = 〈n, v〉
a set of visited pairs visited

out : a set of aliases alias

1 if p.v.type ∈ Primitive then return {p.n}
2 alias←− {}
3 g ←− md.getPdg(p.n.method)
4 queue.add(p)
5 while queue.isNotEmpty() do
6 p←− queue.dequeue()
7 if visited.contains(p) then continue;
8 visited.add(p)
9 foreach n ∈ g.getIncomingNeighbors(p.n, true) /* true:data dependence */

10 do

11 if isFormalIn(n) ∧ n.var = p.v then
12 alias.add(n)

13 else if isStatement(n) then
14 if n.lhs 6= p.v then
15 queue.enqueue(〈n, p.v〉)
16 else

17 queue.enqueue(〈n, n.lhs〉)

18 else if isActualOut(n) then
19 cs←− n.parent
20 Fp←− cs.toFormal(n)
21 foreach fp ∈ Fp do
22 foreach alias a ∈ �ndAlias(md, 〈fp, fp.var〉, visited) do
23 if isField(a) then
24 alias.add(a);

25 else

26 n′ ←− cs.toActual(a)
27 queue.enqueue(〈n′, n′.var〉)

28 return alias

Figure 5.11: Algorithm to �nd aliases.
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the problem locally: given a variable in one method, it determines which input parameters

of that method may be its aliases.

Algorithm findAlias calls itself recursively by traversing the established data dependencies

backwards. It takes as input a model and a pair 〈n, v〉, where n is a node and v is a variable

referred to by n, and outputs a set of formal-in nodes that are potential aliases of v. First,

the type of the given variable is checked: if it is primitive, the node itself is returned (line 1).

Next, predecessors of the current node are retrieved, and di�erent actions are taken according

to their types:

• when the predecessor is a formal-in node (line 12): If the variable referred to by the

predecessor and current variable are equal, the predecessor is added to the result.

• when the predecessor is a statement node (lines 13�17): If current variable is not

equal to the LHS of the predecessor, a pair of the predecessor and current variable is

put into the queue for next visiting; otherwise, a pair of the predecessor and its LHS

variable is put into the queue for next visiting.

• when the predecessor is an actual-out node (lines 18�27): There are 4 steps: (1) the

predecessor is mapped to its corresponding formal-out node in a callee; (2) aliases of

the formal-out parameter are computed in that callee; (3) the aliasing �elds are di-

rectly added into the �nal results; the parameter aliases are mapped back to actual-in

parameters at the call-site; and (4) pairs of the actual-in nodes and their reference

variables are put into the queue for visiting next.

Let us take the code and its mPDG in Figure 5.12 as an example. The shaded rectangles

represent the entry node of a mPDG, labelled with a method name; other rectangles represent

statement nodes. The ellipses stand for parameters and are labelled with a variable name,

of which those on the left side are in-parameters and those on the right side out-parameters.

Solid and dashed lines are control and data dependences respectively. The numbers before

labels are added for the convenience of presentation.

66



int m2(StringBuilder

sb) {

StringBuilder tmp

= sb;

tmp.append(i);

return ++i;

}

Figure 5.12: Example code and its mPDG.

Suppose we want to obtain the may-alias set of variable tmp referred to by node 1. As

shown by bold nodes and edges, starting from 〈1, tmp〉, node 2 is visited. As it has no LHS

variable, 〈2, tmp〉 is enqueued. After 〈2, tmp〉 is dequeued, node 3 is visited. As it is a simple

assignment and its LHS variable is equal to current variable tmp, 〈3, sb〉 is enqueued. Lastly,

we arrive at formal-in node 4 after 〈3, sb〉 is dequeued. Because node 4 is a formal-in node

and the variable referred to by it is the same as the variable in the current tuple, variable

sb is determined to be a potential alias of tmp.

5.4 Limitations

Currently, mPDGs are built without alias knowledge. This is good for incrementally updat-

ing because no global information is involved. However, false negatives may be generated

under certain circumstances. In addition, inter-procedural control dependencies caused by

exceptions are not considered, which also may result in errors [Sinha et al., 2001]. We plan

to incorporate exception handling (such as the method proposed in [Ranganath et al., 2007])

to deal with these issues. Lastly, our approach supports only Java language.

As to model updating, especially for the ECG, we do not try to compute the most precise

impacted set. Any change to any entity may lead to changes in the ECG structure. The

algorithm will be very complex if all situations are handled separately. Therefore, we prefer

algorithm maintainability and understandability over e�ciency. Moreover, we do not think
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e�ciency is impacted too much by our decision because on the one hand, the ECG is not

too large and on the other hand, changes are normally small.

5.5 Summary

The root cause why SDGs are hard to construct and to incrementally maintain is that

the implementation details of methods are propagated all over in the graphs. Instead, our

approach takes knowledge only visible at call-sites to build mPDGs. Because mPDGs are

modularized in this way, the CHG and the ECG are incorporated into our model to provide

global information for inter-procedural slicing.

We provide an updating algorithm. To update the CHG and the ECG, atomic changes to

program entities are identi�ed; then corresponding graphical nodes/edges are added, deleted

or modi�ed, during which an impacted set is generated to include existing nodes having

outgoing edges deleted; �nally entities in the impacted set are re-analyzed to generate new

outgoing edges. To update mPDGs, a simple strategy is applied due to modularization:

those of deleted methods are abandoned; those of impacted methods are removed and then

re-constructed.

In addition, we provide a context-insensitive slicing algorithm. Given a node representing

an initial change, a set of intra-procedural slices are computed by walking mPDGs, with a

series of new slicing criteria generated by tracing method call/return and �eld references;

the �nal result is their combinations. Moreover, the slicing algorithm is equipped with three

heuristics (distance, type of dependences and barrier) to produce manageable results.
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Chapter 6

Simulation Studies

We conduct three studies to evaluate our approach, from our own point of view in the

context of open source projects. We apply the goal de�nition template of Wohlin et al.

[2012] to formulate our goals. The goal of the �rst study was to compare mPDGs with the

SDG approach for the purpose of evaluating (1) the cost and scalability of model construction

and (2) the value of the slicing results. The goal of the second study was to compare mPDGs

with current �ne- and coarse-grained approaches for the purpose of evaluating e�ectiveness

on CP tasks. The goal of the third study was to compare various heuristics of our approach

for the purpose of evaluating e�ectiveness on CP tasks.

All studies were run on commodity hardware under Windows 10 with an Intel Core i7-

7700@3.60GHz CPU and 32GB SDRAM. Libraries and test �les were excluded from analysis

scope.

The rest of this chapter is organized as follows. The �rst three sections are organized

around the three studies, followed by threats to validity in Section 6.4; Section 6.5 summarizes

our �ndings.

6.1 Study 1

In this study, the research questions we sought to answer were as follows:

69



• RQ1: Is our approach cost-e�cient and scalable, compared to the SDG approach?

• RQ2: How di�erent are the slices generated by our approach from those generated

by the SDG approach?

• RQ3: Is incremental maintenance correct and e�cient?

6.1.1 Plan

Subject systems

Seven Java open-source projects were chosen for the study due to their long development

histories and varying sizes. JCommander1 (JCmd) is a command-line parsing framework;

JSON-Schema-Validator2 (JSV) is a JSON schema-validation implementation; Apache Ivy3

is a project dependency manager; Apache Maven4 is a build tool; Apache JMeter5 is a load

and performance testing application; Eclipse JDT Core6 and CDT7 provide infrastructures

for Java and C/C++ integrated development environments, respectively.

Independent and dependent variables

The independent variable was Approach; it has two levels: mPDG and SDG. The current

Java SDG implementations, such as WALA, are written in Java, work with byte code, and

have di�erent assumptions, all of which may cause variations in dependent variables. As

a result, we decided to implement one ourselves, with an Andersen-style points-to analysis

[Andersen, 1994].

To answer RQ1, three dependent variables were used to measure the model building

cost: (1) the number of edges in the model Edges ; (2) the number of nodes in the model

1https://github.com/cbeust/jcommander
2https://github.com/java-json-tools/json-schema-validator
3https://github.com/apache/ant-ivy
4https://github.com/apache/maven
5https://github.com/apache/jmeter
6https://github.com/eclipse/eclipse.jdt.core
7https://github.com/eclipse/cdt
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Nodes ; and (3) model building time BT. Another dependent variable was the total number

of statements for each system Stm, which was chosen as the measure of scalability.

To answer RQ2, we used Size to measure slice size; average precision P and recall R to

measure the slice di�erence, by treating the slices generated by the SDG approach as the

�golden data� (i.e., as though they solely consisted of true positives and there were no false

negatives). Let n be the total number of criteria, ci the ith criterion, Ssdg(ci) and Smpdg(ci)

the slices in terms of ci generated by the SDG approach and our approach, respectively. The

average precision and recall are de�ned as Equation 6.1.

P =
1

n

n∑
i=1

|Ssdg(ci) ∩ Smpdg(ci)|
|Smpdg(ci)|

R =
1

n

n∑
i=1

|Ssdg(ci) ∩ Smpdg(ci)|
|Ssdg(ci)|

(6.1)

To answer RQ3, we use model building time BT and updating time UT.

Procedure

For RQ1 and RQ2, we used the two approaches to construct a slicing model on the same

revision of each subject system. When the construction could not complete within an hour,

we stopped it because we cannot expect that programmers would be willing to wait hours

without seeing any results. Once the model was successfully built, we pseudo-randomly

selected 300 formal parameters as slicing criteria; we took all of them in cases where the

number of formal parameters was less than 300.

For RQ3, we selected two revisions v1 and v2, where v2 was newer than v1; the selection

requirement was that the time span between the two revisions is about one year, to provide

multiple commits in the intervening time span. First, the base model was built directly on v2;

then the evolutionary model was built on v1 and went through a series of updates according

to the changes between two consecutive commits until v2 was reached; after the two models

were obtained, they were compared against each other to determine whether they are equal.
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For updating, the greedy string tiling (GST) algorithm [Wise, 1996] uses a parameter

called the minimum match length. If the length of the matched substring is smaller than

this value, that match is ignored. For body similarity thresholds, we set this value as 10, and

used 7 for classes and methods. These values were used because the range between 7 and

11 has been found to be most robust against changes [Prechlet et al., 2000]. The thresholds

of the content similarity of classes and methods were set to 0.7, which were obtained after

testing on the JCmd project alone.

6.1.2 Results and analysis

RQ1: Is our approach cost-e�cient and scalable, compared to the SDG approach?

Table 6.1 shows the size of objects and the model building costs of the two approaches.

The column SHA contains a unique short reference code to a revision in Git; Stm is the

number of statement nodes (equal in both models); BT stands for model building time, in

seconds; Nodes and Edges are the number of nodes and edges. In the table body, dashes

mean �not applicable�.

SHA Stm
SDG Approach Our Approach

BT Nodes Edges BT Nodes Edges

JCmd f4b4df 1,747 8 8,064 27,250 3 4,747 7,712
JSV c2ad15 2,689 10 9,682 22,902 4 8,192 13,561
Ivy 1f6a2a 9,789 193 45,702 309,389 32 25,944 42,560
Maven 5988d0 23,226 686 159,219 1,443,715 62 65,771 110,251
JMeter 708f98 59,632 2,946 462,915 2,260,598 156 157,445 255,738
JDT 19f326 299,279 - - - 808 821,494 1,502,058
CDT d45�1 592,710 - - - 1,988 1,687,660 2,748,729

Table 6.1: Comparison of scalability and costs of model building.

It can be seen from the table that both approaches required similar costs to build a

model for small objects. However, the cost di�erences became large as size grows. In terms

of building time, SDG construction took around 10 mins. and 50 mins. for Maven and JMeter

respectively; it could not �nish within the time limit for the largest two systems. By contrast,
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our approach was workable in all cases and the building time was roughly proportional to

the size of objects: nearly 60s for 23 thousand statements (Maven), 160s for 60 thousand

(JMeter), 800s for 300 thousand (JDT), and 2,000s for 600 thousand (CDT). Compared to

the time spent on Maven and JMeter, our approach was 10 times and 16 times faster than

the opponent, respectively.

Regarding space, there were about 46 thousand, 160 thousand, and 463 thousand nodes

in the SDGs of Ivy, Maven, and JMeter respectively. On the other hand, there were nearly

26 thousand nodes in the mPDGs of Ivy, about 57% of those in the SDG; for Maven and

JMeter, the ratios decrease to 41% and 34%, respectively. The di�erences in edge counts

were even larger. The SDG of Ivy had nearly 310 thousand edges while the edge number in

mPDGs was 43 thousand, 14% of that in the SDG. Edge number in the SDG of Maven was

nearly 1.5 million and that of JMeter was over 2 million; contrastingly, our approach created

around 110 thousand and 255 thousand edges in the mPDGs, accounting for 8% and 11% of

those in the SDGs. The vast majority of additional vertices and edges have to do with the

inter-procedural propagation of heap variables.

To summarize, our approach is much more cost-e�cient and can scale to much larger

systems within certain time limit, compared to the SDG approach.

RQ2: How di�erent are the slices generated by our approach from those generated by the

SDG approach?

Table 6.2 shows the results of slices of the two approaches. The column Stm is the

number of statement nodes; Criteria the number of slice criteria; Size stands for the average

size of slices, in statement nodes; Ratio is the percentage of the slice size to the number of

statement nodes; and P and R are the average precision and recall.

Slices generated by our approach were larger than those by the SDG approach in general.

On average, the size of SDG slices is between 20% and 30% of the systems; while that of

mPDG slices varied approximately between 45% and 70%. The maximal di�erence occurred

in JCmd where the average slice size of our approach was about 3 times as large as that of
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Stm Criteria
SDG Approach Our Approach

Size Ratio Size Ratio P R

JCmd 1,747 136 407 23.30% 1,275 72.98% 42.58% 95.70%
JSV 2,689 138 715 26.50% 1,146 42.48% 66.42% 95.33%
Ivy 9,789 300 2,151 21.97% 5,669 57.91% 45.96% 92.72%
Maven 23,226 300 4,755 20.47% 10,586 45.58% 58.90% 93.60%
JMeter 59,632 300 15,407 25.84% 36,245 60.78% 53.14% 96.56%

Average 53.40% 94.78%

Table 6.2: Comparison of slices.

the SDG approach; the minimum value (1.6) occurred in JSV; for the rest of the objects,

the value was somewhere between 2.2 and 2.6.

Compared to SDG slices, the average precision of mPDG slices was around 53%, with

the minimal and maximal values at 42.58% and 66.42% respectively. The average recall was

nearly 95%, which means there were 5% of statements in SDG slices not covered by mPDG

slices.

By manually comparing slices, we noted that the majority of omissions were call state-

ments and that the fundamental reason lay in the di�erent ways in which impacts caused

by member variables were tracked between the two approaches. When changes impact the

value of a member variable in a method, the SDG approach will include its call statements

in the slice because they are on the realizable path, while ours will bypass these call-sites

because the impact on the member variable is not visible to them.

Take the code in Figure 6.1 as an example. Suppose line 11 is changed; the SDG slicer

will follow the path starting from the statement i++ to the formal-out parameter this.i of

method m2(), and then to the actual-out parameter this.i of the call-site a=m2(sb). The

propagation path is shown in bold in Figure 6.1b. Therefore, the SDG slice will include the

call statement at line 5. However, this statement will not be included in the mPDG slice

because the change is invisible at the call-site. The propagation path is shown in bold in

Figure 6.1a.
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1 class A{

2 int i;

3

4 void m1(StringBuilder sb) {

5 boolean a = m2(sb);

6 }

7 }

8 void m2(StringBuilder sb) {

9 StringBuilder tmp = sb;

10 tmp.append(i);

11 i++;

12 return true;

13 }

14 }

(a) mPDGs. (b) SDG.

Figure 6.1: Example code and propagation path in mPDG and SDG.

We wrote a program to analyze omitted call statements. Formally, a call statement s is

said to be expectedly omitted if the following conditions are satis�ed:

• s ∈ Slicesdg \Slicempdg, where Slicesdg and Slicempdg are slices generated by the SDG

approach and our approach, respectively. This says that the statement is omitted by

our approach.

• ∀c ∈ C ∧ c.seed ∈ m ∧ m ∈ Callee(s) : |c.Param| = 0, where C is the set of criteria.

This says that the callees of s have no impacted formal-out parameters with respect

to all criteria.

Table 6.3 shows the analysis results. The column Omitted contains the total count of

omitted statements in all slices; Unexpected, the total count of omitted statements that are
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not expected; Slice, the number of slices that have unexpectedly omitted lines; and Avg, the

average count of unexpectedly omitted lines in each slice. It can be seen that the numbers of

unexpectedly missed lines per slice were tiny compared to the average SDG slice sizes (e.g.,

13 versus 15,407 for JMeter).

Omitted Unexpected Slice Avg

JCmd 256 0 0 0
JSV 339 0 0 0
Ivy 552 2 2 1
Maven 1111 12 7 2
JMeter 4546 321 25 13

Table 6.3: Results of unexpectedly omitted line analysis.

To summarize, on average approximately 95% of statements contained in the slices pro-

duced by the SDG approach also appear in those by ours and the majority of statement

omissions are caused by the di�erent ways in which impacts of �elds are dealt with; however,

the average size of mPDG slices is about twice as large as that of the SDG slices, due to

context-insensitivity. Whether the expected statement omissions matter in CP is discussed

in Section 6.2.2.

RQ3: Is incremental maintenance correct and e�cient?

The components in the base and evolutionary models were compared by nodes and edges.

But we did not compare the mPDGs because they were totally rebuilt once the corresponding

methods were changed in our algorithm. We found that there were the same sets of nodes

and edges in CHGs and ECGs.

Table 6.4 shows the updating results. The columns SHA1 and SHA2 contain a unique

short reference code to the start and end revisions; Total stands for the total number of

commits between the two revisions; Code contains the number of commits having source

code �les; BT is initial building time and AUT is the average updating time (relative to the

column Code), in seconds; Save is the percentage of time saved by updating compared to

initial building time. Table 6.5 shows the breakdowns, in which the columns 25%, 50%, 75%
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SHA1 SHA2 Total Code BT AUT Save

JCmd c33282 f4b4df 251 115 2.8 4.0 -42.9%
JSV 4a1241 728b3d 1248 858 4.3 0.7 83.7%
Ivy 1f6a2a f91902 685 455 29.0 8.0 72.4%
Maven a14e0a b4874e 913 569 51.0 4.3 91.6%
JMeter a0932e 3985b3 859 530 138.8 2.0 98.6%
JDT 7�9b5 19f326 1185 904 746.7 23.4 96.9%
CDT f3�64 d45�1 888 711 1925.2 11.3 99.4%

Table 6.4: Model updating performance.

Percentile

25% Save 50% Save 75% Save 100% Save

JCmd 3.9 -39.3% 4.5 -60.7% 5.0 -78.6% 6.5 -132.1%
JSV 0.2 95.3% 0.4 90.7% 0.7 83.7% 10.7 -148.8%
Ivy 1.3 95.5% 4.3 85.2% 12.5 56.9% 93.4 -222.1%
Maven 1.1 97.8% 2.7 94.7% 5.8 88.6% 31.8 37.6%
JMeter 0.6 99.6% 1.4 99.0% 2.5 98.2% 16.7 88.0%
JDT 4.6 99.4% 10.4 98.6% 29.7 96.0% 729.1 2.4%
CDT 1.8 99.9% 4.5 99.8% 11.0 99.4% 285.7 85.2%

Table 6.5: Model updating performance breakdowns.

and 100% contain updating time at these percentiles; Save is the percentage of time saved

by updating compared to initial building time.

From the tables, it can be seen that the updating time was larger than exhaustive model

building time for the tiny subject (JCmd). The reason is that the changes are easily made

across the whole projects due to the tiny number of source �les, which means the updating

algorithm in fact needs to handle two projects. However, the advantage of updating becomes

obvious with increasing size. For the largest three objects (JMeter, JDT, and CDT), the

updating took 2s, 23s, and 11s, respectively, saving over 96% of time on average. This was

true for 75% of their commits.

In the worst case, the saving was over 85% for JMeter and CDT but tiny (2.4%) for JDT.

We manually checked the commit causing the worst performance. In JDT, 503 �les were

involved in the commit (SHA is 2f9705) while in CDT, 150 source �les were touched by the
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commit (SHA is fc07efa).

To summarize, updating is correct; although expensive for tiny systems, it is able to save

on average over 96% of time compared to building the mPDG model from scratch for large

systems under the majority of cases.

6.1.3 Study summary

Compared to the opponent, our model is much more space- and time-e�cient to construct;

able to scale to much larger systems within certain time limit. Although the initial building

time can still be long, the cost is amortized by the subsequent updates. Its slices include a

majority of statements contained in those generated by the opponent; however, the average

size doubles.

6.2 Study 2

The research question we sought to answer was:

• RQ4: Is there improvement in the e�ectiveness of CP, compared to traditional static

approaches?

6.2.1 Plan

Subject systems

The same subject systems were used in the study as in the �rst study. For each one, two

revisions were chosen: start was the earliest and end was the latest, among which commits

between two consecutive revisions were mined as input for CP.

However, not all commits were used in the evaluation. Changes made for multiple tasks

may be committed together, in practice (so-called tangled commits [Herzig and Zeller, 2013]).

In order to increase the likelihood that the given commit actually represents the correct an-
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swer of a single code change task, we �ltered commits based on four cases: (1) commits

without code changes were abandoned; (2) merge commits were �ltered out because they

usually contained changes to ful�ll multiple requests; (3) refactoring commits were discarded

(terms in the commit messages were used to determine refactoring commits [Mockus and

Votta, 2000]; furthermore, if the change data indicated that there were renamed entities, the

corresponding commits were discarded � although these commits may contain substantial

changes, we could not distinguish them from the changes caused by renaming at the state-

ment level, so we had to discard them as a whole); and (4) commits that were too small or

large were discarded (for example, we abandoned those involving only one method because

at least two were required for the evaluation; also we abandoned those containing a large

number of changed methods � we used 9 as the threshold � because this may indicate

tangled commits).

Table 6.6 shows the objects and identi�cations of their start and end revisions. The last

two columns display the total and �nal number of commits after �ltering.

Start SHA End SHA Total Used

JCmd c33282 f4b4df 251 17
JSV 4a1241 728b3d 1248 137
Ivy 1f6a2a f91902 685 162
Maven a14e0a b4874e 913 126
JMeter a0932e 3985b3 859 97
JDT 7�9b5 19f326 1185 275
CDT f3�64 d45�2 888 142

Total 956

Table 6.6: Subject systems and details of commits.

For each commit, we mined method changes by program di�erentiation introduced in

Section 5.2.1. We also mined statement level changes for slicing by comparing text similarity

between statements in the revisions before and after a change. For two statements so and

sn in the matched methods, we said so and sn were unchanged if their similarity was 1;

updated if the value was larger than 0.4; so was deleted if there was no similar statement in
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the new revision (i.e., no similarity was larger than 0.4); sn was added if there was no similar

statement in the old revision.

Independent and dependent variables

One independent variable, Approach, was the static approach used, which has three levels:

�ne-grained context-sensitive, �ne-grained context-insensitive, and coarse-grained. We chose

SDG-based forward slicing as the representation of �ne-grained context-sensitive approach

because it is the most common means for slicing [Xu et al., 2005]; mPDG as the represen-

tation of �ne-grained context-insensitive approach. We also implemented a coarse-grained

context-insensitive approach, of which the model, called Impact Graph (IG), is a directed

graph g = {N,E}, where

• N is a set of nodes corresponding to method; and

• E is a set of edges. There is an edge from one node n1 to another n2 if any of the

following conditions is satis�ed: (1) n1 calls n2; (2) n1 returns a value to n2; (3) n1

modi�es a �eld that n2 uses.

It can be seen from the above that the IG encodes not only call relations but a value

propagation mechanism. The impact sets are obtained by walking the graph.

Another independent variable was Distance. We implemented this heuristic within our

SDG and IG realizations, by following the same strategy: the distance threshold of the seed

is 0; when method m2 is accessed from m1, distancem2 = distancem1 + 1. Three levels (1, 2,

and 6 ) were considered in the study.

There were three dependent variables: average precision P, recall R, and F -score F.

Because these three approaches produced results at di�erent granularities, for the purpose

of comparison we lifted slicing results to the method level: a method was included in the

�nal results if any of its statements existed in the associated slices. Let Changed be the set

of methods modi�ed in a commit c; let seed be the initially changed method; let Target =

80



Changed \ {seed} be the set of methods in Changed excluding seed ; and let Predicted be the

set of methods that are generated by an approach during prediction. The measures for c are

de�ned as follows.

P (c) =
|Predicted ∩ Target |

|Predicted |
;

R(c) =
|Predicted ∩ Target |

|Target |
;

F (c) = 2 ∗ P (c) ∗R(c)
P (c) +R(c)

.

(6.2)

Their average values are de�ned as follows, where n is the total number of commits,

reported in the last column of Table 6.6.

P =

∑n
i=1 P (ci)

n
;

R =

∑n
i=1R(ci)

n
;

F =

∑n
i=1 F (ci)

n
.

(6.3)

Procedure

For each commit ci, its previous revision ri−1 and current revision ri, a model was built on

ri−1; changed entities were inferred from ci; then the iterative process described by Hassan

and Holt [2004], as shown in Figure 1.2, was simulated:

(1) one changed method was selected;

(2) the method itself was used as the seed (for IG) or changed statements within that

method were used as the seeds (for SDG and mPDGs);

(3) a method-level impacted set was computed by an approach;

(4) if any targets existed in the returned set, we assumed programmers could always

correctly �nd them after inspecting the whole set; if no target was included and there
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were methods never being used before, one of them would be chosen automatically to

act as a recommendation from a �guru�;

(5) if there were still methods left unused, the process returned to step 2 with the individ-

ual methods identi�ed in step 4 as the input; otherwise, the whole process stopped.

Because all approaches utilized directed graphs as a basis, the sequence in which methods

were modi�ed was important; however, such knowledge did not exist in the repositories. Our

solution was to try all possible sequences, and took the sequence that generated the best

F -score.

6.2.2 Results and analysis

RQ4: Is there improvement in the e�ectiveness of CP, compared to the traditional static

approaches?

Table 6.7 shows the results of three approaches. The column P, R, and F stand for

the average precision, recall, and F -score respectively. In the table body, dashes mean �not

applicable� and numbers in bold represent the largest F -score in each row (more than one

F -score is shown in boldface when the maximum is not unique).

For all the approaches, the general trend is that the average precision decreased while the

average recall increased when the distance threshold was increased and the largest F -scores

were usually achieved when the distance threshold was 2.

The SDG approach often had the best precision and IG often had the best recall. Their F -

scores varied from project to project: for example, the SDG approach was superior (relative

to IG) for Ivy and Maven but inferior for JSV and JMeter.

Compared to the SDG approach, ours always had better recall. The value was improved

by over 10% in 9 out of 15 cases. The greatest improvements were 30% and 20% for JSV and

JMeter when the distance threshold was 6. Note that the fact that recall is always better

also shows that the expected statement omissions found in Section 6.1.2 do not cause false
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negatives in practice. On the other hand, the precision loss was not as large as expected

(50%) due to the distance heuristic. The maximal loss was 19% for JSV when the distance

threshold was 6. There were even some cases in which precision was equal to or slightly

better than that of the SDG approach, such as those for Ivy and JMeter when the distance

threshold was 1.

Compared to the IG approach, ours always had better precision. The value was improved

by more than 20% in 12 out of 21 cases. Particularly, the improvement was around 30% for

the largest three objects when the distance threshold was small. However, the recall was

reduced in all cases, with the maximal loss at about 30% for Ivy and JMeter when distance

Distance
mPDG SDG IG

P R F P R F P R F

JCmd
1 0.74 0.55 0.44 0.80 0.38 0.27 0.45 0.67 0.26
2 0.64 0.68 0.43 0.68 0.50 0.32 0.38 0.78 0.28
6 0.54 0.71 0.36 0.52 0.65 0.31 0.33 0.87 0.31

JSV
1 0.76 0.42 0.32 0.89 0.20 0.17 0.62 0.53 0.32

2 0.66 0.55 0.36 0.80 0.29 0.21 0.40 0.79 0.36

6 0.53 0.67 0.38 0.72 0.37 0.22 0.30 0.87 0.36

Ivy
1 0.79 0.34 0.28 0.76 0.31 0.25 0.57 0.43 0.23
2 0.65 0.47 0.33 0.61 0.46 0.29 0.27 0.78 0.25
6 0.37 0.72 0.29 0.48 0.58 0.27 0.17 0.92 0.22

Maven
1 0.76 0.44 0.34 0.79 0.36 0.30 0.61 0.47 0.26
2 0.65 0.54 0.38 0.70 0.46 0.33 0.41 0.70 0.27
6 0.44 0.74 0.35 0.55 0.58 0.31 0.32 0.81 0.27

JMeter
1 0.83 0.34 0.28 0.83 0.26 0.19 0.58 0.51 0.28

2 0.70 0.44 0.31 0.75 0.31 0.22 0.36 0.75 0.29
6 0.50 0.62 0.29 0.61 0.42 0.21 0.24 0.86 0.27

JDT
1 0.67 0.41 0.22 - - - 0.35 0.62 0.13
2 0.44 0.62 0.23 - - - 0.12 0.89 0.11
6 0.18 0.89 0.17 - - - 0.09 0.94 0.10

CDT
1 0.70 0.40 0.25 - - - 0.53 0.45 0.18
2 0.60 0.49 0.27 - - - 0.29 0.73 0.18
6 0.34 0.76 0.23 - - - 0.15 0.88 0.17

Table 6.7: E�ectiveness of three approaches.
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threshold was 2.

Our approach was able to achieve balanced precision and recall because it combines the

advantages of its competitors. Working at the statement level enabled it to �lter many

unrelated entities so that a certain level of precision was preserved; whereas looking up

references enabled it to overcome the shortcomings imposed by realizable paths so that a

certain level of recall was maintained. Therefore, it is not surprising to see that our approach

had the best F -score in all cases.

To summarize, our approach achieves a balance between precision and recall with the use

of the distance heuristic, leading to it consistently having the highest F -score.

6.3 Study 3

The research questions we sought to answer were as follows:

• RQ5: How do dependence heuristics a�ect the e�ectiveness?

• RQ6: How do outdated models a�ect the e�ectiveness?

• RQ7: What is the recall of all approaches, when the distance is set to unlimited?

6.3.1 Plan

Independent and dependent variables

To answer RQ5, the dependence option Option was used as an independent variable; to

answer RQ6, the model state State was an independent variable; in addition, Distance was

used as an independent variable for both questions. The average F -score was a dependent

variable, for which the computation of Equation 6.3 was used. We also recorded how many

times the F -scores increased Inc and decreased Dec.

To answer RQ7, the static approach used (Approach) was used as an independent variable,

which has three levels: SDG, mPDG, and IG. The average recall was a dependent variable,
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Distance
Both Data Control

F F Inc Dec F Inc Dec

JCmd
1 0.44 0.50 6 0 0.22 2 6
2 0.43 0.52 6 1 0.24 2 8
6 0.36 0.42 6 1 0.23 5 7

JSV
1 0.32 0.32 25 13 0.18 10 50
2 0.36 0.36 36 17 0.19 11 64
6 0.38 0.37 46 20 0.17 16 77

Ivy
1 0.28 0.27 31 20 0.16 11 60
2 0.33 0.31 45 31 0.19 23 75
6 0.29 0.31 70 39 0.19 41 86

Maven
1 0.34 0.34 25 9 0.21 16 49
2 0.38 0.38 31 15 0.23 18 62
6 0.35 0.37 43 20 0.23 29 68

JMeter
1 0.28 0.23 18 15 0.20 10 23
2 0.31 0.25 21 23 0.22 12 35
6 0.29 0.27 25 25 0.22 17 39

JDT
1 0.22 0.23 65 32 0.15 46 94
2 0.23 0.25 105 54 0.16 64 124
6 0.17 0.21 130 60 0.13 99 124

CDT
1 0.25 0.27 38 13 0.17 22 43
2 0.27 0.29 47 16 0.18 29 55
6 0.23 0.26 59 33 0.16 33 75

Table 6.8: Results of di�erent dependence options.

for which the computation of Equation 6.3 was used.

Subject systems and procedure

The same subject systems, commits, and procedure were used as in the second study. The

only di�erence in the procedure was that to answer RQ6 we just built one model on the start

revision if State was outdated.

6.3.2 Results and analysis

RQ5: How do dependence heuristics a�ect the e�ectiveness?
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Table 6.8 shows the results of di�erent dependence options. The columns Both, Data, and

Control stand for both-kinds of dependence (the base), data-dependence only, and control-

dependence only, respectively; F contains the average F -score; Inc and Dec represent how

many times F -scores increase and decrease respectively under the speci�c option, compared

to the corresponding base F -scores.

With the control-dependence only option, on average the number of commits for which

average F -score decreased was roughly 3 times more than that for which the average F -score

increased. The largest di�erence reached 5 times for JSV when the distance threshold was

2 and for Ivy when the distance threshold was 1. The main reason was that this option

basically made our approach reduce to one based on the call graph. Compared to the base,

the average F -score decreased by, in the majority of cases, over 30%.

In contrast, there were, in general, more commits for which the F -score increased, with

exceptions for JMeter when the distance threshold was 2 or 6. This was caused by the

improvement in precision when large predicate statements were sliced. Compared to the

base, the average F -score increased in 11 cases, decreased in 6 cases and remained unchanged

in the rest. The �uctuation was small in most cases, ranging from -2% to 2%.

To summarize, both data- and control-dependences contribute to e�ectiveness, but the

former plays a more important role.

RQ6: How do outdated models a�ect the e�ectiveness?

Table 6.9 shows the results obtained from updated models (the base) and outdated mod-

els. The F contains the average F -score; Inc and Dec represent how many times F -scores

increase and decrease respectively when models are outdated, compared to the corresponding

base F -scores. Note that only the largest three objects were listed in the table because it is

unnecessary to incrementally update small systems.

The average F -score decreases greatly compared to the base. For JMeter, the decrease

reached around 50% and for the others was approximately 70%. The numbers of commits for

which F -score decreased were between 1.6 times and 2.2 times for JMeter, between 3.2 times
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Distance
threshold

Updated Outdated

F F Inc Dec

JMeter
1 0.28 0.12 16 35
2 0.31 0.14 17 42
6 0.29 0.15 23 43

JDT
1 0.22 0.06 31 138
2 0.23 0.06 43 162
6 0.17 0.05 51 154

CDT
1 0.25 0.07 6 69
2 0.27 0.07 7 81
6 0.23 0.07 16 92

Table 6.9: Comparison of performances of updated and outdated models.

and 4.5 times for JDT, and between 5.8 times and 11 times for CDT, more than the number

of commits for which F -score increased. The loss primarily comes from the situations in

which entities or their relations could not be found in the outdated model. For example, an

entity could not be found if it or its enclosing entity was renamed after the model was built;

or if it was added after the model was built; or if the dependence between it and the seed

was established/modi�ed after the model was built.

To summarize, e�ectiveness is greatly degraded if the underlying model is not updated.

RQ7: What is the recall of all approaches, when the distance is set unlimited?

Table 6.10 shows the recall of all approaches when the distance is unlimited. The recall

of IG mPDGs vary less: the former is more than 90% for all projects where the latter is

between around 75% and 85%; however, the recall of SDG �uctuates from 37% to 65%.

mPDG Recall SDG Recall IG Recall

JCmd 0.78 0.65 0.95
JSV 0.72 0.37 0.93
Ivy 0.85 0.61 0.97
Maven 0.80 0.62 0.91
JMeter 0.75 0.47 0.94

Table 6.10: Recall of three approaches when the distance is unlimited
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To summarize, IG has the highest recall, followed by mPDG; the recall of SDG is the

lowest.

6.4 Threats to validity

The main internal threat to the validity of our results is the bias towards other approaches,

especially the SDG approach; we had to implement the competing approaches ourselves, due

to the lack of comparable open-source implementations. Note that we applied optimization

techniques proposed by Forgács and Gyimóthy [1997] in the SDG construction algorithm to

maximize its opportunity to excel. Kashima et al. [2015] reported that the probability of

completing SDG construction within one hour was low for programs exceeding a certain size

(70,000 instructions); Anderson et al. [2003] reported SDG sizes, in terms of node and edge

counts, in the same order of magnitude as our results for systems with similar size. All of

these indicate that the impact of any such bias was minimal.

Another threat to internal validity relates to the data used in our empirical study. We

mined the data from version control systems of the projects under study. However, there are

considerable numbers of commits in which not all entities are related to a single task [Herzig

and Zeller, 2013]; meanwhile we cannot ensure that commits include all changed entities to

ful�ll a change request. To mitigate this threat, we abandoned large commits and combined

those with the same issue ID found in the associated commit messages.

The main external threat to the validity of our study is the selection of projects. The

seven systems that we selected do not necessarily represent typical examples in the real

world. To address this threat, we chose objects with varying sizes and domains. Although

some of them have never been previously used in research, they are real, non-trivial software

systems, considering their long, active development history and popularity.
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6.5 Summary

Three studies were conducted to evaluate the costs, scalability, correctness, and e�ectiveness

of our approach with its opponents.

Compared to the SDG, our model is much more space- and time-e�cient, with better

scalability: the numbers of nodes and edges are on average 55% and 24% of those in the SDG;

the model construction time is more than 10 times faster for medium systems; furthermore,

it can be built for large code bases where an SDG cannot in a relatively short time (about

half an hour for roughly 600 thousand statements). The slices generated by our approach

on average include almost 95% of statements contained in the slices generated by the SDG

approach, with the majority of statement omissions caused by the di�erent ways in which

member variables are handled; however, the average size doubles.

By investigating nearly 1000 commits mined from their repositories, we found that our

approach achieves a balance between precision and recall for CP with the use of the distance

heuristic, leading to it consistently having the highest F -score, compared to state-of-the-art

�ne- and coarse-grained approaches.

Lastly, we found that both data- and control-dependences contribute to e�ectiveness, but

the former plays a more important role; e�ectiveness is degraded if the underlying model is

not updated.
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Chapter 7

Proof-of-Concept Prototype Tool

In the previous chapter, we demonstrated that compared to existing academic approaches,

ours can obtain balanced precision and recall � thus the best F-measure � regardless

of the size of projects. However, programmers get used to IDEs to do CP [de la Vara

et al., 2016, Jiang et al., 2017, Wetzlmaier and Ramler, 2015] in practice; more importantly,

full automation of CP simply ignores that CP is a mentally-intensive activity, in which

programmers need to narrow down the scope when facing a large set of potential targets.

To overcome the drawbacks, a proof of concept prototype, called ModCP, was developed in

C#.

The rest of this chapter is organized as follows. Section 7.1 introduces the user interface

(UI) of ModCP. Section 7.2 presents the work�ow to inspect code and a simple example to

illustrate the work�ow. Section 7.3 summarizes the chapter.

7.1 UI

The main UI has three parts, as shown in Figure 7.1: the left one is a tree view of source

code �les; the middle one contains a set of tabbed text editors, each for an opened �le; the

right one is a graphic view.

When a project is imported, its model is built in the background. The model is updated
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each time that changed �les are saved. Once users want to know the impacts of changes, they

can choose a statement as the seed and order the tool to do the analysis. Before the action

is performed, a dialogue box, shown in Figure 7.2, pops up in which users can select changed

variables and set up values for dependence and distance heuristics. By default, both data and

control dependences are selected and the distance is set to 1. The reason that users are asked

to choose changed variables is that our approach is unable to infer changes at the expression

level. For example, when users change one parameter at a call-site with multiple actual

parameters, our approach will determine that the call statement is changed and therefore all

parameters will be used as seeds, which will introduce false positives. Although this issue

can be solved by comparing abstract syntax trees, we choose to leave the job to users because

it does not add too much burden to them and does not directly bear on the thesis of this

dissertation.

The analysis result is presented to users as a series of graphs.1 In the graphic view of the

main UI, a coarse level graph is displayed: nodes represent methods, of which the one in red is

the method containing the seed statement, those with red outline are impacted methods, and

those in grey are callers; red and grey edges represent impact and call relations respectively.

Because our approach is context-insensitive, the presence of callers and call edges can provide

context to understand impact mechanism. For example, if there is an impact edge but no call

edge between two methods, the impact is caused by object states; if there are an impact and

a call edge between two methods and the two edges point to di�erent directions, the impact

is caused by the return value; if there are an impact and a call edge between two methods

and the two edges have the same direction, the impact is caused by input parameters or

control dependence.

In addition to the coarse-level graph, users are also provided mPDGs, each for an im-

pacted method, as shown in Figure 7.3. The source code is displayed on the left and the

corresponding mPDG is depicted on the right, in which the grey rectangle stands for the

1Microsoft Automatic Graph Layout (MSAGL) is used for graph display, manipulation and layout
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Figure 7.1: Main UI of ModCP.

Figure 7.2: Dialogue to set heuristics.
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header; rectangles labelled with true and false represent regions; other rectangles are state-

ment nodes; ovals stand for input and output parameters; red and black edges are data-

and control-dependences respectively; the node in red represents the �rst impacted node in

the method. Note that the �ne-grained graphs presented to users are not full mPDGs; only

impacted nodes and related edges are displayed.

Figure 7.3: mPDG of the impacted method.

7.2 Work�ow

The work�ow is depicted in Figure 7.4, in which the two grey rectangles stand for automatic

activities and the rest are human activities; labels on edges represent parameters for the

slicing algorithm.

First of all, users pick a seed statement and set up values for the dependence and dis-

tance heuristics. After receiving the parameters, ModCP performs slicing and generates the

coarse graph based on the slice. At this moment, users can choose any impacted method

to view its code and mPDG. Depending on their expertise and understanding, users may

93



Figure 7.4: mPDG of the impacted method.

�nd false positive nodes and can mark them as non-impacted. Another operation that users

can perform is distance adjustment. For example, when users have inspected all impacted

methods within a speci�c distance and still cannot �nd the targets, they can choose to in-

crease the distance; when users �nd that there are too many impacted methods, believing

that some false positives were included, they can choose to decrease the distance. No matter

what operations users do, adjusting the distance or marking false positive nodes, the coarse

graph will be updated in real time by re-slicing with the new parameters. The whole process

terminates when users either �nd all targets or decide that no targets exist.

7.2.1 Example

Take the code shown in Figure 7.5 as an example. Suppose a university is developing a

program that can calculate marks and grade points of courses. The raw data of a course

are saved in a �le, in which each line contains the mark of a student. If students drop the

course, their mark parts are empty.

This program contains a bug. When the course �les are parsed, students who dropped

out are given 0 points (as shown at line 6 in Mark()) so that it is not possible to distinguish

them from those who really earned 0 points in exams. In noticing the bug, a developer starts

to �x it. She changes the statement number=0 to number=-1. After the bug is �xed, she

wants to know where secondary changes are required.
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1 class Mark{
2 double number;
3
4 Mark(String str){
5 if(str .isEmpty())
6 − number = 0;
7 + number = −1;
8 else

9 number = Double.valueOf(str);
10 }
11
12 double number(){
13 return number;
14 }
15
16 double gradePoint(){
17 if(number>85)
18 return 4.0;
19 else

20 return 3.0;
21 }
22
23 static void main(String[] args){
24 Mark[] marks = new Mark[50];
25 Bu�eredReader br =

�leReader(args[0]) ;
26 String line = br.readLine();
27 int i = 0;
28 while(line!=null){
29 Mark mark = new Mark(line);
30 marks[i] = mark;
31 i++;
32 line = br.readLine();
33 }
34
35 Course c = new Course(marks);
36 double avg = c.averageGradePoint();
37 System.out.println(avg);
38 avg = c.averageMark();
39 System.out.println(avg);
40 }
41 }

42 class Course{
43 Mark[] marks;
44
45 Course(Mark[] marks){
46 this.marks = marks;
47 }
48
49 double sumOfGradePoint(){
50 double gsum = 0;
51 for(Mark m : marks)
52 {
53 double g = m.gradePoint();
54 gsum += g;
55 }
56 return gsum;
57 }
58
59 double sumOfMark(){
60 double msum = 0;
61 for(Mark m : marks)
62 {
63 double n = m.number();
64 msum += n;
65 }
66 return msum;
67 }
68
69 double averageMark(){
70 double sum = sumOfMark();
71 int size = marks.length;
72 double res = sum/size;
73 return res;
74 }
75
76 double averageGradePoint(){
77 double sum = sumOfGradePoint();
78 int size = marks.length;
79 double res = sum/size;
80 return res;
81 }
82 }

Figure 7.5: Example code.
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(a) False positive is marked.

(b) False positive is not marked.

Figure 7.6: The coarse graph with distance being 2.
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In her case, she chooses the statement at line 7 as the seed. In the dialogue (see Fig-

ure 7.2), she selects the instance variable Mark.number as the changed variable and sets up

values for dependence and distance heuristics. Suppose that the default values are accepted;

then the coarse graph is displayed in the main UI as shown in Figure 7.1. There are two

methods impacted by the change. All nodes in method Mark.number() are deemed as true

positives. However, when method Mark.gradePoint() is inspected (see Figure 7.3), she

�nds that the value of variable Mark.number changed from 0 to -1 does not impact the if

statement at line 17, so she marks it as non-impacted. After careful inspection, she increases

the distance by 1. The coarse graph is updated (see Figure 7.6a), in which only method

Course.sumOfMark() is added. After inspecting that method, she �nally decides that the

statement at line 64 requires a change because the computation of sum is impacted by the

value change of Mark.number.

For comparison, the coarse graph without false positives being marked is also given in

Figure 7.6b. The two graphs di�er in that the method Mark.gradePoint() and its caller

Course.sumOfGradePoint() are not displayed when the false positive is properly marked.

This is because all nodes in method Mark.gradePoint() that directly or indirectly depend

on the if statement, including the return node, are excluded from the slice and so its caller

is excluded as well.

7.3 Summary

This chapter introduces the main user interfaces and features of our proof-of-concept proto-

type tool. Furthermore, an interactive work�ow to perform CP by using the tool is described

and is illustrated by an example. In the future, we plan to implement it as a plug-in to IDEs

to easily integrate our approach into daily development, and to provide more functionalities

to ease its use, such as saving the model for later use and providing detailed information to

explain why methods may be impacted.
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Chapter 8

Human-Subjects Experiment

We present a controlled experiment with human participants to evaluate the e�ects of ModCP

on CP activities, which was approved by the Conjoint Faculties Research Ethics Board

(CFREB) at the University of Calgary, under Ethics ID REB18-0239.

We again use the goal de�nition template of Wohlin et al. [2012] to formulate our goal.

The goal of our experiment was to compare ModCP with a standard IDE for the purpose of

evaluating their relative e�ectiveness and e�ciency on CP tasks, in the context of software

developers new to the project.

The rest of this chapter is organized as follows. Section 8.1 details our experimental plan;

Section 8.2 introduces our observations and participants' feedback; the results and related

analysis are presented in Section 8.3, followed by threats to the validity in Section 8.4;

Section 8.5 summarizes our �ndings.

8.1 Plan

The research questions we sought to answer were as follows.

• RQ8: Can the use of ModCP improve the e�ciency of performing CP for program-

mers new to the project under development, compared to the use of a standard IDE?
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• RQ9: Can the use of ModCP improve the e�ectiveness of performing CP for pro-

grammers new to the project under development, compared to the use of a standard

IDE?

The null and alternative hypotheses with respect to the research questions were:

• H80: There is no di�erence in e�ciency of performing CP by using either ModCP and

IDEs.

• H81: ModCP improves e�ciency of performing CP compared to a standard IDE.

• H90: There is no di�erence in e�ectiveness of performing CP by using either ModCP

and IDEs.

• H91: ModCP improves e�ectiveness of performing CP compared to a standard IDE.

8.1.1 Subject system and tasks

A Java project called Vending Machine Simulator was chosen. It was previously developed

by our lab to teach software engineering principles to undergraduate students. It contains

58 Java source �les and around 4.6 kLOC of code (counted by LocMetrics), excluding the

source code in its test suite. This project was chosen for the following reasons.

• It has a well-designed architecture. The project is mainly used to teach students how

to design software. Multiple design patterns are utilized so that the components are

loosely coupled and the project is easy to extend.

• It has a suitable size. Although industry projects are far larger, each programmer is

only responsible for a small part. We think 4.6 kLOC of code reasonably approximates

such a small part.

• It is well-documented. There exist self-explained variables and detailed in-code doc-

umentation, which we think are critical to program understanding, especially for

programmers who are unfamiliar with systems.

99



• It is simple. Except the standard Java library, no other libraries are used; therefore,

no extra knowledge is required for Java programmers.

Two arti�cial tasks were created, whose characteristics are shown in Table 8.1. The

column Change Request describes a change request; Added and Deleted contain the number

of added and deleted lines respectively in the initial change; Target contains the number of

methods that need further change due to the initial change. The detailed description of the

tasks can be found in Appendix A.

Change Request
Initial Change

Target
Added Deleted

Task 1 Currently, storage bin is a �xed component.
Now, it is required that the storage bin be
attached only when the capacity of coin racks
is less than 20.

6 2 2

Task 2 Currently, racks remain empty when prod-
ucts are sold out. Now, it is required that the
empty racks can be re�lled with any prod-
ucts.

9 0 1

Table 8.1: The characteristics of tasks.

For Task 1, 6 statements are added and 2 deleted. The main change is that an if state-

ment is introduced to surround several object creation statements, for which the original

assumption is broken that the related objects are not null in all executions. As a result, two

more methods require secondary changes to deal with the possible null pointers.

For Task 2, 9 statements are added. The change may modify the mapping between racks

and products under some circumstances, which causes a violation to the requirement that

the product recorded in the sales log must be the same as the product sold to customers. As

a result, another method needs to be modi�ed to handle the issue.

Note that the two tasks reside in di�erent subsystems and there are no dependences

between their code.

100



8.1.2 Participants

The participant recruitment criteria were: (1) they should have general knowledge of Java;

(2) they should know how to use Eclipse to search code; (3) they should not know imple-

mentation details of the subject system.

The subjects were convenience sampled. Six graduate students from the Department of

Computer Science were recruited, whose characteristics are summarized in Table 8.2. The

columns Professional and Java contains the industrial- and Java-development experience,

in years; Eclipse indicates how often the participants use the Eclipse IDE.

Professional Java Eclipse

P1 1 4 Daily use
P2 5 7 Daily use
P3 10 5 Active use
P4 2 1 Active use
P5 0 3 Active use
P6 0 5 Active use

Table 8.2: The characteristics of participants.

All participants had Java experience ranging from 1 to 7 years; all but the last two had 1

to 10 years of industry development experience. P1 and P2 reported that Eclipse was their

daily development tool while the rest said they often used Eclipse or have actively used it in

the past.

8.1.3 Independent and dependent variables

Our purpose was to compare e�ects of tools on CP activities. Consequently, one independent

variable was Tool, which has two levels, ModCP and Eclipse (a baseline). The standards

to select the baseline were: (1) it should support Java, which is the only program language

supported by our prototype tool; (2) it should be widely used in industry and provide

functionalities equivalent to other IDEs. Based on the above, we chose to use Eclipse,

selecting its Mars release in particular.
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Another independent variable was Task. The initial changes of di�erent tasks have dis-

tinct impact scope and consequences, all of which lead to variation in e�ectiveness and

e�ciency. In our experiment, the two tasks correspond to two levels of the variable.

The dependent variables of our experiment were F -score and completion time. The

former was used to measure e�ectiveness, the value of which was computed according to

Equation 6.2; the latter was used to measure e�ciency. However, there is always a tradeo�

between speed and quali�cation for any task [Wickelgren, 1977]. For example, people can

choose to work carefully over a long time to achieve a high-quality solution, or to produce a

low-quality solution hastily. In order to minimize the variation, we decided to start the timer

after initial changes are made and the subjects con�rm that they understand the changes;

we stop it when the time limit is reached or tasks are successfully completed, where success

means that all targets are correctly identi�ed.

8.1.4 Design and procedure

Table 8.3 shows the experimental design, in which characters in the cells represent the two

groups we use. We established 3 blocks of size 2, based on both industrial and Java experience

of the participants (P2 vs. P3; P1 vs. P4; P5 vs. P6); then randomly allocated people in

each block to the two groups. In the end, group A contained P3, P4, and P6 and group B

contained the rest. We used within-subjects design: each group used both tools, one at a

time, to do di�erent tasks. The advantages were that we were able to obtain more data with

the limited number of the participants and reduce variations associated with individuals. In

order to minimize the in�uence of order, we randomly arranged the sequence in which the

tools were applied for each person.

Task1 Task2

ModCP A B
Eclipse B A

Table 8.3: Experimental design.
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Trials were conducted in our lab and scheduled according to the availability of individual

participants, by following the same procedure.

First, the subjects were given a training session. During the �rst phase of training, the

participants (1) were introduced to related background, concepts, and the idea; (2) learned

the UI and work�ow of how to use ModCP; (3) did a mock task with the example code

shown in Section 7.2.1 by ModCP. During the second phase of training, the participants were

introduced to the architecture of the subject system and class diagrams of two subsystems

related to the tasks. The whole training lasted 60 minutes.

Second, the participants were asked to perform the tasks. For each task, they were given

the appropriate tool, source code, class diagrams, and a document listing the change request

and instructions to make the change. We asked them to estimate methods that may need

secondary changes and at the same time to keep the estimate as small as possible. After they

made the change, we discussed with them to ensure they understood it. When they indicated

that they were ready, we started a timer. From then on, only questions clarifying how to use

our tool were answered. Once they claimed that the task was completed, we checked their

answers. If any target was missed, we encouraged them to continue; otherwise, we stopped

the timer and asked questions, such as how they decided to include or exclude methods in

the answers. In any case, we stopped them after 50 minutes had passed. During the whole

process, the screen was recorded synchronizing with the timer. A post-task questionnaire

was �lled to record feedback and answers, followed by a 15-minute break.

At the end, all participants were asked to �ll a �nal questionnaire to write down relative

impressions of both tools. They spent approximately 2 to 3 hours to complete the full

experiment and each was given an honorarium of 100 CAD.

8.2 Observations and feedback

The following were obtained from on-site observations, questionnaires, and recordings.1

1The recording of P4 was accidentally stopped by the subject when doing Task 2.
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For Eclipse, the subjects applied basically the same method. Starting from the change,

they mentally followed statements. When method returns were thought to be impacted, they

went to callers by invoking either �Open Call Hierarchy� or "Reference→Project" menus;

when actual parameters were thought to be impacted, they tracked down to the callee by

clicking �Open Declaration� menu; when instance variables were deemed to be impacted,

they invoked �Reference→Project� menu. The result was that they opened many �les and

switched their focus back and forth. All subjects complained that it was di�cult to trace

connections mentally, particularly when paths were long and connections were complex.

Because of this, con�dence that all targets were found was low (P1 and P2); too much time

was spent in the wrong places (P3). In addition, one subject (P5) mentioned that it was

annoying that the same methods repeatedly occurred in the research results.

For ModCP, the work�ow was followed. All subjects chose the default values of heuristics.

However, some people (P4 and P6) made a mistake when doing task 1: they only chose one

statement as the seed, causing one target to be immediately missed. Two strategies were

used when people were marking false positives: (1) their API knowledge, which was useful

to handle library objects; and (2) inspecting call relations. All subjects mentioned that

visualization gave them a big picture and let them inspect in the right direction. One (P1)

even said they found some false positives by just looking at the graph and method names

because names such as load() and unload() indicated these methods were unlikely to be

called when vending machine was operating and the graph con�rmed their guess. Another

advantage was that time was saved because re-analysis was avoided once false positives were

identi�ed (P2, P4, and P6); and/or searching results were instantly presented (P1). However,

disadvantages were also mentioned by the subjects. For example, some (P2 and P5) said

they did not get used to the tool; others had problems with the graph presentation and

interaction.

Table 8.4 summarizes the �nal feedback of the participants.
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Question
Strongly

Disagree Neither Agree
Strongly

Disagree Agree

Using the tool, I was more
likely to succeed in estimating
the changes needed.

P2, P3,
P5

P1, P4,
P6

I feel I could attempt larger
changes using the tool than if
I were to perform without it.

P2
P1, P3,
P4, P5,
P6

I would use the tool with its
existing functionality again.

P1, P2
P3, P4,
P5, P6

Table 8.4: Final feedback of participants.

8.3 Results and analysis

The data collected during the experiment is summarized in Table 8.5. The column Time

stands for completion time, in minute; P, R and F precision, recall and F -score respectively.

The recall of tasks for all subjects is 1 because we terminated trails only when people found

all targets, except that of Task 2 for P4 as the subject could not complete the task within

the time limit. The descriptive statistics of completion time and F -score are reported in

Table 8.6.

Task 1 Task 2

Tool Time P R F Tool Time P R F

P1 Eclipse 22 0.33 1 0.50 ModCP 14 0.25 1 0.40
P2 Eclipse 13 1.00 1 1.00 ModCP 25 1.00 1 1.00
P3 ModCP 16 0.67 1 0.80 Eclipse 43 0.14 1 0.25
P4 ModCP 11 0.50 1 0.67 Eclipse 50 0.00 0 0.00
P5 Eclipse 19 0.50 1 0.67 ModCP 26 0.50 1 0.67
P6 ModCP 17 0.67 1 0.80 Eclipse 35 0.50 1 0.67

Table 8.5: Summary of experimental results.
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Tool Task Mean Std

ModCP
1 14.67 3.22
2 21.67 6.66

Total 18.17 6.05

Eclipse
1 18.00 4.58
2 42.67 7.51

Total 30.33 14.61

(a) Completion time.

Tool Task Mean Std

ModCP
1 0.76 0.08
2 0.69 0.30

Total 0.72 0.20

Eclipse
1 0.72 0.25
2 0.31 0.34

Total 0.52 0.35

(b) F -score.

Table 8.6: Descriptive statistics.

8.3.1 Linear mixed model

There were two independent variables. However, two-way analysis of variance (ANOVA)

would have been inappropriate because our data violate its assumption that observations

should be independent.

Instead, we use linear mixed model (LMM) [McCulloch and Searle, 2004] because it

takes account of dependences among repeated measures by incorporating random terms into

statistical models. A formal de�nition in matrix form is as follows:

Y = Xβ + Zγ + ε

where Y is a column vector of observations; X is the known design matrix for �x factors; β

is a column vector of the �xed e�ects regression coe�cients; Z is the known design matrix

for random factors; γ is a vector of coe�cients for the random e�ects; ε is a column vector

of error terms; and we assume that ε ∼ N(0, σ2).

We analyzed residuals to assess whether our assumptions (normality and homogeneity)

regarding ε were satis�ed before carrying out our data analysis with LMM. The tool we used

was IBM SPSS Statistics 22.
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Normality of residuals

To assess normality of residuals, we used quantile�quantile (Q-Q) plots for a visual check.

This kind of plot compares quantiles of a variable's distribution against those of another

variable's distribution. It is generally used to determine whether the distributions of two

variables match. If so, the points appear around a straight line. Figure 8.1 shows Q-Q plots

for residuals of completion time and F -score, respectively. In both, the x-axis represents

the observed residuals and the y-axis is the expected residuals obtained from a normal

distribution. It can be seen that data points roughly form a straight line in both graphs,

indicating that observed residuals reasonably followed a normal distribution.

(a) Residuals of completion time. (b) Residuals of F -score.

Figure 8.1: Normal Q-Q plots.

In addition, we carried out the Shapiro�Wilk test [Shaphiro and Wilk, 1965]. Its null

hypothesis is that the population is normally distributed. Table 8.7 shows the results of

the test, with an alpha value of 5%. The p-values were 0.32 and 0.36 respectively. As a

result, the null hypothesis was not rejected, indicating that the residuals of both dependent

variables are normally distributed.
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Statistic df Sig.

Residuals of F-Score 0.93 12 0.36
Residuals of Completion Time 0.92 12 0.32

Table 8.7: Results of Shapiro�Wilk test.

Homogeneity of residuals

To assess homogeneity of residuals, we carried out Levene's test [Levene, 1960], which tests if

k samples have equal variances. Its null hypothesis is that the variances are equal. Table 8.8

shows the results of the test, with an alpha value of 5%. For both cases, the results were

insigni�cant (F (3, 8) = 1.15, p = 0.39 and F (3, 8) = 0.76, p = 0.55). As a result, the null

hypothesis was not rejected, indicating that the residuals of both dependent variables have

equal variances.

F df1 df2 Sig.

Residuals of F -score 1.15 3 8 0.39
Residuals of completion time 0.76 3 8 0.55

Table 8.8: Results of Levene's Test.

8.3.2 Hypothesis testing

IBM SPSS was used. We �tted the LMM with both Tool and Task modelled as both repeated

variables and �xed e�ects; restricted maximum likelihood for variance components; and 0.05

for the alpha value.

RQ8: Can the use of ModCP improve e�ciency of performing CP for programmers new to

the project under development, compared to the use of a standard IDE?

According to the tests of �xed e�ects presented in Table 8.9, there was a signi�cant

e�ect of Tool on task completion time (F (1, 6.13) = 13.46, p = 0.01). Therefore, the null

hypothesis H80 is rejected. That is the use of di�erent tools produced signi�cant di�erence

in task completion time.
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Source Numerator df Denominator df F Sig.

Intercept 1 6.13 213.84 0.000
Tool 1 6.13 13.46 0.010
Task 1 6.13 22.79 0.003
Tool*Task 1 6.13 7.09 0.037

Table 8.9: Type III tests of �xed e�ects.

Mean Di�erence Std. Error df Sig.
95% CI

Lower Upper

ModCP - Eclipse -12.17 3.32 6.13 0.010 -20.24 -4.09
Task1: ModCP - Eclipse -3.33 3.23 3.59 0.367 -12.73 6.07
Task2: ModCP - Eclipse -21.00 5.79 3.94 0.023 -37.17 -4.83

Table 8.10: Result of pairwise comparison.

In order to identify which tool improved e�ciency, we conducted a main e�ect contrast

for Tool on completion time and the result is shown in Table 8.10. The average completion

time by using ModCP was 18.17 minutes and by using Eclipse was 30.33 minutes. Compared

to Eclipse, ModCP reduced approximately 12.17 minutes (40%), which was signi�cant (p =

0.01). The 95% con�dence interval is from 4.09 (13%) to 20.24 minutes (67%) of reduction.

Meanwhile, the interaction between Tool and Task on completion time is also signi�cant

(F (1, 6.13) = 7.0, p = 0.037). The interaction graph is depicted in Figure 8.2 and the results

of contrasting simple main e�ects of Tool are summarized in the last two rows of Table 8.10.

For Task 1, the average completion time by using ModCP was 14.67 minutes and that by

using Eclipse was 18 minutes. Although ModCP saved 3.33 minutes (19%), the reduction

was not signi�cant (p = 0.367). For Task 2, the average completion time by using ModCP

was 21.67 minutes and that by using Eclipse was 42.67 minutes. Approximately 21 minutes

(49%) were signi�cantly saved (p = 0.023). The 95% con�dence interval is from 4.83 (11%)

to 37.17 minutes (87%) saved.

We think this discrepancy can be attributed to the di�culty of the two tasks. The

initial change of Task 1 introduced possible null pointers, which is a well-known violation
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Figure 8.2: Normal Q-Q plots.

and general to all Java systems. Its solution is easy to achieve by looking up the places

where the related references are used. Therefore, there was no big di�erence between using

ModCP and Eclipse. By contrast, the initial change of Task 2 violated an undocumented

constraint speci�c to the subject system. By using Eclipse, people need to search for clues

by spending lots of time in tracing statements back and forth; while by using ModCP, the

search is immediate and people only need to focus on false positive elimination. Therefore,

a signi�cant di�erence was presented.

To summarize, the use of ModCP can reduce time spent on CP activities overall, com-

pared to the use of IDEs. However, whether the reduction is signi�cant or not depends on

tasks. It seems that ModCP is more helpful to those who are unfamiliar with the system

under development to discover hidden violations.

RQ9: Can the use of ModCP improve the e�ectiveness of performing CP for programmers

new to the project under development, compared to the use of a standard IDE?

The average F -score by the use of ModCP was 0.72 and that by the use of Eclipse was 0.52.
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Source Numerator df Denominator df F Sig.

Intercept 1 5.94 66.87 0.000
Tool 1 5.94 1.89 0.219
Task 1 5.94 2.55 0.162
Tool*Task 1 5.94 1.34 0.292

Table 8.11: Type III tests of �xed e�ects.

Mean Di�erence Std. Error df Sig.
95% CI

Lower Upper

Task1: ModCP - Eclipse 0.03 0.15 2.35 0.85 -0.54 0.61
Task2: ModCP - Eclipse 0.38 0.26 3.94 0.22 -0.35 1.11

Table 8.12: Result of pairwise comparison.

The di�erence was about 0.20 (improved by 38%). However, according to the tests of �xed

e�ects presented in Table 8.11, the di�erence was insigni�cant (F (1, 5.94) = 1.89, p = 0.219).

A pairwise, simple e�ect comparison for Tool on F -score was conducted and the results, in

Table 8.12, showed that although the average F -scores of both tasks were improved by 0.03

and 0.38 respectively, the improvements were not statistically signi�cant (p = 0.85 and

p = 0.22). Therefore, the null hypothesis H90 was not rejected.

To summarize, F -score can be improved by the use of ModCP, compared to the use of a

standard IDE, but the improvement was not statistically signi�cant.

8.4 Threats to validity

This section lists some of the potential threats to the validity of our experiment from four

aspects.

Construct Validity: We used time as a measure for e�ciency. In order to minimize the

variation in timing due to the trade o� between speed and quali�cation, we de�ned uni�ed

conditions under which timing is started and stopped.
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Internal Validity: (1) The subject were asked to do two tasks with both tools on the

same subject system in a row during the experiment. This may lead to learning e�ects and

fatigue. Several steps were taken to mitigate these issues: we randomly arranged the order

in which the tools were applied; carefully chose the tasks to avoid any connections between

them; and allowed a break after the �rst task. (2) Besides the tool, personal experience and

knowledge of the subjects could impact the �nal results. In order to mitigate this problem,

we selected a subject system for which no special knowledge was required to understand;

and we allocated the subjects based on their experience to achieve balanced groups as much

as possible. (3) The subjects were encouraged to continue the tasks if not all targets were

identi�ed. This alleviated the variation in the completion time measurement and �tted the

model proposed by Hassan and Holt [2004]; however, the F -scores would have been impacted

by this procedure. Further investigation of our tool on e�ectiveness is required in the future.

External Validity: (1) Convenience sampling impacted the representativeness of the sub-

jects. However, this may be alleviated by maintaining an unfamiliar system because it

presents the same di�culty to all programmers. (2) The choice of a subject system aimed at

education impacted its representativeness. It is ideal to use a realistic system. But like any

realistic system, the experimental system had a well-designed architecture and reasonable

size. More importantly, there exists a risk that participants would not complete any tasks

in a limited time frame due to the complexity and absence of documentation in a realistic

system [Ko et al., 2015]. (3) The small number of the tasks limits generalization; di�erent

changes have di�erent impact scopes and consequences. However, it is unrealistic to use more

tasks due to limited access to participants' time and limited budget. We mitigated this issue

by carefully choosing the tasks. In our experiment, Task 1 caused an issue frequently met

by programmers; Task 2 also simulated a regular case in which requirements are unknown to

people. To obtain a more general conclusion, multiple experiments are required in the future.

(4) The small number of the participants also limited the generalization. The experiment
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only enabled us to obtain preliminary evidence. A larger-scale experiment is required in the

future.

Conclusion Validity: The statistical tests have impacts on drawing the conclusion. To

mitigate the threat, we assessed the assumptions before applying tests and conducted a series

of pairwise comparisons.

8.5 Summary

A controlled experiment was conducted to evaluate e�ectiveness and e�ciency of our tool

on CP tasks against Eclipse. Two arti�cial tasks were designed: one of them is simple,

representing a situation in which a well-known violation is introduced; while the other is

complex, representing a situation in which a hidden constraint is violated. Six graduate stu-

dents were recruited and divided into two groups according to their programming experience.

Every subject was asked to complete two trails, each with a distinct combination of task and

tool. Within each group, the combinations were the same, but the order in which they were

presented to the subjects was selected randomly; among the groups, the combinations were

di�erent. The subjects were asked to provide feedback on the tool after each trail, and at the

end to provide �nal feedback on both tools. We recorded the time and answer for individual

tasks as measures of e�ectiveness and e�ciency.

Compared to Eclipse, our tool improves e�ciency of CP tasks. For the simple task,

the time savings is 19%; for the complex task, the savings reaches almost 50%, which is

statistically signi�cant. As to e�ectiveness, F -scores are improved by 38% on average by the

use of our tool, but the improvement is not statistically signi�cant.
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Chapter 9

Conclusion

Change propagation is an activity to restore systems from inconsistent states caused by

changes. However, it is common that the locations of inconsistencies is unknown. Current

practice relies on code navigation facilities provided by IDEs, for which drawbacks include:

the increasing complexity and size make the work di�culty; and omissions are produced due

to the unsystematic search.

There are many studies aimed at easing the activity through static program analysis.

Context-sensitive forward slicing �nds the code possibly impacted by a change by following

�ne-grained dependencies among statements. It can produce results with great precision,

compared to others. But its disadvantages are also signi�cant. First, the model lacks scala-

bility and maintainability, making it hard to suit industrial environments where projects are

large and changed frequently. Second, the requirement of realizable paths involves too many

intermediate statements in results and needs full program analysis to work e�ectively, which

in turn worsens scalability. In contrast, many techniques work with entities like �le, class,

method, and �eld. Coarse-grained dependences make the techniques scalable but introduce

too many false positives.

The thesis of this dissertation is that by context-insensitive slicing, we can combine

the advantages of both �ne- and coarse- grained approaches and so support CP tasks for
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programmers e�ciently in daily development.

To validate this thesis, we implemented updating and slicing algorithms, based on which

an interactive tool called ModCP was developed. Several studies were conducted to evaluate

the costs, scalability, correctness, e�ectiveness, and e�ciency of our algorithms and tool,

through a set of research questions as follows:

(1) Is our approach cost-e�cient and scalable, compared to the SDG approach? We

showed that our approach is much more cost-e�cient in terms of space and time,

and can scale to much larger systems within certain time limit, compared to the SDG

approach.

(2) How much di�erence is there between slices generated by our approach and the SDG

approach? We demonstrated that there are very few statements missed, but the size

of slices doubles, compared to the SDG approach.

(3) Is incremental maintenance correct and e�cient? We concluded that the updating

algorithm is correct; on average over 96% of time is saved compared to building the

model from scratch for large systems.

(4) Is there improvement in the e�ectiveness of CP, compared to traditional approaches?

We concluded that our approach achieves a balance between precision and recall with

the use of the distance heuristic, leading to it consistently having the highest F -score.

(5) Can the use of ModCP improve e�ciency of performing CP for programmers new to

the project under development, compared to the use of IDEs? We demonstrated that

the use of ModCP can reduce time spent on CP activities overall, compared to the use

of IDEs. For complex tasks, the reduction (nearly a half on average) is statistically

signi�cant.

(6) Can the use of ModCP improve e�ectiveness of performing CP for programmers new

to the project under development, compared to the use of IDEs? We demonstrated
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that F -score can be improved by the use of ModCP, compared to the use of IDEs,

but the improvement is not statistically signi�cant.

To conclude, the scalability and incremental maintainability make our approach suitable

for daily development in industrial environments; the interactive tool reduces time required

for CP tasks, with improved e�ectiveness; for complex tasks, the time reduction is statisti-

cally signi�cant.

9.1 Contributions

The main contributions of this dissertation are:

• a novel model and related updating algorithms;

• evidence that shows the scalability, incremental maintainability and correctness of

our model and updating algorithm;

• a demand-driven context-insensitive forward slicing algorithm;

• evidence that shows the correctness and e�ectiveness of the slicing algorithm;

• the ModCP prototype and an elaborative work�ow to support interactive CP;

• evidence showing that both e�ectiveness and e�ciency of CP tasks are improved;

especially time spent on complex CP activities is signi�cantly reduced.

9.2 Future work

This research can be extended into three directions.

Model enrichment: We have identi�ed the several limitations in Chapter 5. First, our

model lacks the support of exceptions, which is a main feature of modern programming
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languages. Without modelling abnormal control-�ow, some potential inconsistencies will be

undetectable by our approach. Current methods, such as the one proposed by Ranganath

et al. [2007], can be integrated; moreover, the impacts of integration of exception handling

on model construction and performance on CP need a further investigation.

Second, the support of multiple languages is lacked in our model. Nowadays, it is common

in modern systems that components written in di�erent languages depend on and interact

with each other. Without the ability of discovering links crossing languages, it will be im-

possible for our approach to trace change propagations among these heterogeneous artifacts.

Current ideas, such as applying pattern match [Cossette and Walker, 2010] or explicitly

specifying links [Mayer and Schroeder, 2012] can be borrowed, although generic solutions to

detect cross-language links is still challenging [Mushtaq et al., 2017].

Tool enhancement: In the evaluation of our tool in Chapter 8, some participants com-

plained its usability. For example, redo operation is not implemented and as a result, the

whole code investigation has to restart; no enough information is given about why methods

are deemed as potentially impacted by the tool. In the future, we plan to overcome these

shortcomings; provide more functionalities, such as the ability to save models for next uses;

and conduct studies to assess its usability. In addition to the standalone application, we

also plan to implement our approach as a plug-in to IDEs to easily integrate it into daily

development.

Large-scale empirical studies: The experiment introduced in Chapter 8 involved only

six graduate students and two arti�cial tasks, due to the lack of resources. Large-scale

evaluations of the approach with industrial developers and their routine change tasks are

required to generalize our conclusions.
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Appendix A

Experimental Materials

This appendix contains all of the materials handed to the participants for the human-subjects

experiment described in Chapter 8.

The detailed descriptions and instructions of the two CP tasks are included in Section A.1;

the pre-study, post-task and �nal questionnaires are included in Sections A.2, A.3 and A.4,

respectively; Section A.5 displays the initial changes of the two tasks, the full source code of

Vending Matching System can be accessed at https://bitbucket.org/menhao/vending.
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Task 1 
In  the  current  version of  the  subject  system,  storage bin  is a  fixed  component of  vending machines. 

Suppose that the requirement  is changed: the storage bin  is only required when the capacity of coin 

racks  is  less than 20. The  initial changes have been made  in the method AbstractHardwareFacade() of 

class org.lsmr.vending.hardware.AbstractHardwareFacade. 

For this purpose, you are now tasked to investigate which methods will be affected by such a change. 

Steps: 

1. Open the project with the given tool. 

2. Open file AbstractHardWareFacade.java. 

3. Make following changes: 

a. Comment Line 88 

b. Uncomment Line 89 to 93 

c. Comment Line 113 

d. Uncomment Line 114 

4. Save the file. 

5. Use the tool to investigate which methods will be impacted. 

6. Fill the task1 questionnaire. 

 

Task 2 
In the current version of the subject system, product racks are not refilled when empty. Suppose that the 

requirement  is  changed:  there  is  a  hardware  that  can  refill  empty  product  racks;  and  the  refilled 

products can be the same kind as old ones or can be a different kind.  For simplicity, the choice of product 

kinds  to be  refilled  is  implemented as a  random process. The  initial  changes have been made  in  the 

method productsEmpty() of class org.lsmr.vending.product.ProductFacade.PRL. 

For this purpose, you are now tasked to investigate which methods will be affected by such a change. 

Steps: 

1. Open the project with the given tool. 

2. Open file ProductFacade.java. 

3. Make following changes: 

a. Uncomment Line 54 to 63 

4. Save the file. 

5. Use the tool to investigate which methods will be impacted. 

6. Fill the task2 questionnaire. 

A.1 Task descriptions and instructions
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Participant ID: 

Current occupation? 

Graduate Student 

Industrial Developer 

If you are a student, have you ever been employed as a developer in industry? 

Yes 

No 

If yes, for how long? 

Years of development experience (note: basic, pascal et al. do not count)? 

Years developing with Java? 

How familiar are you with Java? 

1) Not familiar, have never used it 

2) Have used it once or twice 

3) I have used it for a short periods in the past 

4) I often use it, or have actively used it in the past 

5) It is my everyday development language 

 Do you regularly use an IDE while developing software? 

Yes 

No 

How familiar are you with Eclipse? 

1) Not familiar, have never used it 

2) Have used it once or twice 

3) I have used it for a short period in the past 

4) I often use it, or have actively used it in the past 

5) It is my everyday development environment  

Have you implemented change requests before? 

Yes 

No 

If yes, for how often? 

Mention up to three reasons that would stop you from implementing a change request 

1) 

2) 

3) 

 Have you ever terminated a change request after starting it? 

Yes 

No 

If yes, what are the reasons?  

 

Additional Comments:  

 

 

A.2 Pre-study questionnaire
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Participant ID: 

Task:              Approach: Eclipse  /  ModCP 

How did you find the task? 

1) Difficult 

2) Moderately Difficult 

3) Okay 

4) Moderately Easy 

5) Easy 

 

How well do you think you did the task? 

 

Did the task take more time or less than you anticipated at the beginning? 

More 

Less 

 

What three things (difficulties) made the task hard? 

1) 

2) 

3) 

 

What three things made the task easy? 

1) 

2) 

3) 

 

Did the approach used, help you or hinder you? 

 

 

 

What did you dislike about the used approach? 

 

 

 

Do you have any suggestions for improving the used approach? 

 

 

 

 

Do you have any other comments? 

A.3 Post-task questionnaire
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Participant ID: 

Compare and contrast between the kinds of problems you faced when using Eclipse vs. those faced when using 

ModCP. 

 

 

Was the task easier or harder to perform with our tool support? Why? 

 

 

Which approach do you think would be easier to estimate the required changes? 

 

 

Which approach do you think you were more confident with when estimating the required changes?  

                1) Strongly preferred Eclipse 

                2) Somewhat preferred Eclipse 

                3) Neither was better   

                4) Somewhat preferred ModCP 

                5) Strongly preferred ModCP 

Why?  

 

Using ModCP, I was more likely to succeed in estimating the changes needed. 

1) Strongly disagree 

2) Disagree 

3) Neither agree nor disagree 

4) Agree 

5) Strongly agree 

 

I feel I could attempt larger changes and modification tasks using the novel tool support than if I were to 

perform them without it. 

1) Strongly disagree 

2) Disagree 

3) Neither agree nor disagree 

4) Agree 

5) Strongly agree 

 

I would use the novel tool with its existing functionality again. 

1) Strongly disagree 

2) Disagree 

3) Neither agree nor disagree 

4) Agree 

5) Strongly agree 

 

Do you have any other comments? 

A.4 Final questionnaire
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A.5 Initial changes

In the code listed below, deleted lines are marked with �-�and added ones with �+�.

A.5.1 Initial change of Task 1

protected AbstractHardwareFacade(Cents[] coinKinds, int productRackCount, int
coinRackCapacity, int productRackCapacity, int receptacleCapacity) {

lock = new Lock();
display = new Display();
coinSlot = new CoinSlot(coinKinds);
receptacle = new CoinReceptacle(receptacleCapacity);

− storageBin = new StorageBin();
+ CoinChannel channel = null;
+ if(coinRackCapacity<20){
+ storageBin = new StorageBin();
+ channel = new CoinChannel(storageBin);
+ }

deliveryChute = new DeliveryChute(receptacleCapacity);
coinRacks = new CoinRack[coinKinds.length];
coinRackChannels = new HashMap<Cents, CoinChannel>();
for(int i = 0; i < coinKinds.length; i++) {

coinRacks[i ] = new CoinRack(coinRackCapacity);
coinRacks[i ]. connect(new CoinChannel(deliveryChute));
coinRackChannels.put(coinKinds[i], new CoinChannel(coinRacks[i]));

}

productRacks = new ProductRack[productRackCount];
for(int i = 0; i < productRackCount; i++) {

productRacks[i] = new ProductRack(i, productRackCapacity);
productRacks[i].connect(new ProductChannel(deliveryChute));

}

returnButton = new PushButton();
CoinChannel cc = new CoinChannel(deliveryChute);
coinSlot .connect(new CoinChannel(receptacle), new CoinChannel(deliveryChute));

− receptacle .connect(coinRackChannels, cc, new CoinChannel(storageBin));
+ receptacle .connect(coinRackChannels, cc, channel);

exactChangeLight = new IndicatorLight();
outOfOrderLight = new IndicatorLight();

}

Figure A.1: Initial change of Task 1.
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A.5.2 Initial change of Task 2

public void productsEmpty(ProductRack productRack) {
+ int rack = productRack.getIndex();
+ int size = availableKinds.length;
+ Random rand = new Random();
+ int idx = rand.nextInt(size) ;

+ ProductKind newKind = availableKinds[idx];
+ rackToKindMap.put(rack, newKind);
+ String name = newKind.getName();
+ Product product = new Product(name);
+ productRack.acceptProduct(product);
}

Figure A.2: Initial change of Task 2.
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