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Abstract

One way to develop and manage software systems is to build them using reusable components instead of

developing them from the ground up. Over the past two decades, there has been growth in the use of

multiple programming languages to develop a software system; we refer to such systems as heterogeneous

software systems. In acknowledging the necessity of using languages together, several technologies have been

introduced to make the bridging of languages in these systems easier. Change impact analysis and change

propagation are examples of tasks that developers perform during development and maintenance. These

analyses help in retaining consistency within the software system after a change is made. While there exist

many single-language approaches to perform change propagation for homogeneous systems, there is a lack of

analogous research on heterogeneous systems. Inter-language dependencies, known as cross-language links,

are the root cause of issues for complete analysis of such systems.

This thesis contributes a method to support change propagation by building upon an existing dependency

analysis model to design a standard meta-model for multiple languages called a unified meta-model. We

use abstract syntax representation models to act as modules for each language to be plugged into the meta-

model for every new language introduced. We present a novel approach for cross-language analysis that is

generalizable to new languages and does not require hard coding of bridging semantics. We adapt an existing

framework to accommodate dependency analysis, which is performed using static source code analysis, as

well as program slicing for heterogeneous systems. We identify the cross-language links between sets of

languages based on an initial study of technologies that allow bridging between languages.

The single-language analysis is used as the baseline for the evaluation while our approach is a cross-

language analysis. The study revealed that cross-links are identified with a static source code analysis.

We evaluated our approach for effectiveness, scalability, and accuracy on 15 homogeneous systems, 5 for

each language among C#, Python and TSQL. Additionally, to evaluate the cross-link identification process,

we studied 6 heterogeneous software systems and compared our results against the actual execution path

to evaluate the accuracy of cross-links. Our results show that our approach is able to correctly identify

cross-language links with an F-score of over 75% for the set of evaluated projects.
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Chapter 1

Introduction

1.1 The problem

Software maintenance, in itself a crucial activity for software evolution of a real-world soft-

ware program, is expensive and becomes riskier with the growth of the software [Charette

et al., 1997]. Tool support for maintenance simplifies this process, reduces risk, and usually

involves building a model of the program atop any number of automated analyses of the

relevant syntactic and semantic structure of software [Lenarduzzi et al., 2017]. This can be

followed by modification of the program as needed [e.g., Fowler, 1999].

Different entities (components, objects, packages, functions, etc.: we use the generic term

“entity” when greater precision is unnecessary) of a software system necessarily depend on

each other: directly or indirectly; and statically and/or dynamically (i.e., during execution).

The dependencies are relationships between two or more entities of a system, where a change

in the source code and/or a change in the run-time state of a depended-upon entity leads

to subsequent changes in the dependent entities. Dependencies and the flow of data and

of execution within the system are important in maintenance tasks such as propagation

of change, application optimization, code reuse, refactoring, reverse engineering and so on.

Developers use tool support to perform these tasks before they compile or build the programs

and execute them.

1
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Listing 1.1: Excerpt from a Python-based homogeneous software system.
1 class simple_class:
2 def fraction_decimal(numerator, denominator):
3 if denominator != 0:
4 return divide(numerator, denominator)
5 elif denominator == 0:
6 print "Denominator is 0. Cannot divide."
7

8 def divide(x, y):
9 val = numerator/denominator

10 return val

The identification of dependencies requires a process known as dependency analysis [Aho

et al., 1986], involving the identification of interdependence among the entities of a software

system. Some dependencies can be found by following the definitions of and the references

to named entities. Such an analysis traces relationships from an entity under observation,

in an attempt to identify the targets of those relationships. In case there are additional

dependencies on the identified dependent parts, then these will be indirect dependencies for

the selected artifact and must be analyzed further, in a potentially endless chain known as

the “ripple effect” [Turver and Munro, 1994]. Some dependencies can be analyzed statically

from the source code; other dependencies are not detectable statically due to the limitations

of computability [Landi, 1992], ultimately leading to false positives and false negatives arising

in automated analyses.

In Listing 1.1, we show a simple example1 based on a homogeneous software system (i.e.,

one written in a single programming language) in Python. In the class simple_class we see two

procedures (fraction_decimal() and divide()); at line 4 we see that fraction_

decimal() invokes divide(), but only if the enclosing if-statement evaluates to true. Thus

fraction_decimal() has a compilation-time dependence on divide(), but divide() is both control- and

data-dependent on fraction_decimal(), as well as being data-dependent on all callers (not shown)

of fraction_decimal(). If the logic leading to the execution of fraction_

decimal() is sufficiently complex, it may be impossible to automatically determine statically
1From educalculate. https://github.com/jordanbelinsky/educalculate

2
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Listing 1.2: A heterogeneous software system in which C# code is linked to the Python
code from Listing 1.1.

1 class Program
2 {
3 ScriptScope scope;
4 public static void Main(string[] args)
5 {...
6 if (scope!=null)
7 {
8 var classSimple_class = scope.GetVariable("simple_class");
9 var simple_classInstance =

10 engine.Operations.CreateInstance(classSimple_class);
11 print_result(simple_classInstance.fraction_decimal(5, 10));
12 }
13 }
14

15 static void print_result(object value) {
16 string text = "5 / 10" + value.ToString();
17 if (value.ToString()=="0.5")
18 {
19 Console.WriteLine(text);
20 }
21 }
22 }

whether divide() will be executed; in many others, it will be too difficult for a human be-

ing to manually determine this. Note that only some executions of this class (in which

denominator != 0) will demonstrate that fraction_decimal() calls divide(), which is why dynamic

analysis can also be problematic.

Software programs have traditionally been regarded as written in a single programming

language in much research; however, in the open-source world, a mean number of 5 languages

is used per project irrespective of project size [Capers, 2007, Mayer and Bauer, 2015]. The

heterogeneity of different programming languages used within a single software system makes

dependency analysis more challenging and expensive for maintainers due to the presence of

interdependent multi-language artifacts [Mayer and Schroeder, 2012]. This interdependence

is problematic for software maintainers as existing tools do not support heterogeneous soft-

ware systems (HSSs) completely [Pfeiffer and Wąsowski, 2013].

In Listing 1.2, we show a simple example2 based on a heterogeneous software system,
2From IronPython Examples. https://github.com/sakowiczm/IronPython-Integration

3
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(a) Single-language Approach (b) Multi-language Approach (c) Cross-language Approach

Figure 1.1: Visualization of call graph generation in single-, multi- and cross-language
analysis approaches for heterogeneous software systems.

written in C# and referencing code written in Python (from Listing 1.1); we can see depen-

dencies similar to those of Listing 1.1 but we can also see that: simple_class is referenced at

line 8 in the Main() function; an instance of this class is created at line 9; and the Python func-

tion fraction_decimal() from simple_class is invoked on the created instance at line 11 with two

arguments. Therefore, data- (through the arguments) as well as control-dependence exists

from fraction_decimal() in Python code on Main() in C# code. Using various bridging technolo-

gies, these kinds of cross-language procedure calls and data references exist in heterogeneous

systems and yet remain undetected by existing analysis tools.

The difference in various analysis approaches for heterogeneous software systems is de-

picted in Figure 1.1. At the bottom of each of the three subfigures, we see a representation

4
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of a set of files written in either C or Java. These files are input to an analysis engine

(represented by the rectangles) which then output call graphs [Ryder, 1979] (i.e., graphs

in which each node represents the execution of a procedure and the arrows represent calls

from procedures to other procedures). The heavy arrows represent the input and output of

the analysis engines. The call graphs are represented by black dots (the procedures) and

small arrows (the calls between them). In the various situations, CG1 is the call graph for C

source code, CG2 for Java source code, and CG is the call graph for the entire system. Single

language analyses (Figure 1.1a) work on different languages in different ways, requiring indi-

vidual analysis for the source code of each language and each producing separate call graphs;

the resulting call graphs make no reference to each other. Multi-language approaches (Fig-

ure 1.1b) use the same analysis engine in order to work on different languages to produce the

output, producing separate call graphs for each language with no interconnections between

them, i.e., CG1 and CG2 for C and Java respectively. Finally, cross-language approaches

(Figure 1.1c) take into account the points of interaction between languages; the call graphs

will be interconnected where applicable and the entire system is treated like a single entity

to produce a single call graph. The arrows in red show the interconnections responsible for

bridging the two languages.

While some analysis approaches [e.g., Linos et al., 2003, Pfeiffer and Wąsowski, 2012b,

Shatnawi et al., 2017] aim to be multi-language, each has significant limitations: either

the granularity at which they operate is too coarse for a detailed analysis, or the model

is not generalizable to new languages, i.e., while they may support individual languages

within a heterogeneous software system and extract dependencies from a single program-

ming language, cross-language analysis is usually absent. Every language present within a

heterogeneous software system can be considered to exist within a silo, containing all the

programmatic entities written in that language within that system, conceptually isolated

from entities written in other languages; this conceptual convenience does not conform to

reality because (a) each silo can be textually distinct or (partially) written within another
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silo (e.g., an SQL call written in a string contained in a Java program) although there may

be no obvious interaction there and (b) the control- and/or data-flow must necessarily pass

between silos for those silos to form a single software system.

Listings 1.1 and 1.2 show excerpts from an HSS showing how bridging occurs between two

silos creating cross-language links, which unidentified by tool support leads to a disconnected

call graph and disconnected program dependence graphs (PDGs), which provide the data and

control dependence between the statements in procedures [Ferrante et al., 1987], as shown

in Figure 1.2. The example contains the source code of two languages: C# and Python; the

silo of each being represented by a dotted box in the Figure 1.2a. Each silo contains two

procedures (respectively, m1 and m2, and n1 and n2) shown as solid boxes within the silos.

The circles within the procedures represent nodes in the PDG of that procedure, including

one as a formal entry node (labelled “Entry”) and several representing statements, labelled

si. The arrows signify either a combination of control and data dependence or both. While

we can interpret invocation within each silo by following the language rules to determine

where the control or data is flowing to, we cannot infer external invocations (e.g., from s3 in

m1 to n1) across the language boundaries using traditional support.

The source code analysis of HSSs requires the extraction and examination of entities from

individual languages and the analysis of the dependencies among the entities within each

language. Since the languages are not isolated from each other, entities in each language

reference and interact with each other to perform the required tasks and therefore also

need to be identified. These points of connection for a pair of languages where an entity

in one language refers to the entities in another are known as cross-language links [Mayer

and Schroeder, 2012]. The cross-language links may arise from the use of wrapper libraries,

foreign function interfaces, metaprogramming, etc. [Ravitch et al., 2009, Yallop et al., 2018];

the use of these technologies is governed by the specification provided by each technology

itself. Ultimately, cross-language links may exist due to references to variables or procedures

from different languages. In the latter case, the control flow moves from one language to
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(a) Unidentified cross-language links in the program dependence graph.

(b) Incomplete call graph following the call chain

Figure 1.2: Missing dependencies in the program dependence graphs and the call graph
for heterogeneous software system.
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another as procedures are executed; thus the execution path in the source code will change

from one source code type to another.

Cross-language links are missed by normal source code analysis tools as they are beyond

the scope of language-specific techniques [Schink et al., 2011, Pfeiffer and Wąsowski, 2011].

Integrated development environments (IDEs), or debuggers used for the development and

maintenance tend to be single-language in their implementation. Cross-language links are

the top cause of problems for developers working in a multi-language environment followed

by the understandability of a system and “code change” [Mayer et al., 2017]. Yet, most

tools do not deal with them, leaving them to the developer to interpret. A number of

studies have been conducted on heterogeneous source code analysis in the last decade and

a half, but we still lack a generalizable approach to provide common tool support for a vast

number of programming languages for developers working in a multi-language environment.

This causes additional technical debt : the extra effort required to improve the software with

the addition/removal of features, arising from poorly designed and/or written code Tom

et al. [2013]. When cross-language links are ignored, technical debt is prone to increase

as the system grows, just as it would in a homogeneous system with missing dependencies

[Morgenthaler et al., 2012]. Thus, a generalized approach for identifying cross-language links

is needed [Yazdanshenas, 2015, Mushtaq et al., 2017, Mayer et al., 2017]. The details required

to expressively denote the relevant state to be identified, in order to translate between entities

in two languages, are referred to as the bridging semantics [Seepold and Martinez Madrid,

2000].

Among the many factors that hinder the development of tool support for cross-language

analysis is the sheer number of programming languages and the various ways in which any

pair or set of languages can be used together. Focusing on the bridging semantics and

hard-coding them is problematic: it would require the selection of a set of languages and

attempting to codify the cross-language links which would be too expensive (in terms of de-

velopment and computation time). The developer must be knowledgeable about the bridging
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semantics of any new pairs of languages formed by adding a language. After painstakingly

accomplishing this task, it may still not be applicable to any additional, desired languages.

Component libraries are relatively small and grow at the rate new components are entered,

whereas the number of possible combinations of components (i.e., distinct software systems

in the domain that can be defined) grows geometrically Biggerstaff [1994]. Understanding

and maintaining the runtime system becomes much harder due to this additional complexity.

1.2 Existing solutions do not suffice

Existing work generally fall into two categories: multi-language or cross-language. Multi-

language approaches fail to address cross-language links and in many cases do not provide

a generic solution either, so they do not suffice to support dependency analysis for HSSs

[e.g., Tichelaar et al., 2000, Deruelle et al., 2001, Arzt et al., 2016]. On the other hand,

existing cross-language approaches address the cross-links but also do not provide a generic

solution [e.g., Linos et al., 2003, Li et al., 2005, Mayer and Schroeder, 2012]. When a bridging

technology is used, there exist patterns across various technologies that have not yet been

utilized to identify cross-language links mainly through string literals, i.e., such work focuses

on extracting the set of functions and encoding these details in their approach with respect

to the bridging semantics for the technology that they have identified. Among the existing

work that deals with multiple languages and their linking, one thing remains common: the

implementation of the analysis in the existing work stays specific to either the technology or

the languages, therefore rendering the approaches too specific. A generalizable approach to

identifying cross-language links is required but has not been provided and is therefore one

of the goals of this thesis.

There are three main types of approaches for capturing a heterogeneous software system:

an individual model for each language, a per-language-group model, or a universal model for

all languages. Individual models are expensive to design and build anew for each language;

each model should contain all the information needed to express semantic link instances
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within the source code, i.e., it should not necessarily represent the entire language, only the

relevant artifacts. Most existing work that uses such models does not attempt to generalize

their analysis engine to new languages, so they would inevitably end up overhauling their ap-

proach whenever a new addition was required. On the other hand, the group representation

models lose detail for language artifacts if they do not fit the model representing an entire

group in addition to the questionable lumping together of similar languages. A common/u-

niversal model to encompass all programming languages being analyzed is unrealistic, since

generality and efficiency are in a tradeoff position [Vainsencher and Black, 2006]. A similar

problem arises when converting the source code of various languages into a general structure

such as a repository, or an XML-based graph structure; however, such approaches have only

been implemented at a coarse level as they tend to become unwieldy for finer analysis.

1.3 Our solution

As a consequence of the problems in the existing solutions mentioned in the previous section,

we use a hybrid extensible model to capture multi-language source code for our analysis. It

is unlike a universal model, such as that of Pfeiffer and Wąsowski [2012b] which involves the

same model for all languages, since our model grows with each new language introduced.

The key features of our solution can be summarized as:

• Provision of a unified metamodel to be used to capture programs in a multi-language

environment.

• Extension of existing work to incorporate dependency analysis in heterogeneous software

systems.

• Provision of a novel cross-language analysis approach to identify links across languages

in heterogeneous systems.

• Evaluation of the model on real-world open source software.
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To achieve these features, we create a unified metamodel as the standard model of program

syntax and semantics. It is a combination—which we call the abstract syntax representation

model (ASRM)—of an abstract syntax tree framework and entity resolvers for each language

in combination with the dependency analysis module. As entity resolver is used to resolve a

reference to a declaration for variables and procedures; it ensures correctness of resolutions for

all languages. The ASRMs do not require being designed anew and makes it less expensive (in

development time and resources) to add new languages. The common dependency analysis

engine and the generalized approach to cross-language link identification ensures that for

new languages, only the ASRMs need to be designed which then act as plugins for the meta-

model. Our cross-language analysis facilitates adding of new languages as it does not require

hard-coding of the bridging semantics for every new language pair.

1.4 Our solution improves on the alternatives

In Chapter 7 of this thesis, we present studies conducted to assess the performance of the ap-

proach in cross-language program analysis. We extend a dependency analysis engine by Men

[2018] to heterogeneous software systems and evaluate the effectiveness, cost, and scalabil-

ity of the model for 15 different homogeneous real-world systems and 6 HSSs using different

combinations of language pairs. We evaluate the subjects for each individual language in iso-

lation, and for language pairs to evaluate the accuracy of cross-language links detected. Our

generalizable cross-language link analysis, which was designed after investigating a multitude

of bridging technologies and not just one specific technology, does not require hard-coding of

bridging semantics unlike existing approaches. We also verify the accuracy of the cross-silo

dependencies identified, by using the execution path (i.e., the control flow transfer between

different source code files revealed by the execution of the software itself) as the ground

truth.
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1.5 Thesis statement and contributions

We develop a fine-grained generalizable approach for the identification of cross-language

links in heterogeneous software systems in an open source environment while being mindful

of the fact that the work needs to be applicable to real-world enterprise systems. We address

cross-language links such as those between two general-purpose languages or between a

general-purpose and domain-specific languages such that hard-coding is not required when

a new language is added. Building upon an existing homogeneous analysis framework, we

devise and implement a modular model that allows data- and control-dependencies to be

computed at the procedure level aimed at supporting change propagation across language

boundaries.

The unified meta-model approach to dependency analysis in multi-language software sys-

tems correctly identifies cross-language links with an F-score of over 75%, relative to the

execution path of the software as the ground truth, and generalizes to new language pairs

without custom implementation of bridging semantics.

1.6 Thesis outline

The rest of this thesis is organized as follows: Chapter 2 contains a number of motivational

examples to illustrate the need for research concerning heterogeneous software systems along

with the lack of existing software tool support. Chapter 3 details related work. Chapter 4

presents the unified metamodel that we have created as our solution to the problem, and

Chapter 5 describes the implementation of our model. In Chapter 6 we describe the data

collection process and analyze the data. We evaluate our approach on several different homo-

geneous and heterogeneous systems in Chapter 7. In Chapter 8, we discuss the implications

and limitations of our work and the threats to validity. Chapter 9 concludes the thesis.
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Chapter 2

Motivation

This chapter provides additional context for the existence of heterogeneous software systems,

the difficulty of dependency analysis in such systems, the presence of cross-language links,

and the ways in which languages are used together. The intention is to present preliminary

information and some key examples to understand the basis of our work as well as to provide

a guide for the rest of this thesis.

2.1 Heterogeneous software systems

Heterogeneous software systems, as mentioned in the introduction, are composed of multi-

ple subsystems that are interdependent and interact with each other. Embedded systems,

mobile applications, web applications, and J2EE patterns are developed using multiple tech-

nologies and languages [Mushtaq and Rasool, 2015]. Several editors and frameworks such as

EditRocket,1 NetBeans,2 Visual LANSA,3 and the .NET framework also support multiple

programming languages for the development of software applications, but they tend to be

single- or multi-language in their approach. NetBeans, an open source integrated develop-

ment environment, supports development of applications using different languages such as

Java, PHP, JSP, C/C++, Groovy, and Apache [Synytskyy et al., 2003].
1EditRocket. https://editrocket.com/
2NetBeans. https://netbeans.org/
3Visual LANSA. https://lansa.com/products/visual-lansa
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Linos et al. [2007] claim that, due to their complex and dynamic nature, the analysis of

heterogeneous applications is difficult and challenging. Understanding interaction of multi-

ple languages without integration and tool support is a demanding task because of the large

number of artifacts that are generally involved [Moise and Wong, 2005]; furthermore, the

count of languages used increases to dozens for large enterprise systems. The Apache Open

For Business system (OFBiz),4 an open source enterprise resource planning (ERP) system,

integrates artifacts in more than 30 languages, including general-purpose languages, several

XML-based domain-specific languages, configuration files, properties files, and build scripts.

Some more applications of systems using multiple languages can be seen in web applica-

tions, enterprise applications, and complex embedded systems (e.g., Java, XML, SQL, etc.).

Google, Facebook, and YouTube are some of the popular websites that are built in multi-

language environments including other commonly used software systems such as Mozilla

Firefox and Microsoft Word. This is done using any combination of multiple programming

languages, like C, C++, Java, JSP, PHP, SQL, or XML, with the complex interactions

that result. Another example is the development of JEE applications. These are the multi-

language software systems that combine technologies such as Enterprise JavaBeans (EJB),

JavaServer Pages (JSP), Java Servlets, Java Database Connectivity (JDBC) and Java Mes-

sage Service (JMS).

Multiple languages are often used together when at least one of the following is employed.

1. Common Runtime. If the languages are designed to run on the same runtime (e.g.,

Common Language Runtime (CLR) for C#, F#, and Visual Basic,5 they may be used

together fairly easily [Syme et al., 2012].

2. Inter-process Communication (IPC). Socket based IPC with a text protocol (XML,

JSON, etc.) in which common formats are likely to be supported at both ends [Wang,

2011]. Socket based IPC with a binary protocol (e.g., Google protocol buffers, a custom

protocol working correctly on both ends) [Wibowo, 2011].
4OFBiz. https://ofbiz.apache.org/
5https://docs.microsoft.com/en-us/visualstudio/vsto/how-to-expose-code-to-vba-in-a-visual-csharp-project?view=vs-2019
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3. Distributed Object Systems. A library in which distributed applications can be

built using object-oriented programming (e.g., Common Object Request Broker Model

(CORBA) in which the modules of an application can be created using different lan-

guages. It also defines and provides a common calling protocol so that code written in

different languages can call each other’s functions) [Tari and Bukhres, 2001].

4. Language Interoperability. Two languages may be used together through bridging

technologies (see Section 2.2.3 or by compiling code in one language to native code while

the other language supports calling native code, e.g., in the Java Native Interface6 (JNI)

[Sheng, 1999].

5. Databases. Most languages provide support to access databases through database

extensions. A program may be required to wait while another program is accessing the

database.

While the above list is not exhaustive, it does help in understanding the scope over which

cross-language analysis would be helpful. For languages that run on a common runtime,

cross-language links are inherent in the language design; however, the other methods lack

such design and need a more complex analysis. Specific work has focused on these methods:

for example, Yazdanshenas and Moonen [2011] consider XML configuration files for hidden

dependencies as do Chen and Johnson [2008] for refactoring purposes; Moise and Wong [2005]

find dependencies created with the use of JNI; and Schink et al. [2011] focus on dependencies

created by communication with a database. However, while such work sheds a light on the

lack of research in these areas, they do not provide a general approach to deal with multiple

languages or cross-language dependencies.

Some of the reasons for why the use of multiple programming languages together has

become so common include the need to use legacy code and code reuse [Kochhar et al.,

2016]. Reusing legacy code requires adapting it to fit the new source code [Sametinger,

1997]. Irrespective of how arduous a task it is, changing legacy code in a guest language
6Java Native Interface. https://docs.oracle.com/javase/7/docs/technotes/guides/jni/spec/jniTOC.html
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can be difficult and risky [Hecht et al., 2018]. However, the cost benefits of code reuse have

become a compelling reason to allow the use of multiple languages in a project, especially

since the increasing popularity of open source software and the ease with which appropriate

code components can now be found on the web [Haefliger et al., 2008]. Special purpose

programming languages may be required for a specific task and will require that the language

be integrated into the system [Scott, 2015]. In some cases, several programming languages

are mixed out of necessity, e.g., web applications need JavaScript or WebAssembly for the

part running in the browser, while the scheduler or the low-level handling of interrupts

required by the kernel’s code needs to be partly written in assembly because C or C++

cannot provide what is needed. Some languages have been designed to facilitate such a

mixture (e.g., assembly statements in C) for added functionality. Irrespective of the reason

for why a system may be composed of multiple languages, the various languages form the

overall system as one entity. Therefore, treating the entire system as one entity is important

in these systems because that is what they are; yet tool analysis that cannot analyze all the

languages present within a system does not treat the system as one entity and the result of

such tool analysis cannot be said to be complete.

On examining object-oriented software’s source code statically we observe the following:

• Function calls form a function call graph. (Methods are special cases of functions. The

two are equivalent at this level of analysis.)

• Class inheritance forms an inheritance graph. (Also called an inheritance hierarchy,

mainly in languages where the graph can only be a tree, but also imprecisely so in the

context of languages without such a guarantee.)

• The execution order of statements in a function (i.e., which statements can execute

after which other statements) forms a control flow graph.

• The flow of data through a program forms a data-flow graph.

These kinds of graph are similar in procedural software’s source code, except for the lack of
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class inheritance. We do not consider languages in other programming paradigms.

All of the above mentioned graphs provide a picture of the control- and data-flow at differ-

ent levels of granularity appropriate for various kinds of analysis of a software system. While

all the mentioned graphs may not be applicable to all languages, control- and data-flow can

be computed statically for most of them. The graphs described in the last two points are

usually provided through program dependence graphs. For a homogeneous system, tradi-

tional tool support helps in analyzing the system. These tools range from providing support

in the form of command line compilers, debuggers, GUI designers or system profilers to fully

integrated development environments. Some tools provide support for a specific function-

ality such as intelligent code completion, highlighting, or advanced refactoring. However,

as the use of external code grows in the system, so do the dependencies this creates which

are missed by these tools. Although there exist a multitude of tools that support software

development in single-language environment it is essential to have a cross-language approach

for HSSs as most development teams rely on the developer’s experience and team work to

resolve issues where no tool support is available. However, the overall behaviour of the sys-

tem cannot be studied unless it is understood how components across silos interact with

each other [Ackermann et al., 2009].

2.2 Language interoperability

A study done by Bissyandé et al. [2013] analyzed occurrences in which language pairs are

used together most often. They investigated 10,000 projects on GitHub and one aspect of

the investigation was to determine the relationship between these languages and which ones

are used together most frequently. The thicker a line between two languages in Figure 2.1,

the more projects contain code written in those two languages. The figure does not indicate

in what way these languages work together, but how often they are used together. Languages

are, therefore, used in pairs unless two languages require a wrapper library written in a third

language to communicate. This is why we focus on the interconnections between language
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Figure 2.1: Language interoperability relationships among 30 languages. Adapted from
[Bissyandé et al., 2013]

pairs.

Embedded systems are widely used in many fields such as consumer electronics, home

appliances, automobiles, medical devices, avionics systems, communications, etc. A look

through the existing literature reveals that embedded systems are developed using multiple

languages such as Assembly, C/C++, PLEX, COBOL, Erlang, and mbeddr [Szabó et al.,

2014]. The methods and tools of source code analysis possess idiosyncratic challenges due

to the static and dynamic properties of these languages. For example, static code analyz-

ers have difficulty in extracting facts from C/C++ because of preprocessors, templates, and

namespaces. The problem becomes exacerbated because the integrated applications were de-

signed for the heterogeneous environment while the existing devices do not support hardware

(e.g., ports and interrupts) associated with the programming designs [Kienle et al., 2012].

Similarly, JSP technology integrates HTML, XML, JDBC, SQL, and other static content

to develop dynamic Web pages, and the analysis of multiple client and server-side scripts

becomes complicated. Additionally, within these applications the structural and behavioural

information is encoded in several different languages or technological aspects [Mushtaq and

Rasool, 2015]. The reverse engineering community has not paid sufficient attention to de-

veloping tools that can extract information from such multilingual applications.
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2.2.1 Cross-language analysis in a heterogeneous software system

In an HSS, we need to be able to do more than just understand how the different languages are

being used together; the developer must be aware of what data is being shared and exchanged,

and which programs are interconnected. This would enable comprehension which is not

isolated to one programming language but provides a more holistic view of dependencies

within the system.

Maintenance tasks such as impact analysis and the propagation of change require tool

support [Bohner, 1996, Hassan and Holt, 2004]. There exists a lack in such tool support

when dealing with HSSs. Although the tools mentioned above provide support for multiple

languages, there is an immense lack of support for the cross-linking that happens while

working in a multi-language environment [e.g., Strein et al., 2007, Pfeiffer and Wąsowski,

2012a, Mayer et al., 2017].

In any software, if we want to add some functionality, update any part of the code, remove

deprecated functionality, etc., the programmer often has an exhausting task of program

comprehension before they can begin to plan to make changes—more so if they have never

worked on that particular software system before. To perform these tasks, the software is

analyzed to identify dependencies across the entities within the source code. These tasks,

though essential for the introduction of new features or fixing existing bugs, are rendered

difficult due to the presence of cross-language links. While making changes, maintainers must

ensure that other entities in the software system are updated to be consistent with these new

changes, i.e., changes must be propagated correctly for an efficient workflow. Many bugs that

are difficult to find are introduced by developers who may not have noticed dependencies

between entities, and thus have failed to propagate changes correctly [Aryani et al., 2011].

Having a tool to support change propagation enables them to view what else would need to

be changed if they removed or changed the code in any way, but this support must account

for cross-language links lest bugs be introduced.

In order to relieve developers from the burdensome task of comprehending large software
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systems in their entirety and recommending potential changes in software, program analyzers

have been used. Program analyzers extract dependencies between modules and recommend

potential changes to the software. However, such techniques are inefficient when applied

to large software systems of systems or to systems that are built using multiple program-

ming languages [Cheluvaraju and Pasala, 2015]. Thus, while performing static analysis we

can only get a complete result if we take into consideration all the information (regarding

cross-language links) available in the heterogeneous systems which are using more than one

programming language.

Other techniques use dependency graphs of fine-grained artifacts of the software, although

challenges are faced in the extraction of dependencies from HSSs for change propagation

and for evaluating impact analysis across programming languages. What is required is

a recommendation system which will help achieve the goal of minimizing repetitive work,

while providing a maintainable system that does not require massive implementation effort

for extension to new languages or technologies. This would enable improvement over the

modularization quality of heterogeneous multi-programming software systems and make it

easier to integrate components from multiple languages in a single system.

Figure 2.2: Inter-silo bridging.
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The cross-links between software components are also critical in understanding the be-

haviour of an application that helps perform impact analysis and/or change propagation

[Rajlich, 1997, Cheluvaraju and Pasala, 2015]. The links between the software components

are often not directly encoded in the software but can be derived from other connections [Yu

and Rajlich, 2001]. In business applications, some connections can be derived from relation-

ships between elements in a different domain. For instance, source code-level connections

can be used to connect UI components [Aryani et al., 2011]. To understand the nature of the

links between elements of multiple source code applications, we need to make them explicit

in our analysis. Such links exist as defined and required by the library being used, e.g., JNI,

JPype,7 ctypes,8 etc. These links are not part of either language’s internal specifications,

thereby making it challenging for developers who are seeking support for change propaga-

tion, as neither of the languages used will make these connections explicit and the execution

will fail at runtime if a change has not been propagated completely.

Even after a failure, it would still not be easy to identify the cause of failure as the code

can be correct in either of the languages and would end up requiring more effort and time

from the developer. Software analysis tools must account for these links to provide complete

support for change propagation as even a small refactoring action as renaming a class or a

method could end up breaking the system. Hence, it is rather difficult for software developers

to understand and identify the dependencies between subsystems or modules across language

boundaries, and to estimate the impact of changes within the source code [Yazdanshenas

and Moonen, 2011].

2.2.2 Dependency analysis

In an HSS, dependency analysis can quickly become unwieldy due to the presence of source

code written in more than one language. Performing static dependency analysis of source

code provides better results when the code is complete, but that is rarely the case as we
7JPype. https://jpype.readthedocs.io/en/latest/
8ctypes. https://docs.python.org/3/library/ctypes.html
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often have third party APIs and libraries being used and their source code is rarely, if at all,

present. In addition, the model that we use to perform the dependency analysis would also

need to be extensible to any existing or new languages that might be added to the software.

Thus, the choice of model is decisive for the accuracy and completeness of the dependency

analysis that we perform.

The objective is to provide a tool that facilitates understanding, re-engineering, imple-

mentation and integration of multi-language programs. To apply any analysis to a diverse

set of languages leads to certain problems such as:

• Differences in programming languages in the way that they describe their lexical, syn-

tactical, and semantic rules.

• Modularization mechanisms differ in languages and dependencies are managed differ-

ently, both within and between components.

• Several indirect dependencies are present through textual configuration files with dif-

ferent syntax and whose interpretation depends on the used frameworks.

• Heterogeneous components can be distributed in different languages making it difficult

to trace cross-component dependencies through various communication mechanisms.

The question that we face in generalizing any given model over a set of languages is

how accurately we can replicate the same model for any new desired languages without a

complete overhaul. Existing approaches that use static dependency analysis over HSSs suffer

from considerable limitations [Kienle et al., 2012, Kraft et al., 2008, Moise and Wong, 2005].

These limitations include:

• They can analyze one programming language at a time.

• They might handle more than one programming language and each is handled using a

different methodology.

• They handle multiple languages but do not identify hidden dependencies caused by

using bridging technologies.
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• They are not generalizable to vastly different programming languages.

These limitations lead to a conundrum for the developer of any software analysis tool for

HSS. Should they focus on providing more accurate results by using a more fitting model

for each language and work on bridging the models individually or do they use a universal

model leading to missing out on certain components? And how do they account for hidden

or inherent dependencies within large HSSs—do they focus on the technologies being used

within the languages under study and try to codify each type of dependency? How do

they decide which dependencies to codify? What about when a new language needs to be

introduced, do they overhaul the existing model (adding to more maintenance issues) or do

they build upon the same model, losing crucial information from the source code? All these

questions make clear the need for a generalizable solution for analyzing dependencies in HSSs

with the use of a single analysis engine in a cross-language approach.

2.2.3 Bridging technologies

In this thesis, we use the word silo to define a subsystem written in one programming

language, and any system can have multiple silos based on the number of programming

languages used. For each silo we can parse the code to find intra-silo entities and references,

i.e., references to other entities within the same programming language. We refer to the

programming language of our source code as the “host” silo and the other programming

language whose code is called the “guest” silo (see Figure 2.2). The multiple ways in which

the bridging occurs between the two silos can be categorized as follows:

• The host is expected to bridge the gap. Host-language functions have to be written

specifically so that the guest language functions can be called using a third-party tool

or a library meant for the purpose of bridging, e.g., in JPype.

• The gap is bridged by a tool that does not belong strictly to either the host or guest

languages, e.g., SWIG,9 which compiles the code in the form of a dynamically-linked
9SWIG. http://www.swig.org
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Table 2.1: Popular bridging technologies.

Technology Languages External Library

Ctypes Python - C ctypes
Python.h C/C++ - Python Python.h
JPype Python - Java jpype
Jython* Java - Python N/A
JNI* C/C++ - Java Jni.h
IronPython* C# - Python IronPython.Hosting
SWIG* Multiple N/A

library which can then be used in various languages.

• The guest is expected to bridge the gap. This means the guest language functions are

written in such a way that the host language can call them, e.g., using JNI.

Some of the bridging technologies available are shown in Table 2.1, where an asterisk next

to the name of the technology specifies that it can be used for callbacks between the two

languages, i.e., call Python code from Java, or call Java code from Python. These can be

defined as bidirectional bridging technologies. We can classify bridging technologies based on

how they allow cross-linking. We discuss these classifications in this section.

Third-party libraries

To use an already existing third-party library, we have options available in the form of

wrapper libraries or APIs which let programmers cross-link certain languages.

A wrapper library can generate wraps for existing libraries in a format suitable for uptake

by the host language, e.g., SWIG enables the use of multiple languages by allowing users

to generate host language code for an existing guest language library by simply writing an

interface file and compiling the code by the wrapper library specifications [Beazley, 2003].

This generated code conforms to the host language conventions and can be used like any

regular module or a library.

Foreign function interfaces (FFI), such as ctypes, are also available which allow the use

of existing libraries in the host language [Chiba, 2019]. The difference between FFIs and

wrapper libraries is that unlike the wrapper libraries there is no compilation necessary.
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Listing 2.1: Code excerpt showing embedded Python code in a C program.
1 #include <Python.h>
2

3 int
4 main(int argc, char ∗argv[])
5 {
6 Py_Initialize();
7 PyRun_SimpleString("from time import time,ctime\n"
8 "print ’Today is’,ctime(time())\n");
9 Py_Finalize();

10 return 0;
11 }

Another way to use existing libraries is by using FFIs which allow us to write guest

language code by keeping calling conventions of the host language in mind. The Java Native

Interface is one example of such frameworks which works specifically for the Java–C/C++

combination.

Language variants

Implementations of existing languages allow for tight integration between high level lan-

guages. Examples of such implementations are Jython10 and IronPython,11 both implemen-

tations of Python to provide integration—between Python and Java, and .NET framework

and Python, respectively. Using these technologies, we can write scripts, both simple and

complicated, which would allow for additional functionality in the system.

Unlike the above-mentioned implementations which extend the programming languages,

we have the similar option to embed a language. The difference is that, when a language

is embedded, the main program may have nothing directly to do with the guest-language;

instead, some parts of the application occasionally call the guest language interpreter to run

some guest language code.
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Embedded code

An embedded and integrated language in an application adds a powerful and elegant solution

to customization, automation, and other aspects. For instance, if Python is embedded in C,

the main program in C will be provided in which the Python interpreter has to be initialized

(e.g., with Py_Initialize()) as shown in Listing 2.1, and then we can call the interpreter from any

point within the application.12 The interpreter can be called to run some lines of Python

code passed as arguments to PyRun_SimpleString(), or by passing a Python file pointer/file

name to PyRun_SimpleFile(). Py_Finalize() call shuts the interpreter down before the program

ends.

Multiple programming languages can be used in unison with more than just existing

libraries via FFIs like cffi, ctypes, etc., allowing the use of existing libraries (shared dynamic

linked libraries in the case of ctypes) and also making it possible to create data types of the

guest languages within the host language.

Metaprogramming

It has been established that a program is mainly code in which data is manipulated to

produce some output, e.g., the log() function returns the natural log value for some input

value, say an integer. Undoubtedly, this is a very basic example and the data involved can be

much more complex. A compiler takes source code as input to produce an output (bytecode,

intermediate language, binary code, etc.).

Metaprogramming, on the other hand, is a programming technique in which programs

treat other programs as their data. The technique can involve processes such as reading,

generating, analyzing or transforming other programs. Self-modification is another part of

metaprogramming which lets programmers write shortened code to express a solution, hence,

expending less time for development.

One subset of metaprogramming is reflection, which permits the manipulation of data
10Jython. http://www.jython.org
11IronPython. https://ironpython.net
12Embedded Python. https://docs.python.org/3/extending/embedding.html
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whose structure is not known at compile time [Smaragdakis et al., 2015]. As a dynamic

language, Ruby provides the freedom to define methods and classes during runtime, thus

leveraging metaprogramming capabilities.

Polyglot programming

A subset of multi-language software development is the mixed use of multiple languages that

can execute on the same virtual machine. This provides ease of integration between the

artifacts written in the different languages and very little overhead for procedure/function

calls between the languages [Wampler and Clark, 2010]. For instance, languages such as

Ruby and Python have been ported to both the Java Virtual Machine (JVM)—JRuby13 and

Jython—and the .NET Common Language Runtime (CLR)—IronRuby14 and IronPython—

because it is relatively easier to use a single, and perhaps existing, virtual machine (VM)

rather than create a new compiler and interpreter [Reese, 2015]. In recent years, new lan-

guages have been created specifically for one or more VMs, such as Groovy,15 Scala, Clojure,

and F#, despite the JVM having been designed exclusively for Java while the .NET CLR

was designed to support multiple languages since its conception.

2.3 Motivating examples

When implementing a program using more than one programming language, we introduce

multi-language program dependencies. Such dependencies arise when one or more entities of

one programming language relate to the entities of a different programming language within

the same program. For instance, entities written in one language can reference or use other

entities written in another language.

The guest language code or third-party library does not have to meet specifications set by

the host language. The references from the host code to the guest code are managed by the
13JRuby. http://jruby.codehaus.org
14IronRuby. www.ironruby.net
15Groovy.http://groovy.codehaus.org
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Figure 2.3: Cross-silo access using intermediate code.

Table 2.2: Type coercion in Jython. Adapted from the Jython user guide.

Java Type Python Type

char str (must have length 1)
boolean Integer (true = not zero)
byte Integer
short Integer
int Integer
float float
doublefloat float
long Integer
java.lang.String string (will be encoded), unicode
byte[] string
char[] string
java.lang.Class JavaClass
Foo[] Array (containing objects of class or subclass of Foo)
java.lang.Object String
orb.python.core.PyObject orb.python.core.PyObject
Foo JavaInstance representing Java class Foo

bridging technology being used. We need to parse these string literals to mine meaningful

dependencies that are otherwise hidden to the model and thus would render our solution

incomplete.

Figure 2.3 shows how the source code from language L1 may use the intermediate code

of some source code written in language L2. An intermediate representation is a representa-

tion of a program “between” the source and target languages [Muchnick, 1997]. The type of

intermediate representations may be language-specific or language independent. Java byte-

code, dynamically-linked libraries (DLLs), or EXE files are some examples of intermediate

representations. The dependencies created through this type of cross-silo linking is another

28



CHAPTER 2. MOTIVATION

challenge as source code analysis may not be performed if the original source code of the L2

is not available.

Type coercion occurs in many bridging technologies, e.g., when using Jython in Java in

order to seamlessly integrate Python and Java languages. In Table 2.2, we can see the Java

types that are coerced into Python types and how they align. Since the types are different

in each silo, matching any procedure only based on parameter types is not possible if we are

devising a generalizable approach as the same types will be coerced into different types for

different technologies. In this section we provide motivating examples to display dependen-

cies in HSS missed by traditional software support tools. Some of these dependencies are

explicit, while others are implicit or hidden.

Example 1

In Listings 2.2 and 2.3 (based on [Seshadri, 1999]), JNI is being used to bridge the Java

and C++ code. In the C++ code (Listing 2.2), the FindClass method is invoked on the

env variable at line 3 to access the Program class. The members inside the Program class in

Listing 2.3 are further accessed using the env and cls variables. The type of arguments also

need to be provided due to polymorphism in Java. Thus, we can conclude that the key

here is the string literals which are being used to access the entities in a guest silo (java).

Types need to be specified explicitly as shown in Listing 2.2 while passing parameter types

"([Ljava/lang/String;)V" as an argument.

The method main() is accessed at line 4 and invoked at line 5 when it is passed as an

argument to CallStaticVoidMethod() at which point the statements within main() are executed

creating a data and control flow between the two silos.
15Jython User Guide. https://wiki.python.org/jython/UserGuide
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Listing 2.2: Code excerpt showing the use of string literals in C to refer to the Java code
from Listing 2.3 using JNI.

1 int main(){
2 JNI_CreateJavaVM(&jvm, &env, &vm_args);
3 jclass∗ cls = (∗env)−>FindClass(env,"Program");
4 jmethodID main_method = (∗env)−>GetStaticMethodID(env, cls, "main", "([Ljava/lang/String;)V");
5 (∗env)−>CallStaticVoidMethod(env, cls, main_method, NULL);
6 }

Listing 2.3: Code excerpt showing a simple Java program.
1 public class Program {
2 public static void main(String[] args) {
3 System.out.println("Hello World");
4 }
5 }

Example 2

Listings 2.4, 2.5, and 2.6 show the implementation of bridging using IronPython.16 In this

example, the C# class Program is accessing two separate Python modules simple_test and

factorial. String literals are used to access the modules in this example as well, however,

the members inside the modules are accessed through dot notation as if the class were just

another Java class. IronPython handles the interconnection between the two languages, like

all other bridging technologies. It can be used to access C# code from Python as well.
16IronPython example. https://www.c-sharpcorner.com/uploadfile/851045/python-with-net-4/

Listing 2.4: Code excerpt showing C# code invoking Python functions from Listings 2.5
and 2.6.

1 class Program
2 {
3 static void Main(string[] args)
4 {
5 ScriptRuntime ipy = Python.CreateRuntime();
6 dynamic test1 = ipy.UseFile("simple_test.py");
7 // Call function
8 test1.Simple();
9 // Sample for passing parameters to Python and getting value

10 dynamic test2 = ipy.UseFile("factorial.py");
11 int p = test2.factorial(5);
12 }
13 }
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Listing 2.5: Code showing the Python module simple_test.
1 def simple():
2 print "Hello from Python"
3 print "Call Dir(): "
4 print dir()

Listing 2.6: Code showing the module Python factorial.
1 def factorial(n):
2 if n <= 1: return 1
3 return n ∗ factorial(n−1)

Example 3

JPype allows Python programs full access to Java libraries. Unlike IronPython, this is

achieved not through re-implementing Python, but rather through interfacing at the native

level in both virtual machines. With JPype, most of the standard Java packages can be

directly imported, while others can be accessed after adding the classpath to the JPype

module as shown at line 5 as shown in Listing 2.7: jpype.addClassPath("/my/.../path/∗"). Members

within guest silo modules can be accessed much like in-silo member-accesses. Traditional

multi-language tools do not recognize these links.

Listing 2.7: Example showing bridging of Python code to Java code from Listing 2.8 using
JPype.

1 import jpype
2 import jpype.imports
3 jpype.startJVM()
4 jpype.addClassPath("/my/.../path/∗")
5

6 from org.pkg import MyClass
7 obj = MyClass(1)
8 static_var = MyClass.staticField
9 member_var = obj.memberField

10

11 def invokeAdd():
12 a=60, b=90
13 sum = obj.add(a, b)
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Listing 2.8: Example showing Java code.
1 package org.pkg;
2 public class MyClass {
3 final public static int CONST_FIELD = 1;
4 public static int staticField = 1;
5 public int memberField = 2;
6

7 public MyClass() {}
8 public MyClass(int i) {}
9

10 public call(int i) {}
11 public call(double d) {}
12 public int add(int c, int num){
13 c = c + num;
14 return c;
15 }
16 }

Example 4

The queries in Listing 2.9 show the definition of a stored procedure. GO denotes the end of

a batch. To call the stored procedure within the TSQL silo, a simple Exec statement can be

executed.

In the query at lines 3 and 4 the variable @id is defined and modified respectively. At line

5, there are four variables in use: Sales.Store.Name, Sales.Store.ID, @name and @id while none are

defined and modified. At line 10, in a different batch, the procedure is called so the call-site

in this statement needs to be resolved to match with the SelectStore definition. If at line 10

we select the node @name as the seed, we will need to slice it. The entity resolvers must be

Listing 2.9: Code excerpt showing a TSQL procedure.
1 CREATE PROCEDURE SelectStore @name nvarchar
2 AS
3 DECLARE @id INT;
4 SET @id = 23;
5 SELECT Name
6 FROM Sales.Store
7 WHERE Name = @name OR ID = @id;
8 END
9 GO

10 EXEC SelectStore @name = "Bob"
11 GO
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Listing 2.10: An example of calling a TSQL procedure from C#.
1 private void button1_Click(object sender, EventArgs e) {
2 using (SqlConnection con = new SqlConnection(dc.Con)) {
3 using (SqlCommand cmd = new SqlCommand("SelectStores", con)) {
4 cmd.CommandType = CommandType.StoredProcedure;
5 cmd.Parameters.Add("@name", SqlDbType.VarChar).Value = valueVariable.Text;
6 con.Open();
7 cmd.ExecuteNonQuery();
8 }
9 }

10 }

able to resolve all these values in order to have a complete picture of the data-flow.

In order to execute a stored TSQL procedure from a different silo, special steps need to

be taken (e.g., as in Listing 2.10). This is in line with our approach for resolving call-sites

across silos.

2.3.1 Observations

String literals are frequently used in applications for several purposes such as codifying

dependencies and encapsulating parameter [Shatnawi et al., 2017]. Several bridging tech-

nologies make cross-language reference possible through the use of string literals which refer

to unique entities that are referenced through their names. The functions provided by the

bridging technologies can be used to access guest code by passing the identifiers of entities,

such as package, class, table or procedure names, as arguments. The tools handle implicit

data type conversion in most cases as well. The examples above make it clear that string

literals provide a means for devising a general approach for cross-language analysis.

2.4 Slicing in heterogeneous software systems

Program slicing has been an active area of research since it was defined by Weiser [1984].

Slicing is a technique that allows determination of a subset of a program that may affect

computation at a specific point within the program, called the slicing criterion. Alternatively,
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we can say that a slice can be generated from the program by identifying what sections are

irrelevant to the criterion. In the view of Weiser, slicing is a technique inspired from the

way a software maintainer or developer interprets program behaviour within a subset: by

focusing on the relevant parts only. The approach he proposed was static in nature and was

based on iterative data-flow analysis. Since then, dynamic slicing [Korel and Laski, 1988,

1990], relevant slicing [Agrawal et al., 1993], union slicing [Beszedes et al., 2002, Danicic

et al., 2004], conditioned slicing [Canfora et al., 1998] and hybrid slicing [Gupta and Soffa,

1995] have been introduced. Moreover, various applications of slicing have been proposed,

e.g., debugging, impact analysis, program comprehension, and other software maintenance

tasks [Tip, 1995, Harman and Hierons, 2001, Binkley and Gallagher, 1996].

Multi-language systems are a challenge when it comes to slicing due to the control flow

between languages that is not detected by traditional approaches [Moise and Wong, 2005,

Shatnawi et al., 2017]. In this thesis, we argue that our model unveils existing dependencies

in the system which would otherwise be hidden. A traditional program slicing algorithm

does not take into account the presence of additional forms of state such as:

• Programs that operate over a database.

• Programs using bridging technologies (in HSSs).

• Programs that access data which is stored externally (e.g., flat files).

The problem in such cases is that statements which bridge the gap between the program

state and some other form of state (e.g., by reading data from a database into program

variables, or by accessing variables/methods from other silos) will not be included within

the slice because the slicing algorithm is unable to detect their relevance to the current slicing

criteria. Therefore, the slices being produced are not complete descriptions of the effect of

the program on the variables/statement specified by the user.

While our approach can handle the first two issues, we cannot completely define which

statements could be impacting the external storage state and thus be falsely absent from a
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slice. To encode the details we could look for each type of file or database access. The source

code files are used to check for dependencies if they belong to other silos, however, accessibil-

ity is always a factor. Any file dependencies outside the scope of the software’s source code

are not analyzed. If the queries used to create the database and all the components within

can be included within the source code being analyzed, the dependencies will be extracted.

If the queries are missing, static source code analysis cannot be performed.

2.5 Summary

We discussed the prevalence of HSSs and the importance of having tool support for software

development and maintenance—the demand for which has been made time and again by

researchers. We discussed the need to establish dependency analysis for HSSs and provide

examples to show the use of multiple programming languages and how certain bridging

technologies are commonly used. We presented various means of bridging languages to

present the problem facing existing tools and techniques. This chapter also provided insight

into cross-language dependencies and how pervasive they are across all kinds of software

applications. We provided motivation for our work to explain why we are focusing our

research on providing support for change propagation in multiple programming language-

based software systems, or heterogeneous systems, by analyzing the dependencies that exist

due to the use of bridging technologies within source code written in different languages.
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Related Work

In recent years, there has been an increase in interest towards studying heterogeneous soft-

ware systems and the issues unique to them. There are three main areas of related work for

our problem: (a) heterogeneous software system models, (b) cross-language analysis and

(c) multi-language slicing. All the work discussed here addresses different facets of HSSs

in order to ease the use of multiple languages together. Applications such as refactoring,

change propagation, interoperability, software reuse, etc. within the domain of HSSs are

most researched in this area.

3.1 Heterogeneous software system models

In order to capture an HSS for static source code analysis, irrespective of the goal, the source

code entities must be extracted and represented in a manner that make them accessible for

the analysis. Models are used to represent language entities and their relationships, whether

each language has its own model, or multiple languages are modelled as one depends on the

researcher and their goals. We discuss the two most commonly used model types in this

section, categorizing the work there based on their relevance to the various aspects of our

work even though they may fit more than one category.
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3.1.1 Common models

A common/universal model requires that a general, abstract structure be built which will

be used to extract facts from multiple languages. In essence, only entities that are common

or their closest representation may be part of the structure. This makes it easier to save

resources and time as the model will not be altered for new languages.

One such approach is the Moose Refactoring Engine [Tichelaar et al., 2000], which sup-

ports language-independent refactorings. The approach uses a single engine based on a

common meta-model which is designed around supporting an object-oriented model for Java

and Smalltalk. Their model, called FAMIX, provides entity-relationships for the entities

within the source code. A single refactoring engine works on both languages and uses the

model to retrieve the information required to perform the analysis. The generalizability

of their approach is questionable as it has not been evaluated on a language that is not

object-oriented. Their approach also does not address any cross-language links and is, thus,

a multi-language approach.

Another area of interest in multi-language systems is presented by Deruelle et al. [2001].

They present a method to analyze distributed multi-language software systems. A multi-

language source code analyzer, a change impact analysis module, a profiling tool, and a

graphical user interface were used to achieve this. They use JavaCC1 to generate the parser

for each language and then implement a general, abstract structure for the source code of

programs like Perl or PHP scripts, Java or C/C++ source code and relational or object-

oriented database schemas. Their approach focuses on the issues of distributed systems, so

it does not analyze or extract dependencies between C/C++ and Java code, and it too is

thus a multi-language approach.

In an effort to extract dependencies in HSSs, Moise and Wong [2005] used GXL,2 a

standard exchange format for graph-based tools, to represent the facts extracted by Source

Navigator3 from a program, in order to provide a unified schema throughout the different
1JavaCC. https://javacc.github.io/javacc/
2GXL. http://www.gupro.de/GXL/
3Source Navigator. http://sourcenav.sourceforge.net
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languages and thus, be able to identify inter-language dependencies. However, as the authors

of this work learned, GXL is weak when representing edges and Source Navigator does not

provide enough information about the program to execute a deep analysis of the programs

as the authors had hoped.

While Tichelaar et al. use a common model for general purpose object oriented languages,

Pfeiffer and Wąsowski [2012b] leverage a universal syntactic language representation for both

general purpose and domain specific languages in TexMo, a prototype tool developed as an

Eclipse plugin which implements actions for visualization, static checking, navigation, and

refactoring of multiple languages. The scalability of their approach cannot be determined

as they evaluate their tool on a single application, JTrac.4 The tool was later evaluated in

a qualitative study for cross-language support on the same application with 22 participants,

to demonstrate that the tool allowed faster and better aid to developers, especially less ex-

perienced ones [Pfeiffer and Wąsowski, 2012a]. However, they established the cross-language

relation model for JTrac manually for this specific study and the process is not automated

for any other input.

A slightly different approach still involving a common model is presented by Arzt et al.

[2016]. They transition Soot5 into a cross-language, cross-platform static analysis tool that

produces the same intermediate representation irrespective of the input language. They

present a frontend that is capable of converting Common Intermediate Language (CIL)

bytecode into Soot’s Jimple IR. The frontend integrates Java/Android with CIL analysis

and scales to large programs. Although CIL is a fully managed-code language, they show

that CIL code has significant differences to Java bytecode. They do this without modifying

Jimple while also trying to not lose semantic information, so that Jimple could be reused

and/or extended by researchers. They perform a case study to demonstrate the detection

of malware that uses CIL code inside an Android app to hide its behaviour. While their

ideas broaden the applicability of existing static-analysis frameworks to other languages and
4JTrac. http://www.jtrac.info
5Soot. http://sable.github.io/soot/
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platforms, they do not help in cross-language analysis.

Although a universal language representation is simpler to use for the integration of new

languages, a major concern remains the loss of important information present in language

artifacts which may not fit the existing representation model. Designing such a model

requires abstraction of features of languages that makes these languages unique; any analysis

results using such a model will be incomplete and unsuitable for detailed analysis.

3.1.2 Multiple models

In general, when a common model is not being used, the other option is to use a single model

per language or per language-group. Such models require adding support for a new language

by adding a completely new model and making sure that the analysis engine is able to work

with it. The benefit of using individual models is that it ensures that the source code is

captured as accurately as possible. The drawback is that the development time and resource

utilization increases with the level of analysis required.

One such representation is the model used by Strein et al. [2007]. They present X-Develop,

an extensible meta-model, used for a per-language-group syntactic representation. While

both TexMo and X-Develop provide support for refactoring, the major difference is in the

way both approach the language syntactic representation: TexMo uses a universal language

representation while X-Develop uses the same representation over similar languages. Strein

et al. [2007] point out that their model is not a union of all language models, but it only

contains the language concepts necessary for analysis and refactoring. We have borrowed

from their model’s ability to evolve with the addition of new languages. The problem, though,

is that their approach requires that language details over a set of languages be retained: no

such set exists in which the languages are sufficiently alike that they can be represented by

a single model without a loss of the essential syntactic and semantic information required

for fine-grained analysis.

Lyons et al. [2017] provide a lightweight approach to handle HSSs in order to construct
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a multilingual call graph. They focus on specific technologies such as the use of python.h and

how that resolves inter-silo call invocations. Basically, their approach is a single-language

approach with a combination of interoperability filters applied at the end. First, a monolin-

gual AST generated by an appropriate monolingual parser in the monolingual layer of the

architecture is created by existing open source tools. Next, since each language AST differs,

the interoperability layer analyzes the monolingual ASTs to process language interoperability

APIs. Finally, in the multilingual layer, all the program data is transformed to be multilin-

gual, and procedures in different languages can be related to one another for static analysis.

The approach works at only a coarse granularity level and it is specific to C/C++, Python,

and JavaScript interoperability. Their cross-language approach relies on hard-coding the

filters required to extract cross-language procedure calls, making generalizability an issue.

In focusing on multi-language product lines, Angerer [2014] provides a change impact

analysis approach, computing system dependence graphs (SDGs) (using SOOT) separately

for each programming language in use as well as computing conditional system dependence

graphs (CSDGs) by annotating the SDGs with the presence of conditions which encode the

variability of the system. The CSDGs are supposed to be linked to express cross-language

dependencies. They use conditions to express and abstract from concepts, such as conditional

statements testing configuration settings, aspects, data mapping configurations, etc. The

edges are decorated with conditions in the CSDG to signify that the edge is only valid if

the condition is satisfied with respect to a concrete product configuration. Any statement

is only executed if the condition attached to the incoming control edge evaluates to true.

Consequently, the existence of a condition attached to a data dependency edge means that the

data flow only exists in the product variants fulfilling the presence condition. They evaluated

their approach in Angerer et al. [2019], in which they avoid making generalization claims

for other languages, as they do not handle cross-language support at this point. A major

problem in their approach is that the variability in source code must be known beforehand,

otherwise extracting the initial conditions is not possible. Relying on such prior knowledge
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for every project that the user might be working on is unrealistic and, thus, cannot be used

to devise a general approach.

3.2 Cross-language analysis

Existing work has attempted to analyze cross-language links; however, a generalizable ap-

proach has not been established for any set of languages.

Kullbach et al. [1998] present pioneering work that recognizes references crossing the

language boundaries as an issue in their analysis. They use a coarse-grained graph-based

conceptual model for the individual programming languages, and then integrate the model

for multi-language applications. Source code in COBOL and JCL is first translated into

an object-based repository and then the repository is queried for information about the

application using a graph query mechanism. The multi-language model defines the repository

structure of a program comprehension tool. They translate the source code into an underlying

graph representation. Their approach, which works on file-, program-, and procedure-level

granularity with the goal being program comprehension, was designed for COBOL and JCL

specifically.

Hassan and Holt [2003] proposed a semi-automatic methodology for helping developers

in analyzing, understanding, and maintaining their web applications. A set of extractors is

used to analyze the source code of web applications which includes parsing the source code

of the system both by using automated tools and with the assistance of senior developers.

They present the outcome of their analysis as a set of relationships between the different

components of the web application but the visualization is at the component level. While

they attempt to handle multi-language web-applications, their focus lies on the architecture

of a web-application at coarse granularity.

Other work that focuses on design specification is the use of a component dependency

graph (and component dependence adjacency matrix) in a C++ or Java source code to

establish inter-language dependencies by specifically looking for the #include directive [Li
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et al., 2005]. The granularity level is at component level, such as class or interface and

therefore cannot be used for program slicing and the approach is specific to C++. It is

useful for impact analysis at this level as well as code reuse. However, this work also does

not provide any insights towards formulating a generalizable approach.

In the area of dependency analysis, Linos et al. [2003] focus on a specific technology:

the Java Native Interface (JNI). Their prototype tool, Multi-Language Tool is helpful in

understanding multi-language program dependencies. It detects, stores, and manages multi-

language program dependencies found in programs written using a combination of C, C++,

and Java languages through JNI. The focus is entirely on finding dependencies for programs

using JNI and the way it is used in these three programming languages, thus limiting its

utilization for other languages. The extractor used in this tool does not use a grammar to

extract all the source code, instead relies on lexical analysis. It also is not scalable to large

software.

Mayer and Schroeder [2012] concentrate on semantic links in multi-language systems with

their focus being refactoring, code analysis, and program comprehension and understanding.

Their work links artifacts across languages and does not focus relies on explicitly specifying

semantic links between artifacts written in different languages using Query/View/Transfor-

mation-Relations.6 They require a language adapter per language. Ironically, they are not

able to provide refactoring support for any languages other than Java, and somewhat for

Ruby, in an Eclipse environment. They aim to add more generic language adapters and

sample link specifications in the future. Later, Mayer and Schroeder [2013] studied three

cross-language frameworks (i.e., Android UI framework, Spring Inversion-Of-Control, and

Hibernate Query Language) that link artifacts written in the Java programming language

to artifacts written in a declarative, framework-specific domain specific language. They

identified common patterns of cross-language linking in the domain of Java frameworks with

domain specific languages. Their work provides insights into the complex nature that cross-

language links exhibit and also lays out requirements for designing and building a linking
6QVT. https://www.omg.org/spec/QVT/
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language and tooling infrastructure. However, they also recognize the lack of generalizability

of their approach as their cross-language analysis requires custom implementation of the

identified patterns across the languages that they considered.

Yazdanshenas and Moonen [2011] build upon the Knowledge Discovery Meta-model (KDM)

to reverse engineer homogeneous models for systems composed of heterogeneous artifacts

developed in C, C++, Java, and/or with configuration files in XML. They rely on explicit

dependencies within the source code to build their model and thus, would inevitably end up

with missed dependencies. They use their models to represent intra- and inter-component

dependency graphs. Similar to their approach, Shatnawi et al. [2017] present a tool, DeJEE,

based on the KDM model, as an Eclipse plug-in that is able to detect dependencies across

frameworks such as Servlet, JSF, JSP, etc. Their approach relies on bridging semantics of the

languages at hand and does not provide a generalizable approach to cross-language analysis.

Their approach works at coarse level by building a call-graph for the enterprise system.

As an example of how hard-coding of bridging semantics is not easily avoided in some

cases, we can look at the work by Hecht et al. [2018] where they extract hidden dependencies

that are not visible in the code within J2EE applications specifically. They also rely on

KDM much like Yazdanshenas and Moonen [2011] and Shatnawi et al. [2017]. They build

upon MoDisco,7 an existing Eclipse-based open source project which provides a model-driven

reverse engineering framework to develop model-driven tools. Their approach produces a call-

graph by static source code analysis. The hidden dependencies are extracted by codifying the

rules for specific method resolutions across languages making it non-generalizable for other

languages. An instance of such dependencies can be described as a client-side invocation

foo() method on the variable obj declared with the client application method which leads to

bar() calling the baz() method on a service-side instance of some class. These dependencies

are often missed by static source code analyses as they are inherent to J2EE applications. In

attempting to generalize cross-language dependency analysis, however, these dependencies

may not be identified as they are specific to J2EE applications and no direct links can be
7MoDisco. https://www.eclipse.org/MoDisco/
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established via the source code itself.

To summarize the cross-language approaches, we can subdivide them into (1) approaches

that work on one particular bridging technology and (2) those that work on a set of languages;

how the issues caused by cross-language links are dealt with relies heavily on which one of

these approaches is considered. (1) When the focus is a particular technology, the cross-

language links are specified based on the bridging semantics of the technology itself, using the

rules laid out by the technology that govern the linking to find the dependencies; independent

study of the languages involved is not required, but generalizability to additional technologies

and languages is not achieved [e.g., Linos et al., 2003, Lyons et al., 2017]. (2) When the focus

is a set of languages, the rules governing the linking are provided by studying the interaction

among the languages; it could either be through design specification of the languages (e.g., in

web technologies or through a common runtime) or through the use of bridging technologies

[e.g., Li et al., 2005, Hecht et al., 2018]. If the linking happens through language design,

explicit specification of the rules is sometimes the only option as the links may not be

identifiable through source code analysis; thus, again, generalizability is not achieved.

3.3 Multi-language slicing

Slicing across different languages and technologies is an additional challenge in heterogeneous

systems. It requires finding program parts that are affected or will be affected by computation

within each individual language in combination with an approach to interlink the output from

each language to extract a complete slice.

Pócza et al. [2005] present an approach to dynamic slicing on the .NET platform across

different languages (e.g., C# and Visual Basic.NET). Their approach uses the Common Lan-

guage Runtime (CLR) debugging framework for computing traceability between instructions

and source code. The computation of a slice is done on the execution trace. The transla-

tion of all languages compliant to the Common Language Specification (CLS) into the CLR

framework makes it possible for slicing to be carried out across the languages (the CLS-
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compliant parts of them). They utilized the debugging capabilities of the .NET platform

to achieve this and implemented a test application to dynamically slice programs written in

mixed C#-VB. Their work is specific to the .NET environment and cannot be generalized

over other languages.

Web applications, which are also heterogeneous in nature, also present a challenge when

performing slicing. Nguyen et al. [2015] present program slicing for dynamic web applica-

tions. Their approach, WebSlice, computes program slices across different languages. They

identify data-flow dependencies among data entities for PHP code as well as for embedded

languages: SQL, HTML, and JavaScript. They connect the data flows across different lan-

guages and across PHP pages and thus, compute a program slice for a given entity based on

the established data flows. They evaluated WebSlice on five real-world, open-source PHP

systems. This is similar to our approach since we perform slicing based on the data flows

within and across each language silo. However, the applicability of their approach for new

languages is questionable as the focus is specifically on how the set of languages that they

considered are embedded. They depend on string literals as a part of their cross-language

analysis approach but this is specific to the languages that they analyzed in the way that

they are designed to work together.

3.4 Other

A comprehensive literature review of this area has been published by Mushtaq et al. [2017]

comprising a study of 56 papers relevant to source code analysis of multi-language systems.

They identified key research issues, with the top three being the lack of support for static

analysis, program understanding and reverse engineering, and cross-language link detection.

The existing work that they were able to identify, which claimed cross-language dependency

analysis, either did not in fact provide evaluation, were incomplete, were only generalizable

to a set of specific types of languages, or were in fact not generalizable at all.
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Matthews and Findler [2007] deal with a more formal methodology where they focus on a

“foreign function interface” used between two languages and aim to abstract away low-level

details and instead focus on semantic properties. They present a method for giving oper-

ational semantics to multi-language systems. They use a construct that they call “bound-

aries” to regulate cross-language type casts for control flow and value conversion between

languages. The syntax of both languages is combined and boundary terms are added to

arbitrate linkages between the two. In theory, this approach would be beneficial in designing

new bridging means and technologies; however, the generalizability and scalability of this

approach requires evaluation on real-world systems.

3.5 ModCP

ModCP is a change propagation prototype tool by Men [2018], designed for Java source code.

He uses a combination of fine-grained and coarse-grained approaches to perform static source

code analysis. His goal is to use a modular approach to make updating the model faster and

scalable. As a result, he defines modularized program dependence graphs (mPDGs), which

include data-dependence and control-dependence sub-graphs for each individual method in

a program, providing a fine-grained statement-level trace within each method. In addition,

an enhanced call-graph (ECG) and a class hierarchy graph (CHG) are used to capture the

global information about the software.

Figure 3.1 shows the basic design for the change propagation tool. The dotted arrows are

used for representing input/output of data/models (shown as slanted boxes), solid arrows for

control flow, upright boxes for processes, and the curvy bottom edged boxes as documents.

The process starts by inputting the source code files to the parser to generate parse trees.

The AST builder uses the parse trees to build an AST for the programs within the source

code. A semantic resolver uses the AST to resolve the variable references to find the data

members and methods being accessed and invoked. This information is further used by

the mPDG builder to create the mPDGs by using the AST and the semantic relationships
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Figure 3.1: The workflow of ModCP.

between the components.

Once the mPDGs are built, a context-insensitive approach to program slicing finds the

parts of a program that are relevant to the value of a user-selected set of variables at some

chosen point in a program using the data and control dependencies from the mPDGs. Intra-

and inter-procedural slicing conducted on the mPDGs gives the program slice based on a

criteria mainly by following the method calls and field references. This slice is provided as

the result to the user and this slice can be used to propagate a change. We build upon the

ModCP tool and extend it to other languages by using a unified meta-model to capture a

the source code. We use the dependency analysis module developed by Men [2018] and add

a cross-language analysis module to find the cross-links between languages.
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3.6 Summary

We discussed existing works that are relevant to our work, especially in the context of the

model we use to capture HSSs and a cross-language analysis approach. We concluded that

existing works do not provide an approach for a fine cross-language dependency analysis in a

multilingual environment. We attempt to extract the best features of existing models while

maintaining a common dependency analysis module and build upon existing cross-language

analysis approaches to present a generalizable solution.
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The Metamodel

In this chapter, we describe the core of our solution, the unified metamodel, including the two

key components: the abstract syntax representation models (ASRMs) and the dependency

analysis module, which builds the type hierarchy graph (THG), the multilingual enhanced

call graph (MECG), and the modularized program dependence graphs (mPDGs). Addition-

ally, we elaborate on how our cross-language analysis engine works.

4.1 Unified meta-model

The unified metamodel includes the ASRMs extracted from language specific details, and

the dependency graphs; it evolves as we introduce new languages. However, at any moment

it can be defined as a set of abstract syntax tree (AST) node types for entities and their

structural organization along with entity resolvers (ERs) to provide the semantic relations;

and on top of this are the dependency graphs built for all ASRMs. The unified metamodel

can also be considered to be a hybrid of a universal model, as used by Pfeiffer and Wąsowski

[2012b], and individual models per language, as used by Mayer and Schroeder [2012]. We

extend the base model by Men [2018] to represent heterogeneous systems.

Figure 4.1 shows the overall design of the metamodel. Solid arrows are used to represent

the control-flow between processes and data-flow is represented by dotted arrows to show
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Figure 4.1: The unified metamodel.

the input/output. The parallelograms represent the various dependency graphs within the

model and rectangles represent processing steps. From top to bottom, we have the ASRMs as

the building blocks for the model; ASRMs contain the a portion of the AST framework and

the ERs. Each language has its own ASRM, which includes the parts of the AST framework

that are not already present from other ASRMs, and the entity resolvers for the language.

The ASRMs are the input for the dependency analysis module which uses the syntactic

and semantic information provided from them. This dependency analysis module comprises

in-silo and cross-silo analysis and each is used for different purposes. Both analyses depend
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on the information obtained from ASRMs. The in-silo analysis remains the same as the base

model as it relies on the used/defined variables and the call-sites provided by the ASRMs,

which in turn depend on the semantic resolvers. The type hierarchy and the call graph

form the global model for the input source code. The class hierarchy graph (CHG) from

the base model differs from the type hierarchy graph (THG) in that multiple languages are

represented within THGs due to the addition of new elements. It is constructed solely by

the in-silo analysis.

The multilingual enhanced call graph (MECG) contains procedures from multiple lan-

guages and relies on the dependency analysis module to form in-silo and cross-silo connec-

tions. The in-silo analysis, shown in a rectangle, uses two components:(1) a control-flow

graph (CFG), shown in a slanted box, which is built before an mPDG to extract the control

flow from an entire procedure; the CFG is a temporary data structure and is not stored

as part of the actual model which is used for slicing, and (2) reaching definition analysis

(RDA), shown in a rectangle, is used to extract data dependencies. The mPDGs are the

local program dependence graphs built for each procedure within the source code using only

the in-silo analysis. They each comprise a data dependence graph (DDG) and a control

dependence graph (CDG), as in the base model.

4.1.1 Graphs

In the base model, the ECG and the program dependence graphs built are language-agnostic

whereas the CHG is not. The CHG models the inheritance relationship between classes/in-

terfaces and contains one set of nodes: each node represents a class or interface in the source

code and edges exist between nodes where inheritance exists. It is strictly applicable to

object-oriented languages and does not have any significance in any non-object-oriented lan-

guages in which the concept of inheritance does not exist. Traversing this graph to resolve

types for objects is helpful in not having to repeatedly resolve the containing types for the

procedures. In our model, it is not a mandatory graph for any new language that is added.
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However, the CHG is enhanced by including the components from different languages (e.g.,

classes, interfaces from Java, structs from C#) and not just classes and interfaces as seen

in the base model, therefore it is changed into a type hierarchy graph. Within the THG,

nodes represent entities like classes, interfaces, structs and other nodes which may inherit or

implement one another. Each node will have an edge towards other nodes that it is derived

from so that traversing this graph may help in type resolution for statically typed languages.

Multilingual Enhanced Call Graph

The MECG is a global graph that captures the call-chains across the entire system. It

is used for slicing across procedures in- and cross-silo in our model. The method nodes

in the base model are changed to procedure nodes to represent a variety of components

such as user functions, functions, store procedures, etc. in addition to the original entities

such as methods and constructors, and the call-site nodes represent a unique name for each

procedure. It is also enhanced by including multiple matches (i.e., multiple call-sites) for a

procedure call where no exact match is found, rather than eliminating all possible matches as

in the base model, and edges are added to connect procedures from different silos in order to

form one call graph for the entire project. The MECG is built by visiting each procedure to

extract the information about call-chains. Therefore, the model contains a single call graph

for the entire system irrespective of how many programming languages have been used.

The MECG contains two sets of nodes:

1. A set of nodes, one for each procedure.

2. A set of nodes, one for each call-site.

The MECG contains two types of edges in our model:

1. An edge exists between two nodes, say procedure node p1 and call-site node c2, if there

exists a call from p1 to the procedure represented by c2.

2. An edge exists between the connecting call-site c2 and the resolved procedure node for
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c2 if it exists.

The resolution of call-site nodes to the procedure definition takes place when slicing

is performed. During this resolution is also when we make the adjustments required for

heterogeneous systems. There are two types of adjustments: (a) the possibility of multiple

matches makes it so that there may be multiple call-site nodes for one invocation, and (b) the

call-site may resolve to a procedure from different silo so the cross-silo analysis takes place

at this stage as well.

Modular program dependence graphs

The mPDGs are built for each procedure in the base model. mPDGs provide local data

and control dependence sub-graphs within a procedure. While data dependence takes into

account the variables or parameters being referenced along with the variables being declared

or defined in each statement (statement S2 will be data dependent on S1 if S2 has a reference

to any variables on the left hand side of S1), control dependence considers the flow of control

within the statements (statement S2 will be control dependent on S1 if for S2 to execute S1

must have executed). The DDG and the CDG are used to represent the data and control

dependence for each procedure [Lee et al., 2000].

Each mPDG comprises the following nodes:

1. The entry node which is unique to all mPDGs.

2. A set of statement nodes.

3. A set of parameter nodes.

At the same time, edges can be categorized as two sets:

1. A set of data dependence edges in which an edge exists between two nodes, say n1 and

n2, if data dependence exists between the statements represented by these nodes.

2. A set of control dependence edges in which an edge exists between n1 and n2, if control

dependence exists between the statements represented by these nodes.
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In the remainder of this chapter, we describe the details of the ASRMs in Section 4.2.1,

and of the dependency analysis module in Section 4.3.

4.2 Syntactic framework

In this section, we provide a detailed description of what the syntactic framework used in

our model is and how the framework is extended to new languages. The focus is solely on

the ASRMs which make up the building blocks of the unified metamodel.

4.2.1 Abstract syntax representation models

An ASRM, as shown in Figure 4.2a, is the combination of AST node types specific to a

language that need to be added to the AST metamodel and the ERs for the resolution of ref-

erences to artifacts within that language. The AST metamodel does not contain completely

represent the language semantics, it only provides the nodes and node hierarchy. Static

source code analysis of any language in the context of dependency analysis makes it desir-

able to convert the existing concrete syntax into an appropriate abstract syntax. It allows

us to use the same techniques of analysis over a wide range of languages. When we build

the ASRM for a language, we can then use it to construct the mPDGs using the common

dependency module.

An ASRM can be described as a general abstract structure of the source code of a software

application. The source code could be written in general purpose languages and this model

can accommodate other languages and relational or object-oriented database schemas. It

essentially includes two kinds of elements: the language specific software artifacts in the

AST metamodel and the semantic relationships between them provided by the ERs, shown

in Figure 4.2a as the modular boxes. Both of these things are necessarily language-dependent.

The components shaded blue are ASRMs of a particular language.

The AST metamodel is a union of the AST node types required by each individual
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(a) ASRM framework

(b) Multiple languages added to the ASRMs

Figure 4.2: Framework for the ASRMs and the process of adding new languages.
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language to retain enough specification in order to allow dependency analysis. The rectangle

shaded yellow represents an AST framework in the common metamodel that is adapted by

each ASRM as it is added. Each set of entity resolvers know only about the node types that

were present when its ASRM was added; any further modifications have to maintain the

existing attributes.

AST framework

The AST framework is essential to our approach as a means to define a structure to capture

information about all programs, e.g., a class for capturing methods, a method for capturing

statements, a table for capturing its columns, and stored procedures for capturing access to

tables, views, etc. The model does not contain the models of all languages in their entirety,

instead we only consider the language concepts necessary for dependency analysis. These

concepts include entities through which data and control flow may be propagated within

the source code, e.g., data-flow may occur through column and variable references in TSQL,

structs and objects in C#, and control-flow through if-then-else, switch, and loops.

The AST framework is built up incrementally as new languages are introduced. In itself,

it does not completely represent the language semantics, however, with the use of ERs, we

come close to capturing a program in its entirely. For each language, we go on adding the

node types starting with the highest order of entities to the lowest, e.g., for Python we

go from a module, to a class, to the functions and attributes, to statements and then to

expressions, and finally to atoms, the most basic elements of expressions. As we do this, we

go on adding the node types to the meta-model. In this case, we may already have node

types such as binary expressions or loop statements present in the metamodel but they may

need some further modification to accommodate the new node type if they are insignificantly

different in their attributes. This could also involve extending an existing node type so that

any additional attributes may be retained. An example would be the use of for-loops in

Python and Java: for (String w: words) in Java may be written as for w in words in Python, each
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followed by statements that must execute for each element in words. Each of these have

two containing expressions, i.e., the item w and the collection words) However, Java can also

have a for-loop as for (int i = 0; i < words.size(); i++) which has three containing expressions,

the initialization, the condition and the counter update. In such cases, the existing node

type can be updated or extended to account for the additional expression.

4.2.2 ASRM Building

For a given language, we use an external parser, whose output parse trees are then translated

to the common AST node framework added to the ASRMs. We begin by creating the node

types that are not already present in the framework. Any existing AST node types that

conflicts with some new node type are replaced with the most general form of the AST node

type, as the ASTs are not required to detect language violations. In Figure 4.2b, Ln Parser

represents the parser for each language that produces parse trees for source code in that

language. The dotted arrows represent data flow whereas the solid lines represent control

flow. A new language, Ln, will be added to this layer atop the existing ASRMs by adding

any missing elements. The AST builders, shown in rounded rectangles, build the ASTs for

the program using the node types from the existing AST framework and any AST node

types specific to this particular language, to provide name resolution of all entities used in

data and control flow. The ERs are designed, if necessary, for each language as they are also

language-dependent, in order to specify the semantic relationships between the programming

language entities.

ASRMs are an extensible hybrid model wherein languages may extend the existing struc-

ture and add any concepts that may be missing to represent the language as completely as

possible. This makes it cheaper than using individual models to build upon the existing

model to add a new languages as it allows for reuse and extension of components to save

development time. It must be noted here that language dialects will each be treated as a new

language in this model as each dialect may have its own grammar. The additional benefit
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of using ASRMs is that most AST node types among different dialects will be similar to

a dialect that may have already been added, thus making it less time consuming to add a

dialect than a more different language. In cases where there is substantial difference from

the base language, the dialect can be handled in the same manner as a novel language.

The ASRMs provide information to the graph builders and accommodates new languages.

Without loss of generality, we assume that the language will at the very least consist of state-

ments and variables as the applicability of the model has not yet been tested on programming

languages such as logic programming languages. So, while it represents the abstract details

of the programs, ASRM must also provide the three major things for each statement, or

query, that we require to build the call graph and the mPDGs. These three things are the

used variable set, the generated/defined variable set and the set of call sites for a statement

or query S:

i) A set of used variables which may be defined as follows:

Use(S) = {x : x is a variable used at S}

ii) A set of defined variables which may be defined as follows:

Def(S) = {x : x is a variable defined or modified at S}

iii) A set of call-sites which may be defined as:

CS(S) = {x : x is an invocation at S of any procedure

declared within the system}

The sets of used and defined variables, also referred to as use/def sets, are used to build data

dependencies between statements while the set of call sites is required to build the call graph

in order to determine the control flow of the program. Each call site represents the signature

of a procedure which is determined based on the THG and the semantic resolution rules
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of the language. The mPDG for each procedure is defined in the model. During slicing,

the specific procedure is retrieved based on the outgoing edges in the call graph so that

the complete inter-procedural slice can be built based on the seed node so resolution of the

call-sites does not need to be done over and over.

4.3 Dependency analysis module

The dependency analysis module includes two kinds of analyses: inter-procedural and intra-

procedural analysis.

The dependency analysis module does not need to be altered to accommodate new lan-

guages but rather the parts that are language dependent need to be managed in the visitors.

Visitors are defined by Gamma et al. [1994] as classes of objects that visit (also analyze)

other objects during a traversal to perform a particular task, which in our case happens to

be the retrieval of information and the creation of various nodes.

The control flow is computed for each procedure or a block of statements through a CFG,

and is used to build the mPDGs. Control dependency, by its nature relies on the control

flow of entities (such as control-flow statements). It requires making sure that the statement

visitors are able to visit the new entities of a new language that is being added. This is not

a time-consuming effort and can be done in a matter of minutes in our implementation.

Modularization of mPDGs is the key to generalizability. The mPDGS are built in each

silo based on the syntactic and semantic rules, e.g., we have an mPDG for each method in

C#, each function and method in Python, a batch, function and procedure in TSQL. Each

block of code that may be executed together will thus have its own mPDG. Syntactic and

semantic rules are taken into account while identifying the dependencies.

The use of visitors in both intra- and inter-procedural analysis is described in the rest of

this section.
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4.3.1 Intra-procedural Analysis

All the procedures or blocks of code are visited by visitors which retrieve the relevant in-

formation from statements in order to add nodes to either the MECG or the mPDGs. As

mentioned earlier, mPDGs are built to analyze the data and control dependence within each

procedure. It is important to note that control flow and assignment locations are important

in all the languages to construct the DDG and the CDG, the two sub-graphs of mPDGs.

Without such information, we cannot determine the caller and callee procedures for the

multilingual call graph.

Reaching definition analysis [Nielson, 2004] is used to build the DDGs whereas the CFGs

are based on the language specification and are extracted from the ASRM of the language.

The base model performs intra-procedural analysis within each mPDG, which in case of HSSs

would contain procedures from different languages. During this analysis, the statements

within each mPDG are visited to extract the data and control dependence by using the

information provided by the ER regarding the entities being used/called/generated. The

data flowing in and out of the mPDG is ignored during this process. At the end of this

stage, there exists an mPDG for each procedure or block of code providing the data and

control dependence across the statements contained within this procedure and there is no

relation present across the set of mPDGs.

4.3.2 Inter-procedural Analysis

Another visitor retrieves all the call-sites from the procedures and this information is used

to build the call graph. For possible multiple matches for any procedure call there exist

multiple call-sites, each resolving to a different procedure. This is especially useful when

dealing with cross-language procedure calls.

Every procedure within the ASRMs is visited and irrespective of the language or the type

of procedure, a set of call-sites for a procedure is retrieved which are identified using the

ERs or direct name resolution. Edges are added from a procedure node in the MECG to
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all the call-site nodes for the procedures being called from this procedure irrespective of the

language of the callee procedure. To account for cross-language procedure calls, the cross-

language call-site resolution is used to find references to guest silo procedures which are also

added to the call graph as call-site and procedure nodes.

Once all the graphs are built, the core computational engine does its work of inter-

procedural analysis on identified mPDGs to determine how change propagates through them.

This is achieved through program slicing by using the information provided by the MECG

and the mPDGs. There are two cases of analysis necessary within HSSs: (1) For intra-silo

references, the ERs for the silo determine which entities are referenced. (2) For inter-silo

references, the cross-silo analysis is used to find the entities being referenced including the

procedures being called. In both cases, the appropriate mPDGs are fetched from the MECG

to further propagate change.

4.4 Cross-silo analysis

Resolving cross-silo accesses to procedures and data is key to determining correct dependen-

cies. In order to identify the silo-bridging data to detect cross-language links, we studied

existing literature and multiple bridging technologies. In order to construct a general ap-

proach, we do not consider tools that use a unique representation to bridge languages, e.g.,

SWIG which requires the user to write an interface file which creates cross-language links not

within the source code, but the interface file itself which is not analyzed in our source code

analysis.

The need for a cross-language name resolution approach has been identified by Yazdan-

shenas [2015] as it is one of the most common obstacles to performing a cross-language

analysis. To extract dependencies from string literals, we perform an analysis of string

literal arguments during a transformation of statements. We check against existing decla-

rations within the systems, if a match is found, we link the statement to the declaration as

an ExternalReference. These external references are used to resolve call site if an in-silo
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match is not found.

In addition, we also considered dependencies through files while checking for external

references through string literals. If the file name of any of the declarations within the

project matches the literal, the external references are added to the referenced entities (union

of used/defined variables) in that statement. We do not attempt to match entities against

dynamically built strings unless the different parts of the resulting string refer to containers

and the entities therein separately.

This process is used to build the call graph and during the slicing process. It is not used

to analyze in-silo dependencies to build the mPDGs or the type hierarchy.

4.4.1 Cross-silo reference resolution

The multilingual call graph is built in a manner that does not distinguish between the

different languages. Cross-silo calls appear in the resulting call graph along with in-silo

procedure calls. The key here is the identification of the guest language procedures that are

being invoked in addition to data access such as fields, attributes, columns, etc. The way to

resolve these requires an approach to match the actual receiver in another language and may

not be resolved directly in the language it is written in as the rules are not defined in the

language specification. To find the actual receiver for a call-site the parameters passed at

any object creation site, or the parameters passed to a method will require further analysis

so that we may not miss any reference to modules/packages/classes across silos. Once the

receiver is known, we can look up procedures by their name and then the count of parameters

since the type matching for arguments cannot be generalized over a set of bridging libraries.

If more than one match exists, we account for both the procedures and account for both

mPDGs at the time of slicing. Resolving call-sites is language specific and is done using the

entity resolvers.
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Procedure First, we visit all statements to analyze the string literal expressions for any

matches to a declaration within the entire project. This is the key to cross-silo name resolu-

tion. We match them against the highest granularity of a module, a package or a database

as well as to all procedures. If there is a possible match, it is added to the current statement

as well as to the variables referenced in that statement so that whenever the variables are

used, any external references related to them can be found. For each statements, the set of

external references is a union of all external matches for all variables used within the state-

ment. Second, we identify which calls are not matched to any procedure declarations and

then create external call-sites for invocations that we match to cross-silo procedures. When

slicing is done, both the parameters for external call-sites are used to compute the slice from

within the identified procedure as the arguments passed are not always clear which is also

what makes devising a general approach for cross-language analysis difficult. In addition, if

the current statement has any external references, the string literals (or variables initialized

with string literals) within this statement may reference procedures and are also analyzed to

find references to external procedures. The steps taken to get a match can be described as:

1. Try to match using the name of the procedure.

2. If there is no procedure that matches our procedure, then we consider it a library

procedure.

3. If there are more than one procedure matched, then try to match the parameter types

of these procedures.

4. If more procedure candidates still remain, then try to match the source file of the

candidates with the source file where the relation appeared.

5. As a last resort, take all remaining candidates.

This procedure is used to create a Match for the reference and there are three types of

matches for any artifact: 0 for a match of name and parameter types, 1 for a match of name

and count of parameters, and 2 for a match of name only. If a multiple matches are found
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and different types, the one with the lowest match type value is considered for slicing, if

same types exist for matches, then all are considered.

We use a similar procedure to find the matches for members within declarations that

may have been referenced, e.g., columns within tables, attributes, fields, or properties, i.e., if

there exists a reference to external declaration for any variable being used in the statement,

then the string literals within that statement will be matched against external procedures

and attributes.

The resolution of call-sites with dynamic actual-in parameters is done by retrieving a set

of all possible procedures, and then choosing the most specific method based on the definition

of the parameter. This also helps with dynamically typed languages as they do not have

static types which can be used to resolve the call-site.

4.5 Summary

We provided a detailed description of the framework of our solution for performing depen-

dency analysis in heterogeneous systems, which includes the unified meta-model and our

cross-language analysis approach. We discussed in detail how and if the graphs in the base

model were modified, and we elaborated on how the dependency analysis module works

for multiple languages. We also briefly discussed the process for adding support for new

languages.
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Implementation

In this chapter we discuss the implementation of our approach in for capturing the multi-

language models.

5.1 Building and encapsulating multi-language syntactic

models

Case study research allows researchers to evaluate how current systems react to new tools and

techniques in their natural framework. The goal is to have confidence in the new techniques

and be able to safely apply them to software products. In this regard, this work was used

to evaluate if and how we can identify and implement a dependency analysis model to work

across multiple languages. One of the biggest challenges while attempting this was to explore

the applicability of any existing models. We decided that a unified modular approach was

the most straightforward way to achieve this (see Chapter 4). We extended the model to

new languages and evaluated it in a real world setting using multiple project. We describe

the method to introduce more languages in this section.

The AST node types specific to each language, in combination with the semantic resolvers,

make up the ASRM.While the ASRM captures the abstract information from the source files,

the unified metamodel describes all possible models of programs, including different ASTs for
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different languages and also contains new language concepts and new entity resolvers. The

structural and the semantic relations intra- and inter-ASRM are used by the dependency

analysis engine.

Mappings between the different ASTs are formed for each programming language using

the semantic and cross-silo resolver. In many instances, these mapping implementations are

not programmed directly but generated from mapping specifications on meta-meta level.

The grammar of each language is taken into consideration when encapsulating a language.

The ASRM needs to be built to contain the entities the language specification provides.

ASRM construction requires assembling of new language units. The process of introducing

new languages, thus, relies on the developer. Basic knowledge of the language being intro-

duced, say L, is helpful in order to do this. Prior knowledge of L’s syntactic and semantic

information is useful while creating the ASRM for L.

5.1.1 Parsing

Parsers are commonly used to construct a structural representation for any kind of analysis

from the source code. Single technology-based source code parsers are available that support

source code parsing for many programming languages, thus making it cost-effective. It is

relatively effortless for parsing tools to switch between code scripts based on their tags, but

the challenge is to parse intertwined code [Synytskyy et al., 2003]. Therefore, we use parser

to build the ASRMs and use a cross-language analysis module to handle inter-language

references. The majority of the existing studies use parsing as the information required for

cross-language analysis is extensive [Yazdanshenas and Moonen, 2011]. We used a parser

generator due to both cost and active development as the factors.

ANTLR1 (Another Tool For Language Recognition) is a tool that is used in the construc-

tion of formal language software tools (or just language tools) such as translators, compilers,

recognizers and, static/dynamic program analyzers. ANTLR supports many languages as
1ANTLR. https://www.antlr.org
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target languages including Java, C#, Objective-C, C, Python and Ruby. It is one of the

only tools with a huge base of active supporters in the open-source world, making it reliable

in order to keep up with language updates.

ANTLR reads a language description file called a grammar file (.g4 ) and generates a

number of source code files and other auxiliary files. Most uses of ANTLR generates at least

one or both of these tools:

• Lexer. This reads an input character or byte stream (i.e., characters, strings, numbers,

binary data, etc.), divides it into tokens using the patterns we specify in the grammar

file and generates a token stream as output.

• Parser. This reads a token stream generated by the lexer, and matches phrases in our

language based on the rules (patterns) we specify in the grammar, and performs some

semantic action for each phrase (or sub-phrase) matched. Each match could invoke a

custom action or generate an AST node for additional processing.

We use the lexer and parser generated by ANTLR for the analysis of syntactic units to

build the ASRM. At the very least, each language must contain procedures or a block of code

that is executed together for our approach to be applicable. Each procedure will contain a

block of code. It will allow the modularity of the mPDGs to apply to the new languages.

5.1.2 ASRM Construction

In the case of object-oriented languages, the unit at the top of the model may be an enum,

struct, class, or an interface. Each declaration may contain fields and methods (including the

constructors). For non-object-oriented languages, the file could contain functions or blocks

of code, while for query languages, a database may contain tables, views, triggers, procedures,

etc. Using the lexer and the parser, when any of these units are encountered, an object of

the relevant class from the AST metamodel is created by the AST builder and is added as

an attribute to its containing node type which is why use a top-down approach.
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Figure 5.1 shows an example of new node types being added to the framework. Mod-

uleDeclaration is a Python node type whereas TypeDeclaration is common between C# and

Java. TSQLDeclaration is a parent node type for TableDeclaration and so on. As new enti-

ties are added, existing node types may either need to be modified or a new node type may

be added which may lead to maintenance issues due to similarity between the node types.

We may also address such issues by extracting a parent node type for the two similar node

types so that each may retain its individual attributes.

Figure 5.1: Class diagram showing a part of the AST framework

Figure 5.2 depicts how different kinds of expressions from various languages are added to

the framework. An abstract node type Expression is used and other expressions inherit this

node class, while also having attributes that differentiate them from the rest, e.g., a new

C# node type, AsExpression is added with two different attributes. TableAccessExpression is a

TSQL node type and is used to represent table accesses where the name attribute represents

the name of the table being accessed. The column name resolution for all columns in the

ColumnList attribute is done using the table name as the container for the columns. Similarly,

if a new TSQL node type needs to be added which may not be represented by any existing

node classes, it may be added as a new node type, or if there are common attributes between
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Figure 5.2: Class diagram showing a part of the AST framework at the expression level

the new node and an existing node, we may extend or modify the existing node class. An

example of this is the TSQL FunctionCall. It also contains a list of arguments being passed to a

certain function, therefore, we extend the InvocationExpression node type and add an additional

attribute functionName.

When a visitor comes across a statement containing an expression, say FunctionCall, it relies

on the ASRM, or more specifically the function resolver (an ER) for TSQL to identify which

function is being called so that the call-graph may be updated with an edge between the

caller and the callee call-site node. Similarly, when any TableAccessExpression is visited, the
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list of columns being accessed is used by another ER to identify the columns so that data

dependencies may be identified across the project.

C#. It is statically typed, much like Java; however, there are differences. It allows for

partially dynamic typing of code, as well as providing the dynamic type itself which is resolved

at runtime. C# also has structs, properties, delegates, etc. We add all the node types for

these entites to the AST metamodel that can be referenced within the code, and are part

of the control and data flow, to the ASRM . The entity resolvers follow the C# language

specification to resolve call-sites.

Python

The highest unit in Python can be considered to be the module which is the file itself. The

functions in the file do not necessarily belong to any class, rather to the module itself. Each

module contains its own attributes and functions which can be accessed from outside the

module, just as a class has fields and methods, however, it does not require an object and

can be accessed directly after importing the module.

Any classes contained within the module will have a qualified name like “module.Class”.

Classes declared within the module have their own functions and attributes. The parameters

need to be added to the function declaration.

Python is dynamically typed which makes it challenging for static analysis. The return

type for functions is not always explicit, and the variables do not necessarily have a declared

type that can be deciphered through source code analysis. However, unlike other languages

mentioned above, Python does not support method overloading. Functions may be redefined

but only the latest definition can be used as it overwrites any previous definitions. Therefore,

we can be certain that each class will have only one function with a particular name, making

call site resolution simpler. The same will be applied to any module functions invoked from

within the class or other modules. The work by Misek and Zavoral [2010] on constructing

AST for PHP dynamic constructs was particularly helpful in capturing Python artifacts.
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TSQL

To demonstrate that our approach works on different types of programming languages, we

also implemented it for Transact-SQL or TSQL. It is a proprietary procedural language used

by Microsoft in SQL Server. In TSQL, block of codes can either be a Batch, a User-function,

or a Stored Procedure. Procedures are pre-compiled functions and contain a body of queries.

Procedures and functions require a unique name within a particular database and therefore

are global entities, irrespective of the type and count of parameters. While this makes the

call-site resolution straightforward, we still need different AST node types to capture the

complete ASRM. We can represent the statements and expressions from TSQL queries in

order to compute data and control dependence. TSQL provides control-flow statements like

if-else, switch-case, etc, just like many other programming languages. Select, update, delete

and other statements need to be captured in new node types. In order to compute control

flow, we need to follow the execution paths and to compute data flow, therefore we trace

the use and definition of variables such as @name and @id in SelectStore procedure (see Listing

2.10). In addition, we also need to use columns to compute data-flow.

In order to add a new language to the model by following the steps similar to what we

did for the languages described above. We should note here that not all language concepts

are required to be captured by the ASRM to be able to perform dependency analysis, e.g.,

statements for creating or altering facts about a database such as alter_db_role, create_route,

create_server_role, etc. are not required to perform source code analysis and since they are not

part of the data flow and can be disregarded at the time of capturing the syntactic model.

Instead, we focus on the statements that actually access the data within the database which

exists in the form on tables, views, etc.

Although the addition of a language in this layer is not as cheap as a universal model, it

is less expensive than individual models and the dependency analysis module not requiring

modifications for new languages. It is important to remember that universal models are

not accurate enough for detailed analysis. In our models, when one language’s specifica-

71



CHAPTER 5. IMPLEMENTATION

tion changes, the ASRMs of other languages remain largely unaffected unless it is a shared

component through extension, in such cases new elements can be added to avoid modifying

other containers. Adding new languages with new concepts means that a model needs to

change and thus, existing approaches have an issue with generalizability as the analysis en-

gine requires modifications. However, our model evolves as we go on adding languages and

as languages change we retain a stable dependency analysis module.

5.2 Extending the semantic model to other languages

To make the semantic model essentially independent of the language syntax, we let the

mPDGs be independent of the language syntax, and rely solely on the input and output

entities (or variables) at each line of code. Thus, it makes sense to retain language concepts

in a model that does not lose important relevant information while maintaining a dependency

analysis module that is easily extendable to new languages.

As stated earlier, the use of mPDGs makes the model generalizable to new languages.

As long as there are named entities being propagated within the lines of code, we can

assume that an mPDG can be built. The key entities are the two sets of named entities,

the ones being declared or defined, and the ones being referenced. These are the two sets

of nodes through which the data dependency propagates irrespective of what the syntax for

the language demands in the source code. As mentioned in Section 4.2.1, the changes are

made in the syntactic model and the visitors are updated to account for new node types,

the core computational engine does not require customization for new languages.

5.3 Slicing in HSSs

The base model implement intra- and inter-procedural context-insensitive slicing due to the

presence of procedures and block-styled code. Slicing is performed within and across silos.

Control flow is determined by the path the point of execution follows in a program; data
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flow emphasizes on the routing and transformation of the data. mPDGs are used to retrieve

the control and data dependencies, where as the call-graph is used to identify dependencies

across procedures in- and cross-silo.

Slicing the mPDGs requires that the AST be mapped to the mPDG and the dependency

knowledge within an mPDG is extracted from the AST. Therefore, we can map the actual-in

nodes from the mPDG to the formal-in nodes of the another mPDG in order to propagate

data dependency while slicing is being done based on a particular variable. Since the mPDG

provides intra-procedural dependencies, this mapping is done at the time of building the

slice for a user selected seed node.

Each statement is a node within the mPDG. Each procedure as well as statement nodes

have input and output nodes. These input and output nodes can be derived from the ASRMs.

The input nodes can be mapped from the input parameters at a method call node from the

AST while the output nodes can be mapped from the left leaf node of a statement node with

an operator as a parent node.

We construct the mPDGs for each silo, followed by slicing which is done at the user

request. In order to do this in HSS, we need to assume that the data being passed from

one procedure to another is compatible, e.g., if an object obj of type String is passed as an

argument from Java to a Python function someFunction(x), we assume that the type for obj

and x are compatible despite the obvious differences between the specification of the two

languages.

We show how a program slice is obtained across language boundaries for Listing 2.7 in

Figure 5.3. The seed node, variable a, is selected in the Python silo, and the control and

data flows into the Java silo from Listing 2.8.

The program slice is derived using the dependency analysis module and it includes the

statements, seen in rectangles in Figure 5.3. At each statement we compute the use set

(shown in oval shapes on right side of each statement), and the def set (ovals on left side of

statements). Solid arrows represent data and control flow where as dotted arrows are used
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Figure 5.3: Sub-callgraph and slice from mPDGs of Listings 2.8 and 2.7.

to represent use/def set. The dotted rectangle represents the sub-graph of the call graph

obtained for invokeAdd() from the Python code (Listing 2.7). This graph is used to fetch and

link the statements from mPDGs across different silos by using the call-site information. obj

has an external dependency on class org.pkg.MyClass, thus when at first attempt within the

Python silo the obj.add(a, b) is not resolved to match any procedure using the entity resolvers

for Python, we check for any external references at this point in the program. obj does have

an external reference so we attempt to match the procedure name, i.e., add, against any

procedures contained in MyClass. A match is found, so we map the actual-in parameters to

the formal-in parameters to compute the statements that will be impacted within add(). If we

have multiple matches, then we repeat this process for all matches. Intra-silo and inter-silo

procedural slicing thus gives the slice of 3 statements as shown in the figure.

5.4 Summary

Figure 5.4 shows the overall process for introducing new languages and performing depen-

dency analysis in heterogeneous systems. The rectangles represent the processes involved,

oval shapes represent input/output to processes and the dotted rectangles represent the

parts that require development to introduce a new language. The processes are defined in

the following steps:

1. Generate the lexer and parser for the grammar file using ANTLR.
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Figure 5.4: Steps to build the model and dependency analysis.

2. Build the ASRM by adding the AST node types missing from the current AST meta-

model.

3. The ASRMs include entity resolvers to find the definitions of language artifacts such

as types, procedures and data members, etc. as these will provide the semantic details

that we require while building the graphs.

4. Statement visitors must be updated to visit new AST node types.

5. The dependency analysis module contains in-silo and cross-silo analyses used to build

different graphs.

6. Using the type hierarchy graph in OO-languages, build the call graph. In non-OO

languages, follow language specification to resolve call-sites to build the call graph and

also add edges between call graph nodes for inter-silo dependence within the different
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silos (i.e., cross-links).

7. Build mPDGs for each procedure or batch in the ASRMs using the control and data-flow

across statements.

8. Perform intra- and inter-silo slicing over the mPDGs based on a user-selected node.
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Data Collection and Initial Analysis

For our analysis we take real-world open source projects to be able to compute program

slices in HSS. In order to properly evaluate the model, we require different sizes and forms

of projects which use multiple languages for development. Open-source projects often come

with little additional information which is why the information about number and name of

languages used is not readily available. We analyzed languages in these projects to select

projects for our evaluation.

6.1 Project selection

We required two kinds of datasets for our study. The first set comprised software systems

with source code written in only one of our supported languages. Each may include other

languages, but it must not belong to the set of supported languages. These systems are used

to evaluate the approach over homogeneous systems written in different languages. The

second dataset is used to analyze heterogeneous systems using two or more languages with

cross-links in silos. The ratio of the size of source code in either language can vary in each

system.

We used a combined method of random selection and theoretical sampling as discussed in

Sections 6.1.1 and 6.1.2. The former allows a reduction in the number of projects collected,
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and the latter permits variability in the kinds of projects that we consider.

Figure 6.1 shows a flowchart representing our entire data collection process. We wrote

a Python script that takes in keywords as input (represented by rounded box) from the

user and uses PyGitHub1 to form a query for the GitHub API.2 The solid arrows show the

control flow between processes taht use particular libraries (represented by upright boxes)

where as dotted arrows show input/output (represented by slanted boxes) of the process.

The returned results provide metadata of the repositories which was further processed and

analyzed. First, Rugged library3 was used to clone and analyze the repositories to obtain

the properties required to select the final set. Linguist4 works on the repositories obtained

with Rugged to analyze the languages, the information obtain is also used to select the final

HSS data set. Finally, a manual process (represented by the trapezoid shape) is conducted

on the remaining projects to get the final data set.

6.1.1 Random project selection

We had to take a number of steps to find the projects for evaluation. In this phase, we

collected projects randomly using two sources. We used a combination of the PyGitHub and

Rugged. When observing HSSs, it is difficult to track down if and how bridging is being

done. In addition, GitHub provides only part of the information that we required for each

repository so we setup our own repository analysis.

We wrote a Ruby script to download the repositories using Rugged. Some of the conditions

that we take care of during this process are:

• Avoidance of duplicates by discarding forks of projects.

• The project must exist, i.e., it must still be accessible on GitHub.

• Avoidance of code example projects such as tutorials, demos, etc.
1PyGitHub. https://github.com/PyGithub/PyGithub
2GitHub API. https://developer.github.com/v3/
3Rugged Library. https://github.com/libgit2/rugged
4Linguist. https://github.com/github/linguist
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Figure 6.1: Data collection process.

• The project must have at least 10 commits and it must use at least one language.

• The project must have C#, Java, Python or TSQL as one of its languages.

We apply the above mentioned inclusion criteria to the initial project set and us this set

as the input for the second phase.

GitHub API

To begin with, we used PyGitHub, a Python library to access the GitHub API v3 and

GitHub Enterprise API v3. However, the GitHub API limits the number of requests to 5000

per hour. Thus, we attempted reduced the candidate project list in order to save time during
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the cloning process.

The initial search returned many results that were irrelevant to the properties we required.

The metadata revealed that the main languages that we queried for were not the only ones

that we received in results. This is due to the inaccuracy of the search algorithms of GitHub.

We compensate for this in the second stage of data collection, i.e, theoretical sampling. We

wrote a Python script to start collecting projects which use any combination of the languages

Python, Java, C#, and TSQL.

Based on our initial queries we acquired a set of 2024 projects. In case more than one

language among this set exists within the project, we categorize it as an HSS. As can be

seen in Figure 6.2, where the y-axis represents the count of projects for each language

and x-axis represents the language, the number of projects using a given language differed

radically across languages. Therefore, we limited the number of projects for the homogeneous

dataset to 20 for each language, maintaining variety in size by selecting the projects with

the most “Stargazers” when two projects are closer in size. (“Stargazers” indicates the level

of interest in the project within the open-source community on GitHub.) Among these

projects, we selected the final set by maintaining a balance of various sizes and ages among

the homogeneous data sets for all languages.

GitHub API by itself does not provide all the information required in a user-friendly

manner while also only providing the main or host language. In addition, we also required a

specific set of languages within the sample so we used Linguist to determine the languages

used in the repository. We use the API to select some of the most frequently used homoge-

neous repositories. On the other hand, for HSSs we query the content of the repositories to

look for known bridging technologies being used in the repository content to limit our search

results due to the rate restriction.

To meet our goal, we require HSSs that have cross-links between the languages. As such,

we needed to manually select projects by looking for projects that use the most commonly

known libraries. One of the goals at this stage was to eliminate projects such as tutorials or
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Figure 6.2: Language frequencies for initial search results.

sample code showing how to use a library/technology. We also eliminate repositories with

text files only, or other documents that are not source code of any programming language.

These projects do not represent real-world projects and are thus discarded. We were left with

701 HSS projects after applying these exclusion criteria. Language analysis was conducted

on this set to retrieve the final HSS data set.

Rugged library

After retrieving the names of the repositories from GitHub, we use Rugged to clone these

repositories for the next step. Rugged is a library for accessing libgit25 in Ruby. We chose

to use Rugged because we could pair it with Linguist to analyze the languages within the

repositories. We use this library to clone the repositories and to apply the inclusion criteria to

our initial repository set. The latest commits in the repositories are in or before April 2020.
5libgit2. https://github.com/libgit2/libgit2
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6.1.2 Theoretical sampling

For our homogeneous dataset, we selected some of the more popular projects based on the

number of stars for the repository. Since one of the goals of our research required us to

analyze bridging occurrences in a diverse set of projects, we looked up the projects which

utilized various techniques to bridge silos, as explained in Section 2.3.

In order to get a diverse sample for HSSs we manually looked through the source code of

the data sets. We read the documentation for the bridging technologies mentioned in this

thesis to compile a description of how artifacts are linked by the technology within each pair

of languages.

One method to identify projects with cross-language links was to check if it imported any

of the known set of bridging libraries. It is a common method for how the technology is

used to establish cross-links between the silos. Another common method is the invocation of

functions so we looked for these invocations within the source code. If such links are found

in the projects, we add it the set of HSS dataset.

To eliminate similar projects we use the properties explained below.

1. Number of Languages (“#L”). The count of languages used within the project. For

HSS sample systems, we require a minimum of two languages per project.

2. Host Language (“Host”). The main language used in the project. This must be one

of the four languages that we support.

3. Guest Language(s) (“Guest(s)”). Languages used in the project other than the

main language.

4. Project Size (“Size”). Classification of the project according to how many total bytes

its files constitute:

(a) small (1K to 10K),

(b) medium (10K to 100K),

(c) large (100K to 1M).
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5. Number of Commits (“#C”). Total number of commits for the project. Classified

into 4 groups:

(a) few (<100 commits),

(b) medium (101–1000 commits),

(c) high (1001–10000 commits),

(d) very high (>10000).

6. Project Age (“Age”). Classification into 3 groups:

(a) young (<1 year),

(b) middle (1–5 years),

(c) old (>5 years).

We need a sample that accurately captures the real world multi-language systems. We

began with a large sample in order to end up with a diverse sample since we are interested

in bridging between multiple languages. The resulting set of projects after all the inclusion

criteria are applied is called the final project set which we use for our evaluation. The final

repository set after the criteria is applied is given in Tables 6.1 and 6.2.

6.1.3 Language detection

To obtain all the properties of projects, a big part relies on the language analysis of the source

code. However, GitHub only provides the main languages, i.e., language of the largest chunk

of the source code. Since we have implemented our model for four programming languages,

that makes up the acceptable set of languages. The project may well use other languages,

but at this moment we did not analyze the source code from languages besides this set.

Linguist is used by GitHub to detect languages in the source code as well, while only

displaying the main language. We use it over the initial set of projects in order to obtain

a variety of combinations of languages within the dataset. Linguist conducts a file level
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Table 6.1: Final dataset for homogeneous software system analysis.

Project #L Host Size #C Age

mrward/monodevelop-nuget-addin8 1 C# small medium middle
dotnet/ef69 9 C# middle high middle
nunit/nunit10 6 C# middle high middle
JamesNK/Newtonsoft.Json11 3 C# middle high old
libgit2/libgit2sharp12 3 C# large high old

google/python-fire13 1 Python small medium middle
secdev/scapy14 4 Python middle high middle
scrapy/scrapy15 4 Python middle high old
scikit-learn/scikit-learn16 6 Python large very high old
python/cpython17 19 Python large very high middle

bachatero/SQL18 3 TSQL small low young
nuitsjp/docker-adventureworks19 3 TSQL middle low young
Fln1k/Real_Madrid_Web_Site20 5 TSQL middle low young
Eclipse-Phase-Unofficial/ep-character-creator21 4 TSQL middle medium middle
ashokce80/IPBC22 5 TSQL large low young

language detection and gives results per language in the form of byte size based on file sizes

for each source code type. This allowed us to acquire this data for all the projects.

Linguist uses the file data to determine the language and it does so by going through each

file and directory within a repository. It excludes the files that may be binary data, vendor

code (e.g., the jQuery6 library for JavaScript) or any other data such as documentation (e.g.,

reStructuredText,7 which is a lightweight markup language used for technical documenta-

tion). It also suppresses generated files in diffs, and generates language breakdown graphs.

Linguist also excludes generated file from IDEs, or any other tools based on the name of the

file or the text within the file.
6jQuery. https://www.google.com/search?client=safari&rls=en&q=jQuery&ie=UTF-8&oe=UTF-8
7reStructuredText. https://docutils.sourceforge.io/rst.html
8monodevelop-nuget-addin. http://github.com/mrward/monodevelop-nuget-addin
9ef6. http://github.com/dotnet/ef6

10nunit. http://github.com/nunit/nunit
11Newtonsoft.Json. http://github.com/JamesNK/Newtonsoft.Json
12elibgit2sharpf6. http://github.com/libgit2/libgit2sharp
13python-fire. http://github.com/google/python-fire
14scapy. http://github.com/secdev/scapy
15scrapy. http://github.com/scrapy/scrapy
16scikit-learn. http://github.com/scikit-learn/scikit-learn
17cpython. http://github.com/python/cpython
18SQL. http://github.com/bachatero/SQL
19docker-adventureworks. http://github.com/nuitsjp/docker-adventureworks
20Real_Madrid_Web_Site. http://github.com/Fln1k/Real_Madrid_Web_Site
21ep-character-creator. http://github.com/Eclipse-Phase-Unofficial/ep-character-creator
22IPBC. http://github.com/ashokce80/IPBC
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Table 6.2: Final dataset for heterogeneous software system analysis.

Project #L Host Guest(s) Size #C Age

beeware/voc23 2 Python Java middle high middle
lihaoyi/macropy24 2 TSQL Python small medium middle

ninia/jep25 6 C Python, small high oldC++, Java
pythonnet/pythonnet26 6 C# C, Python small high middle
FinditEZ/newsite27 13 C# TSQL large high old
samskivert/ikvm-monotouch28 6 Java C# small low old

Thus, this tool was used to retrieve the data analysis results from the project languages.

We analyzed each project after cloning the second set of repositories and collected the results

from Linguist using a Ruby script.

6.1.4 Manual selection

In order to retrieve a dataset representative of the types of bridging we see in the real world,

we manually went through each project. We went through a process of eliminating projects

that are of little to no relevance to our research. The details about the languages in use were

provided by Linguist. Since each language pair may be used in unison in different ways, we

have to consider languages in pairs rather than sets.

The goal here was to manually identify the projects which used any language pairs together

to form cross-language links. The knowledge from our initial research regarding the cross-

language links was used here. Text search over the source code was conducted in order to

execute this step.

We looked for some of the known libraries or functions which we know are used to bridge

two languages. If a project used a certain library, we would look for specific function calls

that may have been used to bridge the two languages. If we observed no cross-language links

within the source code, we eliminated it from our data set.
23voc. http://github.com/beeware/voc
24macropy. http://github.com/lihaoyi/macropy
25jep. http://github.com/ninia/jep
26pythonnet. http://github.com/pythonnet/pythonnet
27newsite. http://github.com/FinditEZ/newsite
28ikvm-monotouch. http://github.com/samskivert/ikvm-monotouch
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In an attempt to reduce effort, we wrote a script to retrieve the contents of the repository

and to use regular expressions to match against known functions and libraries used to bridge

languages. The results from this initial search greatly reduced the work and we went through

the source code of the projects to confirm the bridging.

Final selection After the elimination of certain projects of similar sizes, we had 48 ho-

mogeneous projects left, out of these we selected 5 for each language, each with a different

size or age. Out of a total of 14 HSS repositories, we finally selected 5 repositories to get a

representative sample, and one private repository provided by our industry partner due to

insufficient availability of public TSQL projects. Each of these projects has a different main

language and at least two languages that we have implemented our approach in. It must

be noted here that there are various kinds of projects in our final project sets, including

libraries or packages that are themselves used to bridge languages (e.g., pythonnet), Entity

Framework 6 (or ef6 ) is an object-relational mapper, nunit is an open-source unit testing

framework for the .NET Framework, cpython is the reference implementation of the Python

programming language, and so on. The projects were selected based on their properties

and meeting of the requirements set for HSS datasets for the purpose of cross-silo analysis,

irrespective of their usage.

6.2 Data analysis

The complete set of projects that we selected are presented in Tables 6.1 and 6.2. We have

variety within the dataset regarding the sizes, the languages, and the age of the repositories

in order to evaluate the approach.

6.2.1 Homogeneous dataset

Since we introduce new languages in our approach, we took steps to demonstrate that it

works efficiently and accurately for the languages selected. To evaluate this we required an
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analysis of each individual language that we added. Therefore, we have five sets of projects

for each individual language.

Table 6.1 shows the project properties of the final data set for homogeneous systems.

While most of the C# and Python projects are regularly maintained, as can be observed

based in the Total Commits for each project, the TSQL projects are not as well maintained.

Based on the contents of the projects, the reason for this difference seems to be due to

the projects being database samples that database administrators can use to setup or create

their own databases; thus, they are not meant for frequent maintenance. In addition, most

of these projects fall in the Young category, thus lacking much history to begin with.

Even while analyzing mostly homogeneous systems, we observed the presence of at least

one other language in 13/15 projects in the homogeneous dataset with an average of 5

languages per project. Therefore, each of the projects was selected based on the fact that

most of the source code is written in one language, while the rest is written in a language

that we do not yet support. The focus in this case is to avoid any cross-links between

languages and to only analyze the model for each language in isolation. These projects meet

our requirements as the other language is not yet supported in our model, ensuring that we

do not analyze the cross-links.

Figure 6.3 shows the language frequencies for the C# projects. Most of these have at

least 80% of the source code written in C# while the rest of the source code is either text

files, batch files, HTML files, etc.

Figure 6.4 shows the language frequencies for Python projects. Python is often referred to

as a “glue language.” It can be extended with C/C++/Java code, and can also be embedded

in many languages. One of the languages that it is most often used with is C [Bissyandé

et al., 2013]. It was also evident in our initial investigation of language interoperability.

TSQL is a powerful declarative query language but it is not powerful as a general-purpose

programming language (GPPL). Using it in either embedded form in a GPPL or by using

query files provides TSQL the capability to program queries which would not be possible in

87



CHAPTER 6. DATA COLLECTION AND INITIAL ANALYSIS

(a) nunit (b) libgit2sharp

(c) ef6 (d) Newtonsoft.Json

(e) monodevelop-nuget-addin

Figure 6.3: Language frequencies for C# projects.
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(a) scapy (b) scrapy

(c) scikit-learn (d) cpython

(e) python-fire

Figure 6.4: Language frequencies for Python projects.

89



CHAPTER 6. DATA COLLECTION AND INITIAL ANALYSIS

(a) docker-adventureworks (b) IPBC

(c) Real_Madrid_Web_Site (d) ep-character-creator

(e) SQL

Figure 6.5: Language frequencies for TSQL projects.
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TSQL otherwise.

Most TSQL projects are thus found with a combination of TSQL and another language

as is evident from Figure 6.5. Accessing databases through a GPPL allows the flexibility to

use variables from the program within a query, print reports, or to interact with the user

through an application.

6.2.2 HSS dataset

To analyze the model over HSS projects, we selected 6 projects. Table 6.2 shows the project

properties for these repositories. On average, the projects are found to have nearly 6 lan-

guages. There is a degree of variability in the level of source code languages as can be seen

in Figure 6.6.

Each of our supported languages is the host language of at least one project with one

having C as host language but two supported languages as guest languages. The size of the

largest project is 14.8K bytes (voc) with Python as the host language and the smallest was

of size 1.9K bytes (macropy) which has TSQL as the host language.

The projects we selected tend to be smaller than homogeneous systems because of the

fact that they needed to be manually analyzed for any cross-links which required a thorough

examination of the source code.

Table 6.3 shows the types of references found in the final dataset. Using string literals as

arguments to procedure calls is a common way in which dependencies occur in multi-language

systems (e.g., in Listing 2.4). Third party libraries are used to access the declarations of

classes, functions, attributes, etc by following the vendor specified rules.

Using dot references is also common with many bridging technologies which provide cross-

silo access between languages by simply importing these libraries (e.g., in Listing 2.7). Ref-

erences are created as if the entities were being referenced within the host silo.

Using reflection creates dependencies in homogeneous systems which are missed by tra-

ditional dependency analysis approaches because of the same reason as for other types of
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(a) ikvm-monotouch (b) pythonnet

(c) jep (d) macropy

(e) voc (f) newsite

Figure 6.6: Language frequency for HSS projects.
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Table 6.3: Types of references in HSS dataset.

Tool String Reflection Embedded Dot IPCLiterals Code References

ninia/jep 3 3 3 3 7
lihaoyi/macropy 3 7 3 3 3
pythonnet/pythonnet 3 7 3 7 7
beeware/voc 3 7 3 7 3
samskivert ikvm-monotouch 3 3 7 3 7
newsite 3 3 3 7 3

references mentioned here:they are not specified in language and require additional analysis.

Most of these dependencies are created using reflection mechanisms which rely on the pro-

gram structure at run-time to load a library or class by passing the name of the entity as

argument to a function call. More often than not, the arguments are a string literals.

Embedded code is also common, mostly when using scripting languages (e.g., in List-

ing 2.1). It is most often used while executing chunks of code to perform a task which may

either be simpler to execute in the guest environment, or can only be executed in the guest

environment. Unlike other types of references, this chunk of code must be executable in its

native environment otherwise.

Inter-process communication (IPC) was also found to be mediated by JSON or subpro-

cess communication wherein source code from both languages is accessing the same JSON

file. The subprocess module used in voc is used to spawn new processes, connect to their

input/output/error pipes, and obtain their return codes 29. It also uses string literals to

achieve this.

6.3 Summary

We collected datasets for each individual language and multi-language datasets for multiple

sets of languages. For homogeneous systems, we selected the projects based on the number

of star gazers and the fact that only one of the four languages that we support is used within
29subprocss module. https://docs.python.org/2/library/subprocess.html
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the source code to avoid any cross-links.

On the other hand, we selected heterogeneous systems based on the cross-linkage between

languages. We analyzed the systems semi-automatically to determine that cross-links existed

and what kinds of cross-language dependencies existed.
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Evaluation

We validated our work by conducting two studies. The model was extended to three lan-

guages (C#, TSQL, Python) excluding the baseline which works on Java. Consequently,

the approach required evaluation on homogeneous projects which use only one of these three

languages. Our cross-language analysis technique was also evaluated to verify the accuracy

of the identified links between silos. The research questions are designed in a way that let us

observe the effectiveness, scalability, and extensibility of the model for each language individ-

ually, and enables further analysis and comparisons against the baseline for heterogeneous

systems. The rest of this chapter details the two studies. In Section 7.1, we explain the

procedure used to evaluate the approach over homogeneous systems and in doing so testing

the extensibility of the model to new languages. Section 7.2 describes the process and results

of evaluating the approach on heterogeneous systems with a special focus on verifying the

accuracy of identified cross-links.

7.1 Study 1

The first study to evaluate our approach focused on the performance in terms of scalability

and accuracy on homogeneous systems. We use the number of statements to determine the

scalability of the model whereas the total number of nodes and edges in the model as well as
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the build time for the model are used to measure the cost. Projects from Table 6.1 were used

in this study. Each language was evaluated for five systems of varying sizes and ages. The

evaluation was performed on an Intel Core i7-7700@3.60GHz CPU with 8GB SDRAM. The

operating system was Windows 10 and the programming languages used were C#, along

with Python and Ruby for data collection.

In this study, the objective was to answer the following research questions:

• RQ1: How does our approach perform in terms of cost and scalability for all languages

compared to the baseline?

• RQ2: How effective and accurate is our approach for new languages?

We address each in turn in the following subsections.

7.1.1 RQ1: How does our approach perform in terms of cost and

scalability for all languages compared to the baseline?

In order to determine the cost and scalability of the model over each language, we build the

model for each project both without and with the novel support we have added to ModCP.

To demonstrate the cost and scalability of the model that we build, we measure the number

of statements involved (#S ), the number of nodes in the model (#N ), the number of edges

in the model (#E ), and the build time required (BT, measured in seconds) both for the

baseline (i.e., ModCP without changes) and with our novel support incorporated for cross-

link identification (“cross-link”). We report the SHAs strictly for the sake of reproducibility

and can otherwise be ignored; thus, we do not mention them again.

The size of the graphs—i.e., the sum of the node and edge counts—is directly proportional

to the number of statements in the project. The greater the number of statements, the greater

the number of nodes and edges and the greater the build time. The number of nodes is

greater than the number of statements due to transformations required by ModCP, in which

statements containing more than one method call are divided into separate statements, each
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containing only one method call.

The number of statements, nodes, and edges was the same in both the approaches for

most projects, as expected, thus only one set of results is provided. We see a minor increase

in two projects that use reflection mechanism for which both baseline and cross-link results

are presented.

Results and analysis

Table 7.1 shows the build time for C# projects. The build time ranged from 2.4 seconds

for the smallest project to 796.3 seconds for the largest project. We see a small increase

in the build time from the baseline approach where no attempts at finding cross-links were

made. Therefore, the added cost of our approach is minor for these systems at least. This

increase can be attributed to the fact that string literals are checked for external references

so that any potential cross-links may be identified. When no external reference exists, no

further cross-silo resolution takes place. Build time increases proportionally to the number

of statements except for libgit2sharp project. Since dependency analysis varies depending

upon the complexity of the code, this explains variations in the build time.

The model properties are shown in Table 7.2. As we can see, the number of nodes and

edges increases as the number of statements increases and remains same for most projects

except for nunit and ef6. The change is positive but less than 1% for nunit and less than

0.01% for ef6. Both projects used reflection mechanisms which also relies on string literal

arguments to access and load runtime information which is also detected by our cross-link

approach.

Python projects, as shown in Table 7.3, have a building time range of 6.1–308.2 seconds.

Table 7.4 shows the results for TSQL projects. While the build time is consistent in C#

and Python, the smallest TSQL project took 17.5 seconds to build. However, the increase

in the number of edges than a larger project means that there are more dependencies in

the project despite the smaller number of statements. An overall increase in build time is
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Table 7.1: Build time for C# projects.

Tool SHA #S BT (s)

baseline cross-link

monodevelop-nuget-addin bdf84c 1,451 2.3 2.4
nunit 8c3fca 14,479 26.8 27.5
libgit2sharp 4de700 21,669 37.0 39.7
Newtonsoft.Json 666d97 23,513 33.1 34.4
ef6 399e48 219,236 791.2 796.3

Table 7.2: Model properties for C# projects.

Tool Baseline Cross-links ∆N ∆E

#N #E #N #E (%) (%)

monodevelop-nuget-addin 3,767 5,837 3,767 5,837 0.00 0.00
nunit 42,259 61,577 42,307 61,628 0.11 0.08
libgit2sharp 49,218 64,129 49,218 64,129 0.00 0.00
Newtonsoft.Json 66,105 109,304 66,105 109,304 0.00 0.00
ef6 603,740 934,671 603,753 934,682 <0.01 <0.01

Table 7.3: Model properties for Python projects.

Tool SHA #S #N #E BT (s)

baseline cross-link

python-fire fb7ee3 2,671 5,500 7,876 5.7 6.1
scrapy 6e49c3 9,053 26,081 40,888 23.6 24.2
scapy 1b8c40 24,845 84,612 108,526 66.8 68.3
scikit-learn 16b3bf 67,407 131,006 221,770 98.4 99.7
cpython 85dd6b 182,413 351,765 487,933 306.6 308.2

Table 7.4: Model properties for TSQL projects.

Tool SHA #S #N #E BT (s)

baseline cross-links

IPBC 3b539e 2,678 5,453 22,913 16.9 17.5
docker-adventureworks 9acd7e 3,148 4,383 7,080 19.1 19.8
SQL a40d53 4,114 7,273 12,539 26.5 27.3
Real_Madrid_Web_Site 6ae855 6,743 8,603 30,204 19.7 21.7
ep-character-creator fd2cef 16,953 33,530 61,478 26.9 28.8
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also due to longer statements in TSQL. Statements can be a combination of queries and can

extend up to many lines of codes, thus, requiring more time for the resolution of procedure

calls, columns, and local variables. In addition, the overall size of the TSQL projects tends

to be lower than general purpose programming language projects. This leads to the build

time varying only a little based on the size of the project.

The results of this study suggest that the projects in all the three languages take at most

3 seconds longer to perform the analysis with our model than without the identification

of cross-links. In homogeneous systems, this extra time may or may not lead to finding

additional dependencies, due to the fact that the baseline model uses language specification

to resolve references, overlooking reflection mechanisms. We see this in nunit and ef6 where

the results indicate a minute increase in the number of nodes and edges.

7.1.2 RQ2: How effective and accurate is our approach for new

languages?

We used the historical change data stored in version control systems to measure the per-

formance of our heuristics. We studied the changes in the history of the repositories to

determine how our proposed heuristics performed.

For every project, we mined the commits and filtered away any not meeting the criteria

that no less than 2 procedures were changed (a requirement due to the evaluation process)

and that no greater than 9 procedures were modified within a commit (to avoid tangled

commits [Herzig and Zeller, 2013, Canfora and Cerulo, 2005, Mirarab et al., 2007]). We also

eliminated large commits, i.e., commits where more than 10 files were changed, as well as

explicit merge commits as each of these commits deals with multiple issues. The resulting

set made up the Qualified Commits set for each project.

Precision and recall are used to measure the performance of heuristics for dependency

analysis techniques [Li et al., 2012]. Before we discuss RQ2 and our results, we define

precision and recall as used in our study.
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Defining Precision and Recall

Precision and recall are two metrics widely used to validate the accuracy of dependency

analysis techniques [Hassan and Holt, 2004]. Precision measures the degree to which the

estimated impacts match up with the real impacts induced by changes, while recall measures

the degree to which the estimated set covers the real changes during change propagation.

These two metrics allow a user to decide which technique provides more precise results so

the developer will spend less time trying to locate and implement a change. A high recall

will ensure that the impact will be accounted for, thus the developer remains confident while

propagating change. For our study, we define the precision, recall and the harmonic mean

F-score for each commit on the procedure level granularity because resolving invocations is

important to our approach. The estimated impact set (EIS ) is the set of methods that our

approach computes as impacted while the actual impact set (AIS ) is the assumed ground

truth as obtained from change history.

Equations for determining precision (P ) and recall (R) follow.

P (EIS;AIS) =

∣∣∣∣ TP (EIS;AIS)

TP (EIS;AIS) + FP (EIS;AIS)

∣∣∣∣
=

∣∣∣∣EIS ∩ AIS

EIS

∣∣∣∣ (7.1)

where TP is the set of true positives and FP is the set of false positives.

R(EIS;AIS) =

∣∣∣∣ TP (EIS;AIS)

TP (EIS;AIS) + FN(EIS;AIS)

∣∣∣∣
=

∣∣∣∣EIS ∩ AIS

AIS

∣∣∣∣ (7.2)

where FN is the set of false negatives.

The harmonic mean of P and R is the F-score. This score takes both false positives and

false negatives into account.

F (EIS;AIS) = 2× P (EIS;AIS)×R(EIS;AIS)

P (EIS;AIS) +R(EIS;AIS)
(7.3)
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Algorithm 1: Procedure to compute impacted set
Input: Model md, Procedure proc, Changed Procedures CP
Output: Impacted Set, IS

1 option← Slicer.DependenceOption.All
2 targets← CP.remove(seed)
3 foreach proc ∈ targets do
4 slicer ← md.GetSlicer(proc.ToString(), option, true, 1)
5 seeds← GetSeeds(md, proc)
6 slicer.Slice(proc.Signature, seeds)
7 slice← slicer.GetSlice()
8 IS ← slice.GetLineNumbers(md).Keys
9 if Compare(IS, targets) then

10 return IS

The P , R, and F values are calculated for each commit based on the change history. The

algorithm is presented in Algorithm 1. For each procedure or a batch of statement that is

changed within a commit, we use the previous and the current revision. CP is the set of

changed procedures, seed is the seed procedure, the targets are the set CP − {seed}, i.e.,

the set of changed procedures excluding the seed (line 2). A procedure from CP is selected,

and the changed statements are used as the seeds for slicing (line 5). The impacted set,

IS, is computed at the procedural level by obtaining all impacted procedures for the seed

statements (line 8). If the targets exist in the IS, we assume that the developers were able to

correctly find the changed entities (line 9). If none of the targets exist in the IS, we change

the seed node to another procedure from CP.

After the algorithm completes, we calculate the average values of these measures over the

set of Qualified Commits. These average values are defined below.

AP =
1

n

n∑
i=1

P (EISi;AISi)

AR =
1

n

n∑
i=1

R(EISi;AISi)

AF =
1

n

n∑
i=1

F (EISi;AISi)

(7.4)

where n is the number of qualified commits.
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Results and analysis

The results of this study show that we achieve a fairly consistent performance across most

of the projects in all languages. There is no pattern to how good the performance will be

for any project. In Tables 7.5, 7.6 and 7.7, SHA is the range of commits from the start

commit to the end commit used to perform slicing, Used Commits, shown under “#U”, is

the number of commits used from the range of SHAs, and Qualified Commits, under “#Q”,

is the number of commits obtained after the filtering process. AP is the average precision

over all the Qualified Commits, AR is the average recall, and AF is the average F-score.

Results are only provided for the cross-link approach for Python and TSQL projects as

the results were the same for both approaches. Baseline results are provided for C# projects

as there was a difference in performance for one project.

The values for precision are above 0.5 in Table 7.5 for C# projects and above 0.43 for

Python projects in Table 7.6. At the same time, recall is somewhat lower for some projects,

but the overall performance measures remain balanced. An increase of 2.63% was seen in

average F-score for nunit.

The highest recall is seen to be 0.62 in nunit, a C# project, and the lowest is 0.35 in scrapy,

a Python project. The highest precision achieved is 0.82 in monodevelop-nuget-addin, a C#

project, and the lowest is 0.33 in Real_Madrid_Web_Site, a TSQL Project. The lack of

historical changes in TSQL projects proves to be a hindrance for evaluation.

Furthermore, the best recall in Python projects is 0.59 for scapy, a medium sized project.

The best precision in Python projects is 0.70 also for scapy. The ep-character-creator project

has the best precision of 0.61 among TSQL projects.

The highest F-score was found in either the varying sizes of projects, smallest sized for

C#, middle for Python, and the largest for TSQL. The smallest F-score was seen in docker-

adventureworks (0.19). The highest average F-score was seen in scapy (0.53). Therefore,

this project shows the best performance measures.

On the other hand, in most of the projects, there is higher precision than recall, common
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Table 7.5: Precision and recall for C# projects.

Tool SHA #U #Q Baseline Cross-Links ∆AF

AP AR AF AP AR AF (%)

monodevelop-nuget-addin 08b2d5–a66d9d 143 49 0.82 0.61 0.52 0.82 0.61 0.52 0.00
libgit2sharp 4de700–6892a9 1600 219 0.68 0.57 0.43 0.68 0.57 0.43 0.00
nunit 8c3fca–171646 1537 281 0.59 0.60 0.38 0.59 0.62 0.39 2.63
Newtonsoft.Json 666d97–01f1c5 751 97 0.67 0.56 0.47 0.67 0.56 0.47 0.00
ef6 399e48–4a4875 1991 230 0.78 0.43 0.48 0.78 0.43 0.48 0.00

Table 7.6: Precision and recall for Python projects.

Tool SHA #U #Q AP AR AF

python-fire fb7ee3 - 9f9630 174 47 0.61 0.54 0.38
scrapy 6e49c3 - bba464 1128 345 0.33 0.45 0.37
scapy 1b8c40 - 7323bb 1011 132 0.70 0.59 0.53
scikit-learn 16b3bf - 06dc44 973 187 0.68 0.40 0.29
cpython 85dd6b - bcc1cc 1037 54 0.59 0.44 0.35

Table 7.7: Precision and recall for TSQL projects.

Tool SHA #U #Q AP AR AF

IPBC 3b539e - 82d222 25 12 0.39 0.55 0.43
docker-adventureworks 9acd7e - 93ea7f 29 14 0.42 0.39 0.19
SQL a40d53 - 52acd2 19 9 0.51 0.58 0.49
Real_Madrid_Web_Site 6ae855 - 061e26 17 5 0.33 0.43 0.34
ep-character-creator fd2cef - 76753c 503 28 0.61 0.36 0.44
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in other dependency and change impact analysis techniques as well: the dependencies that

are identified are mostly accurate, but not all dependencies are identified [Tóth et al., 2010].

The significance of these results lies in the fact that our results match the dependencies

found by using commit history of these projects. Although we limit the size of the commits

to consider to avoid tangled commits, developers do not follow best practices in the real

world, e.g., developers could organize changes so that only the changes for related tasks

are shared at commit time. This requires frequent commits and task switching which leads

to interruptions in the developer’s work flow [Abad et al., 2018], so a developer may split

changes across several commits as the code present at commit time might still be incomplete

[Negara et al., 2012]. What our results show is that many of the changed entities are correctly

identified despite the quality of the commits.

Summary

The answer to our research question regarding each language can, therefore, be summed up

as this:

• The model’s performance for C# and Python projects is balanced and slightly lower

for TSQL projects, with precision values being higher than recall values in 73% of the

projects.

• The small and medium-sized projects show the best results in average F-score for Python

and C#, while the largest-sized projects show the best results in average F-score for

TSQL.

• The worst performance is seen for a TSQL project, and the best for a Python project.

7.2 Study 2

The objective in the second study is to evaluate how our model performs for HSSs in terms of

scalability and cost. Measures to evaluate performance similar to those in Study 1 were used;

104



CHAPTER 7. EVALUATION

however adjustments, as described in Sections 7.2.2 and 7.2.3, were made in certain areas

due to the different nature of heterogeneous systems. We sought answers to the following

questions:

• RQ3: How cost-effective and scalable for HSS projects is our approach compared to

the baseline?

• RQ4: Is there improvement in effectiveness for HSS projects?

• RQ5: Can the model accurately identify cross-links between the silos?

7.2.1 RQ3: How cost-effective and scalable for HSS projects is our

approach compared to the baseline?

To evaluate the HSS projects, we built the five projects from Table 6.2 with the baseline

model for homogeneous systems and compared the properties of the model properties. The

method followed was similar to how we evaluate the effectiveness of the model for homoge-

neous systems. The model is built and the properties of the model are recorded. For this

study, the baseline is considered to be the model built without any cross-language analysis

so even though the project may have source code from two or more implemented languages,

each is evaluated in isolation for the baseline, and then cross-links are identified using our

technique and the results are presented for our approach.

Table 7.8 shows the comparison of the build times in the baseline model with those of our

approach (cross-links).

The shortest amount of time taken to build the model was 2.7 seconds for the baseline

model and 3.0 seconds for our model for the project jep. The longest time taken was 192

seconds for the baseline model and 213.6 seconds for the ikvm-monotouch project. The build

time increases proportional to the number of edges as seen in macropy has a build time more

than pythonnet which has more statements.

The increased build time is due to the cross-silo dependency analysis. For each project,

105



CHAPTER 7. EVALUATION

Table 7.8: Build time for HSS projects.

Tool SHA #S BT (s) ∆BT

baseline cross-links (%)

jep 639f6c 2,196 2.8 3.0 7.14
macropy a815f5 8,266 15.3 17.2 12.42
pythonnet 638dc1 10,316 9.5 10.9 14.74
voc 86c52e 21,364 33.7 38.8 15.13
newsite b3f3c2 25,768 111.2 120.5 8.48
ikvm-monotouch 3bc952 90,117 192.9 213.6 10.73

Table 7.9: Model properties for HSS projects.

Tool Baseline Cross-links ∆#N ∆#E

#N #E #N #E (%) (%)

jep 4,240 5,672 4,462 6,140 5.24 8.25
macropy 16,787 50,970 16,837 51,816 0.30 1.66
pythonnet 21,198 26,594 21,719 28,333 2.46 6.54
voc 41,035 51,976 42,282 56,985 3.04 9.64
newsite 57,357 84,121 57,357 84,121 0.00 0.00
ikvm-monotouch 199,078 298,463 201,788 308,667 1.36 3.42

we observe this increase. There is an increase of 7.14% in build time for jep, 12.42% for

macropy, 14.74% for pythonnet, 15.13% for voc, and 10.73% for ikvm-monotouch. The build

time varies for smaller projects, which can be attributed to more string literals being analyzed

for cross-language analysis which then leads to an increase in the number of nodes and edges

in the model.

Table 7.9 shows the model properties for HSS dataset. There is an increase of at least

0.3% and at most 7.53% in the number of nodes found within the slices. There is also an

increase of 1.66% to 9.64% in the number of edges which represent the data and control

dependencies.

The jep project sees an increase of 5.24% in the number of nodes and an increase of

8.25% in the number of edges. The macropy project has the smallest increase of 0.3% in the

number of nodes and 1.66% in the number of edges. The pythonnet project has an increase

of 2.46% and 6.54%, voc sees an increase of 3.04% and 9.64%, and ikvm-monotouch sees an

increase of 1.36% and 3.42% in the number of nodes and edges respectively.
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Up to this point during the evaluation, we have not evaluated the accuracy of any cross-

language links. We also do not know whether these dependencies are in- or cross-silo. What

we were interested in was to see any improvement in the model properties. We evaluate the

accuracy of cross-links in Section 7.2.3.

7.2.2 RQ4: Is there improvement in effectiveness for HSS projects?

We used the same method that we used for homogeneous systems to compute the effective-

ness of our approach for HSS projects. The commits used for the projects are provided in

Table 7.10. The same filters are used with one extra filter. At least one file from a different

silo must be changed within the commit; this ensures that commits where files across silos

are changed together were included in the Qualified Commits set (the number of qualified

commits is shown under “#Q”). Used Commits, shown under “#U”, refer to the number of

commits that were used within the given range of SHAs and applied the filters over. These

commits have been referred to as cross-language commits [Tomassetti et al., 2013]. SHA is

the start and the end commit between which the analysis was done. We compare the results

of our approach against the baseline in Table 7.11.

The results of this study show either a small increase in the average P, R, or F values.

There was an improvement in average recall in all the projects, and in 4/6 there is an

improvement in the average precision. The newsite project could not be evaluated in this

method as the change history did not include the TSQL source code. We rely on RQ5 to

evaluate newsite.

Table 7.10: Commit details for RQ4.

Tool SHA #U #Q

jep 639f6c–97edaf 98 17
macropy a815f5–0ab20a 95 19
pythonnet 638dc1–f83c88 103 15
voc 86c52e–185b87 124 21
newsite — — —
ikvm-monotouch 3bc952 - 9f9630 77 16
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Table 7.11: Precision and recall for HSS projects.

Tool Baseline Cross-links ∆AF

AP AR AF AP AR AF (%)

jep 0.48 0.50 0.32 0.53 0.67 0.37 15.63
macropy 0.51 0.36 0.21 0.51 0.39 0.24 14.29
pythonnet 0.42 0.61 0.29 0.59 0.66 0.36 24.14
voc 0.53 0.59 0.41 0.56 0.71 0.43 4.88
newsite - - - - - - -
ikvm-monotouch 0.36 0.74 0.33 0.36 0.76 0.34 3.03

The largest percentage change in the harmonic mean AF is seen in pythonnet as 24.14%.

This improvement is due to an increase in both the average precision and average recall due

to the identification of cross-silo links.

There is an increase of 15.63% in the average F-score for jep. The voc project sees an

increase of 4.88% and ikvm-monotouch sees a minor increase of 3.03%. There is no change in

the AP for macropy while it does see a small improvement of 14.29% in the average f-score.

The effectiveness of our model improves slightly as compared to the baseline when using

change history as the ground truth. In most cases, the change in heuristics was most signif-

icant in only some of the commits while remaining the same over majority of the commits.

7.2.3 RQ5: Can the cross-links between the silos be accurately

identified?

We evaluated the effectiveness of the approach across silos in the above mentioned study. In

this study, we determine the accuracy of the links by using the execution path itself as the

ground truth. The key to determining the accuracy of the cross-links is to verify whether

or not the call-sites that have been resolved as being invocation to guest silo procedures are

accurate. In addition, we also need to verify if any data flow dependencies computed through

variables or any named entities are accurate.

Each of the projects that we analyzed are built using varying sets of programming lan-

guages. Thus, in order to determine the accuracy of the cross-links, we devised a study
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Table 7.12: Accuracy of cross-links.

Tool P R F

jep 93.75 82.35 87.50
macropy 83.33 71.43 76.92
pythonnet 89.09 84.48 86.72
voc 73.58 92.86 82.10
newsite 93.43 98.67 95.98
ikvm-monotouch 80.85 70.37 75.25

plan that determines whether the found cross-links are correct and is suitable to all types of

projects.

All of the projects are built or compiled in a different manner and requires execution

of specific commands to do so. Others have certain requirements such as existence of spe-

cific libraries, or installation of other software. For example, ikvm-monotouch requires that

MonoTouch1 and NAnt2 be installed. Before we began this step of evaluation, we made sure

to meet all the requirements and built and ran each tool to verify it was executing properly.

The procedure we followed to verify that the links are accurate, was by a process of

comparison against the actual execution flow at procedure level. For each link, we identify

the actual execution path at the procedural level of the code and check if it varies from the

control flow in our call graph. We look for links that are correct and provide the results in

Table 7.12.

In order to verify that the link exists or not, we inject a print-to-file statement within

the source code for the caller and callee procedures for a cross-link from the call graph. The

call graph represents the procedures and call-sites and also retains information about which

edges are connecting procedures from different silos. If there is control flow from procedure

P1 in silo L1 to procedure P2 in silo L2, the edge is accurate if P2 being referenced actually

executes after P1.
1MonoTouch. https://www.mono-project.com/archived/monotouch_installation/
2NAnt. http://nant.sourceforge.net
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Procedure

1. Inject print-to-file instructions in all the procedures within the source code to gather

the execution paths.

2. Execute the source code, and store the execution path. 4/6 projects included compre-

hensive tests and 2 others required building and executing the program to obtain the

execution output.

3. If execution moves from the file of C# silo (file extension .cs) to Java silo (extension

.java), we store the output, discard other output. This is the ground truth for our

evaluation (AIS ).

4. Extract the procedures within the model to a .csv file.

5. The file path and the line number from execution output file were matched against

procedures in the model to get the executed procedure signatures.

6. Using the procedures from Step 4, identify procedures for all execution output. If no

procedure matches, drop the output. Actual line number for the statement executing

was calculated by subtracting the number of statements injected within the file.

7. Within the model, every call-site that resolves to a procedure in a different silo is

retrieved.

8. The multi-lingual call-graph is generated, however, only edges tagged isCrossLink are

considered. These edges are the estimated output. (EIS )

So, suppose we have an invocation such as “out = org.pkg.clz.someMethod(a, b)”, where someMethod()

exists in a different silo. We inject print statements within the current procedure, and also

within the body of someMethod(). The idea is that if we can correctly find the order in which

the procedures executed across silos, we can find out with confidence that these are the

procedures where the silos link.
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Table 7.13: Procedures missing from model.

Tool #P

jep 0
macropy 0
pythonnet 4
voc 2
newsite 8
ikvm-monotouch 7

Equations 7.1, 7.2, and 7.3 were used to calculate the precision, recall, and F-score values

for the project set. The results of this evaluation are given in Table 7.12. The jep project,

the smallest one, has an F-score of 87.5% and a precision of 93.75%, the highest among all

projects. The pythonnet project has an F-score of 86.72% and voc has an F-score of 82.10%.

The newsite project has an F-score of 95.98%, the highest of all projects, and a recall of

98.67%, also the highest among the set. The ikvm-monotouch project has an F-score of

75.25%, and a precision of 70.37%, both the lowest of all projects.

In addition, Table 7.13 shows the number of procedures (“#P”) that were found in the

execution flow but could not be identified in the model. This is mainly due to the inherent

issue with the way ANTLR works; if the code does not completely comply with the language

grammar that the lexer and parsers have been generated for, that procedure is not added

to the ASRM as it would lead to bugs and inconsistencies during data and control flow

analyses. Therefore, it is imperative that the code be executable and be compatible with the

grammar being used. This is a limitation of this approach that as languages are updated,

the model will require updating as well, otherwise more and more bugs and errors will be

seen in the code-base but any good approach must be updated with changing specifications.

Delays of updating a language may also be caused due to this limitation. The most missing

procedures exist in projects using C# as one the of languages. The open-source grammar

used to build the ASRM is for C# version 7, however, during the course of doing this work,

a new C# version was released whose grammar is not yet available for use.
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7.3 Summary

We evaluated the model considering various aspects of heterogeneous systems. We analyzed

the performance for each individual language implemented—i.e., C#, TSQL, and Python—

and provided the results. Build time was compared against the baseline model in both

homogeneous and heterogeneous systems. Scalability was evaluated over all languages by

using subject systems of various sizes. The build time increases consistently based on the

number of edges of the model.

The effectiveness of the model was evaluated by using change history for all projects. The

accuracy of the identified cross-links was evaluated by using the change history as well as

actual execution path.
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Discussion

In this chapter, we discuss the implications of our work for further research and the software

development community, limitations of our work and threats to validity.

8.1 Implications for research and for the community

A large number of available works on cross-language program analysis focus on specific

pairs or languages, Java–C/C++ and Java–XML being one of the most common pairs that

have been studied [Yazdanshenas, 2015]. These works provide incredible insight into the

intercommunication between languages, however, challenges to software maintenance will

likely increase with the growth of HSSs due to the lack of a generalizable solution.

In our initial investigation, we looked at various technologies and analyzed the methods

in which intercommunication happens. These technologies vary in how they work and how

these technologies are used and that makes it hard to imagine a fully generic approach right

now. We consider that this work will provide essential information over a more vast set of

languages and how they are used together. In addition, it can also serve as a guideline for

new developing technologies to consider existing software maintenance analyses so that they

may be applicable to them.

During the literature review we identified relevant works in Chapter 3. They utilize
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specific non-generalizable facts from the technologies, such as looking for specific functions

used to allow intercommunication, or relying on a case-specific naming convention. The

drawback of doing this is that it hinders generalizability of the approaches in cases where

such rules are not applicable.

A key observation during this review was the use of string literals to identify cross-language

references whether the work focused on web applications or standalone applications. A

generic approach for a cross-language universal name resolution has not been presented n

any of the works although there is a considerable body of research on name resolution for

various programming languages. This, in addition to our investigation of numerous bridging

technologies, were the convincing factors for our approach of analyzing string literals. All the

bridging technologies that require string arguments to allow inter-language access follow a

similar pattern. We recognize the use of these arguments to resolve external dependencies as

a generic approach to resolving cross-language dependencies. There certainly are limitations

in our work which we mention in Section 8.2 and we hope to work on these in the future.

However, the improvements in the results of our study should emphasize the need for a

general approach to cross-language analysis for all software analyses.

Another finding from our investigation reveals a lack in the applicability of the limited

available analysis tools in the real world. This can be explained by the fact that realistic

empirical studies in industry are only possible with fairly mature and user-friendly tools.

This may be due to the fact that there is a lack of industry collaboration on these projects

such that even though the work may be generalizable to new languages and technologies with

some modifications, we cannot know this without the use and evaluations of these tools in the

real world. We hope that when this work is deployed into the industry, it can be evaluated

in the real world and may help in the adoption of these analyses and instill confidence in the

existing research in this area.

A lot of the existing work uses different terminology for these analyses and the types of

bridging that occurs. There is not even a consensus on what to call the elements in multi-
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language systems either: “artifacts”, “components”, or “entities”. Some works fail to mention

the specifics of the kinds of dependencies and focus on the interconnections themselves.

Much of the work lacks proper evaluation on real world software systems or is in the process

of evaluation which may not have been published yet. Some present models and do not

provide an implementation, which could still be in the works. A lot of the work centres

around specific technologies, with JNI being the most prevalent, while ignoring the other

technologies and existing work. All of these issues make it a problem to differentiate the

field of cross-language analysis from multi-language and single language approaches. Our

work sheds light on tools available right now and the need to generalize the cross-language

analysis so that further work may make greater progress.

8.2 Limitations

Our attempt to generalize cross-language dependency analysis leaves room for certain lim-

itations. We investigated bridging technologies and relied on the common theme of having

string literals being used to access guest languages. There may be cases in which this ap-

proach may not work where the dependencies may be inherent to the technology used and

not specified within the source code explicitly. Such inherent dependencies will always re-

quire custom implementation for dependency analysis as they cannot be extracted through

source code analysis [Hecht et al., 2018].

Another limitation that we intend to address is the issue of embedded code segments.

Using ANTLR, we parse the entire file at a time, building the AST in a top-down manner for

each language, e.g., start with a database and go on adding tables, views, stored procedures,

etc., to it which by themselves are further comprised of columns, batches, and queries. In

order to process embedded code, we would need to consider a bottom-up approach so that

an entity of any granularity may be processed regardless of the order in which it occurs.

While we address the issue of cross-language name resolutions, it is likely that our results

contain false positive matches for certain procedure matches in very large software systems.
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It is not guaranteed that a reported dependency actually does influence the value of a given

seed. In other words, the data and control flows extracted using our approach are a super-set

of the actual data and control flows. We have evaluated our approach in a more expensive

method by comparing it against actual execution path and we observe a low level a false

positives. The results may vary in large commercial software systems.

The limitations of our work do not mean a loss of generality as the core computational

engine, the mPDGs and the cross-language analysis approach are agnostic to the language

of the source code being analyzed.

8.3 Threats to validity

We proposed an approach to perform dependency analysis in HSSs and evaluated our ap-

proach on real-world open-source projects with and without cross-links. However, it is piv-

otal to any research to identify and evaluate any threats to validity to further reinforce the

robustness and applicability of the approach for new languages and technologies.

We identified several instances of the existence of threats to validity in the evaluation of

our model. In this chapter, we define the threats to validity for the studies conducted and

our efforts to mitigate them. Following Wright et al. [2010], Siegmund et al. [2015], Wohlin

[2012], we define the following classifications of threats to validity:

• Internal validity threats. It relates to the threats that affect the studies without the

researcher’s knowledge. It relates to how well the experiments and analyses have been

conducted.

• External validity threats. It relates to the validity concerns caused by the general-

ization and replication of results of an experiment to other scenarios.

• Construct validity threats. It relates to the influence of generalizing the result of

the experiment to the concept or theory behind the experiment. It covers issues that

relate to the design of the experiment, others to social factors.
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• Conclusion validity threats. It relates to the extent by which the conclusions made

about the relationship in our observations are correct and scientifically sound. It corre-

sponds to the relationship between the independent and dependent variables.

There are five identified influences in which threats to validity can occur during the

evaluation of our model as presented in Table 8.1 which will be discussed in depth throughout

this chapter.

Table 8.1: Classification of threats to validity.

Threat To Cause

Internal Validity Used Change History

External Validity Subject System Selection
Origin of Datasets

Construct Validity Dependence on mPDGs

Conclusion Validity Reliability of measures.

8.3.1 Used change history

Another threat to internal validity is the influence of change history being used. For RQ2 and

RQ4, we mined change history and used it as the ground truth while measuring performance

of the model. However, not all changes made within a commit are essential modifications

[Kawrykow and Robillard, 2011].

Commits may include non-essential changes such as local variable refactorings, white-

space- and documentation-related changes, etc. However, during the filtering process we

managed to eliminate most of the large commits as well as Merge and refactoring commits

to avoid such non-essential changes. The goal was to get commits in which related changes

were made. However, not all filtered commits used represent the reality of how the changes

would be propagated in real life. In order to mitigate this, a qualitative study with pro-

fessional developers is required wherein the subject may incorporate our tool in their daily

development.
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8.3.2 Subject system selection

The selections of subject systems for the studies conducted may lead to external validity

threats. This external validity threat was addressed by carefully choosing the subject systems

of varying types and sizes. For both the homogeneous system and the heterogeneous system

studies, we ensured that systems of different sizes were analyzed. Additionally, while many

of the projects that we studied have not been used in previous research work, they represent

real-world systems and ensure that we are able to study cross-linkage created by using

multiple languages together, a subject that has not been studied greatly in the past.

We also recognize that five projects for each language, and six for studying cross-links, a

total of 21 projects, may not represent all of the types of software, especially when studying

cross-links. However, we attempted to study various types of cross-links in the study as

shown in Table 6.3, except for embedded code where the dependency analysis may or may

not be able to identify other types of cross-links and requires further research. Future work

in this area would ensure that an approach can be generalized for more types of cross-links.

Another issue is that in evaluating the accuracy of cross-links certain types of projects

could not be evaluated. When the guest library/code is compiled into an intermediate

code such as Java byte code, and Common Intermediate Language for .Net framework.

When other languages refer to these guest libraries, they may be using their intermediate

forms making it impossible to analyze code while as it is not available (Figure 2.3) due

to unavailability of the source code. Since we’re performing static source code analysis, it

became a limitation that we could not over come at this point and such projects could not

be evaluated.

8.3.3 Origin of datasets

Our evaluation is based on open source projects publicly hosted on GitHub and one pri-

vate project provided by our industry partner. Therefore, our results may not be valid for

all projects on other platforms. This may lead to the results of our evaluation not being
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generalizable to all software. We have also not considered legacy software still being used

and under active development. Developer practices within the corporate world may lead to

the use of the model differently and be helpful to the users at different levels. Nonetheless,

our approach is still relevant to major companies as the multiple languages used in open-

source development are unlikely to be unrelated to those that developers working within the

companies use for their development.

8.3.4 Dependence on mPDGs and ASRMs

Our dependency analysis module is dependent on mPDGs, a model designed by Men [2018].

We used this model as it is, with little to no changes in the graph builders. The goal was to

modularize the approach at the procedure level so that new languages can be added to the

model without changes to the semantic model. However, this may influence the results in a

negative way, perhaps by missing certain dependencies or not being able to analyze certain

lines of code that do not fit in the model.

The language entities are built using the developer’s judgment about which entities are

actually used in the data and control flow within a language and some entities, such as

statements, that are not dependent on any variables or procedures may not be included.

Human judgment may also lead the developer to mistakenly leave out parts of grammar

which may be useful to the user. This also affects the results of the evaluation by being a

source of construct validity threats and may be mitigated by performing a large scale study

in the real world setting as suggested in Section 8.3.1.

8.3.5 Reliability of measures

Reliability of the measures heavily influences the validity of an experiment. Poor experiment

setup, bad implementation, etc., all affect the outcome. When a phenomenon is measured,

the basic principle is to measure at least twice, the outcome should be the same. Therefore,

when experiments are repeated to get the same outcome, such measures are more reliable.
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The instance of threat to conclusion validity relates to the criteria for measuring the

accuracy of model. As discussed before, the use of precision, recall and F-score have been

widely used in studies evaluating change propagation and change impact analysis. It is also

possible that a different accuracy metric may produce different results. However, measuring

the values at a coarse level for computing cross-link accuracy may not accurately represent the

evacuation of the complete model. We assume that the approaches used for finer dependency

analysis, such as Reaching Definition Analysis [Tonella et al., 1997, Reps et al., 1995], call-

graph building [Ryder, 1979, Grove et al., 1997], have been studied in great detail and assume

these to be the acceptable measures for our study.

The second instance of threat to conclusion validity arises from the build time calculation.

The build time in a system would vary depending on any other tasks that maybe running

on the system. We ensured that any non-essential tasks were not running, so that the only

major process running was the evaluation program.

8.4 Summary

We stated the implications of our work for future research in the field of heterogeneous

software systems and discussed in detail the limitations of our work and the threats to

validity. We reviewed the significance of our work in illustrating the range of dependencies

that must be analyzed when dealing with heterogeneous systems and focus on the need

for generic approaches for cross-language analysis. We also discussed the need for further

evaluation in a real-world setting.

120



Chapter 9

Conclusion

Heterogeneous systems are a group of software systems wherein multiple subsystems interact

with each other. Many tools and techniques exist for the analysis of systems written in

different languages, however the analysis is either for one language individually or for a few

languages, yet still all in isolation from each other.

Software maintenance requires impact analysis and propagation of change. Change prop-

agation allows the restoration of a system to a consistent change and influences resource

allocation when designing products. This process requires dependency analysis across var-

ious silos in the system and results in inconsistencies if the propagation is not performed

successfully. With techniques that ignore the dependencies between silos, the impact set

produced is incomplete.

There are studies, although very few, which focus on identifying dependencies for specific

technologies that allow intercommunication between languages. These approaches are too

specific to be used for other technologies. They rely on each technology’s requirements to

connect silos, or use specific language pairs to design the approach. Other approaches focus

on program comprehension in heterogeneous systems, yet do not consider cross-silo linkage

in analysis. Therefore, any results produced from such techniques is incomplete.

This thesis presents a model for propagation of change within heterogeneous software

systems. We consider that the main contribution of our approach is centred around two
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points. First, we design a model that allows us to perform dependency analysis on multiple

languages while also being extendable to new languages due to the modular nature of the

model. We deal with language specification by implementing ASRMs, and generate the

graphs for each silo. Second, our dependency analysis module handles the presence of cross-

links between different silos. We believe that the combination of processing string literals

and allowing inter-silo access is a valid source of cross-silo dependency analysis, especially

for heterogeneous systems. However, it is necessary to have a structured strategy to exploit

this combination. In our case, the meta-model, our cross-language mapping rules, and our

dependency analysis module are relevant to recover important execution information. These

elements make our approach extensible, scalable, and transparent.

To evaluate this thesis, several studies were conducted for monolingual and heterogeneous

systems. Focus was :

1) How does our approach perform in terms of cost and scalability for all languages com-

pared to the baseline?

We demonstrated the cost based on size of the project for 15 projects of varying sizes

and languages. The performance stayed consistent across all languages with the build

time increasing insignificantly compared to the baseline model.

2) How effective and accurate is our approach for new languages?

Precision and recall were used as measures of the effectiveness of the model. The model

performance was balanced across both measures for C# and Python with some of the

least values seen for TSQL projects.

3) How cost-effective and scalable for HSS projects is our approach as compared to the

baseline?

A slight increase in the build time was shown to effectively be contributed by identifi-

cation of more nodes and edges for the generated slices.

4) Is there improvement in effectiveness for HSS projects?
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We used P and R values to gauge the effectiveness for our model against the baseline

model. We observed a slight improvement in the effectiveness over the baseline model

while using change history as the ground truth.

5) Can the model accurately identify cross-links between the silos?

We extracted cross-silo execution flow from the runtime execution path for the projects

using a combination of Python libraries and .Net framework. We conclude that the

model quite accurately identifies cross-links.

9.1 Future work

In our future work, we aim to extend, formalize and generalize our meta-model and our

current set of mapping rules to analyze the execution of large software-intensive systems in

a larger context. Being able to analyze dependencies developed through embedded source

code is another goal for our future work. Finally, we would like to study the effectiveness of

our approach in the real world by having developers use our tool in their daily development

work. This will allow us to fully evaluate the model and provide a detailed understanding

of any improvements and or changes that the model may require for development industry.
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